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Preface

This volume contains the proceedings of the 25th International Conference on
Application and Theory of Petri Nets (ICATPN 2004). The aim of the Petri net
conferences is to create a forum for discussing progress in the application and
theory of Petri nets.

Typically, the conferences have 100–150 participants, one third of these com-
ing from industry, whereas the others are from universities and research institu-
tions. The conferences always take place in the last week of June.

The conference and a number of other activities are coordinated by a steer-
ing committee with the following members: Wil van der Aalst (The Nether-
lands), Jonathan Billington (Australia), Jrg Desel (Germany), Susanna Donatelli
(Italy), Serge Haddad (France), Kurt Jensen (Denmark), Maciej Koutny (United
Kingdom), Sadatoshi Kumagai (Japan), Giorgio De Michelis (Italy), Tadao Mu-
rata (USA), Carl Adam Petri (Germany, Honorary Member), Wolfgang Reisig
(Germany), Grzegorz Rozenberg (The Netherlands, Chairman) and Manuel Silva
(Spain).

The 2004 conference was organized by the Department of Computer Science
of the University of Bologna, Italy. We would like to thank the organizing com-
mittee, chaired by Roberto Gorrieri, for the effort invested in making the event
successful. We are also grateful to the following sponsoring institutions and or-
ganizations: Associazione Italiana per l’Informatica ed il Calcolo Automatico
(AICA), Microsoft Research, and Network Project & Solutions (NPS Group).

We received a total of 62 submissions from 26 different countries. The pro-
gram committee finally selected 19 regular papers and 5 tool presentation papers.
This volume comprises the papers that were accepted for presentation. Invited
lectures were given by Gianfranco Ciardo, Roberto Gorrieri, Thomas A. Hen-
zinger, Wojciech Penczek, Lucia Pomello and William H. Sanders. Their papers
are also included in this volume.

Several tutorials and workshops were also organized within the conference,
covering introductory and advanced aspects related to Petri nets. Detailed in-
formation can be found at the conference URL (www.cs.unibo.it/atpn2004).

We would like to thank all those who submitted papers to the Petri net con-
ference. We are grateful to the program committee members and the referees
for their valuable effort in reviewing and selecting the papers. We gratefully ac-
knowledge Andrei Voronkov (University of Manchester) for his technical support
with the PC management tool. Finally, we would like to mention the excellent
cooperation with Springer-Verlag during the preparation of this volume.

April 2004 Jordi Cortadella and Wolfgang Reisig
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Michael Köhler and Heiko Rölke

LTL Model Checking for Modular Petri Nets . . . . . . . . . . . . . . . . . . . . . . . . . . 298
Timo Latvala and Marko Mäkelä
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Positive Non-interference
in Elementary and Trace Nets

Nadia Busi and Roberto Gorrieri

Dipartimento di Scienze dell’Informazione, Università di Bologna
Mura A. Zamboni, 7, 40127 Bologna, Italy

Abstract. Several notions of non-interference have been proposed in the
literature to study the problem of confidentiality in concurrent systems.
The common feature of these non-interference properties is that they are
all defined as extensional properties based on some notion of behavioural
equivalence on systems. Here we also address the problem of defining
non-interference by looking at the structure of the net systems under
investigation. We define structural non-interference properties based on
the absence of particular places in the net. We characterize a structural
property, called PBNI+, that is equivalent to the well-known behavioural
property SBNDC. We start providing a characterization of PBNI+on
contact-free Elementary Net Systems, then we extend the definition to
cope with the richer class of Trace nets.

1 Introduction

Non-interference has been defined in the literature as an extensional property
based on some observational semantics: the high part of a system does not inter-
fere with the low part if whatever is done at the high level produces no visible
effect on the low part of the system. The original notion of non-interference in [9]
was defined, using trace semantics, for system programs that are deterministic.
Generalized notions of non-interference were then designed to include (nondeter-
ministic) labeled transition systems and finer notions of observational semantics
such as bisimulation (see, e.g., [13, 7, 12, 14, 8]). Relevant properties in this class
are the trace-based properties SNNI and NDC, as well as the bisimulation-based
properties BSNNI, BNDC and SBNDC proposed by Focardi and Gorrieri some
years ago [7, 8] on a CCS-like process algebra. In particular, SNNI states that a
system R is secure if the two systems R \H (all the high level actions are pre-
vented) and R/H (all the high level actions are permitted but are unobservable)
are trace equivalent. BNDC intuitively states that a system R is secure if it is
bisimilar to R in parallel with any high level process Π w.r.t. the low actions
the two systems can perform. And SBNDC tells that a system R is secure if,
whenever a high action h is performed, the two instances of the system before
and after performing h are bisimilar from a low level point of view.

In the first part of the paper we show that these non–interference properties
can be naturally defined also on Petri Nets; in particular – to keep the presen-
tation as simple as possible – we use Elementary Nets [6]. The advantage of this

J. Cortadella and W. Reisig (Eds.): ICATPN 2004, LNCS 3099, pp. 1–16, 2004.
c© Springer-Verlag Berlin Heidelberg 2004



2 Nadia Busi and Roberto Gorrieri

proposal is the import in the Petri Net theory of security notions that makes
possible the study of security problems. Technically, what we do is to introduce
two operations on nets, namely parallel composition (with synchronization in
TCSP-like style) and restriction, and suitable notions of observational equiva-
lences on the low part of the system (low trace equivalence and low bisimulation);
then, five security properties are defined and compared in a rather direct way.
In particular, the two properties based on low trace semantics, namely SNNI
and NDC, are equivalent. On the contrary, in the bisimulation case, BSNNI is
weaker than BNDC, which turns out to be equivalent to SBNDC.

In this approach, the security property is based on the dynamics of systems;
they are all defined by means of one (or more) equivalence check(s); hence, non-
interference checking is as difficult as equivalence checking, a well-studied hard
problem in concurrency theory.

In the second part of the paper we address the problem of defining statically
non-interference for Elementary nets, by looking at the structure of the net
systems under investigation:

– in order to better understand the causality and conflict among different
system activites, hence grounding more firmly the intuition about what is
an interference, and

– in order to find more efficiently checkable non-interference properties that
are sufficient conditions for those that have already received some support
in the literature.

We define structural non-interference properties based on the absence of par-
ticular places in the net. We identify two special classes of places: causal places,
i.e., places for which there are an incoming high transition and an outgoing low
transition; and, conflict places, i.e. places for which there are both low and high
outgoing transitions. Intuitively, causal places represent potential source of in-
terference (hilo flow for high input – low output), because the occurrence of the
high transition is a prerequisite for the execution of the low transition. Similarly,
conflict places represent potential source of interference (holo flow for high out-
put – low output), because the occurrence of a low event tells us that a certain
high transition will not occur.

We show that when causal and conflict places are absent, we get a property,
called Positive Place–Based Non–Interference (PBNI+ for short), which turns
out to be equivalent to SBNDC. More precisely, the net N has no causal and no
conflict places if and only if it satisfies SBNDC.

In the third part of the paper we extend the definition of PBNI+ to cope
with the richer class of Trace nets[1]. We provide an example showing how our
property can be used to capture the information flows arising in a shared variable
that can be accessed and modified by both high and low users.

The paper is organised as follows. In Section 2 we recall the basic definitions
about transition systems and Elementary Nets. In Section 3 we recast the be-
havioural approach to non-interference properties, originally defined in a process
algebraic setting, on Elementary Nets. The original structural property PBNI+
for Elementary Nets is introduced in Section 4. In Section 5, after recalling the
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basic definitions about Trace Nets, we extend the definition of PBNI+ to Trace
Nets. Finally, some conclusive remarks are drawn.

2 Basic Definitions

Here we recall the basic definition about transition systems and elementary net
systems we will use in the following.

2.1 Transition Systems

Definition 1. A transition system is a triple TS = (St, E,→) where

– St is the set of states
– E is the set of events
– →⊆ St× E × St is the transition relation.

In the following we use s e→ s′ to denote (s, e, s′) ∈→.
Given a transition s

e→ s′, s is called the source, s′ the target and e the label
of the transition.

A rooted transition system is a pair (TS, s0) where TS = (St, E,→) is a
transition system and s0 ∈ St is the initial state.

2.2 Elementary Net Systems

Definition 2. An elementary net is a tuple N = (S, T, F ), where

– S and T are the (finite) sets of places and transitions, such that S ∩ T = ∅
– F ⊆ (S × T ) ∪ (T × S) is the flow relation

A set over the set S of places is called a marking. Given a marking m and
a place s, if s ∈ m then we say that the place s contains a token, otherwise we
say that s is empty.

Let x ∈ S ∪ T . The preset of x is the set •x = {y | F (y, x)}. The postset of
x is the set x• = {y | F (x, y)}. The preset and postset functions are generalized
in the obvious way to set of elements: if X ⊆ S ∪ T then •X =

⋃
x∈X

•x
and X• =

⋃
x∈X x•. A transition t is enabled at marking m if •t ⊆ m and

t• ∩m = ∅. The firing (execution) of a transition t enabled at m produces the
marking m′ = (m\ •t)∪ t•. This is usually written as m[t〉m′. With the notation
m[t〉 we mean that there exists m′ such that m[t〉m′.

An elementary net system is a pair (N,m0), where N is a net and m0 is a
marking ofN , called initial marking. With abuse of notation, we use (S, T, F,m0)
to denote the net system ((S, T, F ),m0).

The set of markings reachable from m, denoted by [m〉, is defined as the least
set of markings such that

– m ∈ [m〉
– if m′ ∈ [m〉 and there exists a transition t such that m′[t〉m′′ then m′′ ∈ [m〉.
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The set of firing sequences is defined inductively as follows:

– m0 is a firing sequence;
– if m0[t1〉m1 . . . [tn〉mn is a firing sequence and mn[tn+1〉mn+1 then
m0[t1〉m1 . . . [tn〉mn[tn+1〉mn+1 is a firing sequence.

Given a firing sequence m0[t1〉m1 . . . [tn〉mn, we call t1 . . . tn a transition se-
quence. The set of transition sequences of a net N is denoted by TS(N). We use
σ to range over TS(N). Let σ = t1 . . . tn; we use m[σ〉mn as an abbreviation for
m[t1〉m1 . . . [tn〉mn.

The marking graph of a net N is

MG(N) = ([m0〉, T, {(m, t,m′) | m ∈ [m0〉 ∧ t ∈ T ∧m[t〉m′})

A net is simple if the following condition holds for all x, y ∈ S ∪T : if •x = •y
and x• = y• then x = y.

A marking m contains a contact if there exists a transition t ∈ T such that
•t ⊆ m and not(m[t〉). A net system is contact–free if no marking in [m0〉 contains
a contact. A net system is reduced if each transition can occur at least one time:
for all t ∈ T there exists m ∈ [m0〉 such that m[t〉.

In the following we consider contact-free net systems that are simple and
reduced.

3 A Behavioural Approach to Non-interference
for Elementary Nets

In this section we recall from [5] some basic properties, initially proposed in a
process algebraic setting by Focardi and Gorrieri [7, 8]. Our aim is to analyse
systems that can perform two kinds of actions: high level actions, representing
the interaction of the system with high level users, and low level actions, repre-
senting the interaction with low level users. We want to verify if the interplay
between the high user and the high part of the system can affect the view of
the system as observed by a low user. We assume that the low user knows the
structure of the system, and we check if, in spite of this, he is not able to infer
the behavior of the high user by observing the low view of the execution of the
system.

Hence, we consider nets whose set of transitions is partitioned into two sub-
sets: the set H of high level transitions and the set L of low level transitions.
To emphasize this partition we use the following notation. Let L and H be two
disjoint sets: with (S,L,H, F,m0) we denote the net system (S,L ∪H,F,m0).

The non-interference properties we are going to introduce are based on some
notion of low observability of a system, i.e., what can be observed of a system
from the point of view of low users. The low view of a transition sequence is
nothing but the subsequence where high level transitions are discarded.

Definition 3. Let N = (S,L,H, F,m0) be a net system. The low view of a
transition sequence of N is defined as follows:
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ΛN(ε) = ε

ΛN(σt) =
{
ΛN(σ)t if t ∈ L
ΛN(σ) otherwise

The definition of ΛN is extended in the obvious way to sets of transitions
sequences: ΛN (Σ) = {ΛN(σ) | σ ∈ Σ} for Σ ⊆ (L ∪H)∗.

Definition 4. Let N1 and N2 be two net systems. We say that N1 is low-view

trace equivalent to N2, denoted by N1
Λ≈tr N2, iff ΛN1(TS(N1)) = ΛN2(TS(N2)).

We define the operations of parallel composition (in TCSP-like style) and
restriction on nets, that will be useful for defining some non-interference prop-
erties.

Definition 5. Let N1 = (S1, L1, H1, F1,m0,1) and N2 = (S2, L2, H2, F2,m0,2)
be two net systems such that S1 ∩ S2 = ∅ and (L1 ∪ L2) ∩ (H1 ∪H2) = ∅. The
parallel composition of N1 and N2 is the net system

N1 | N2 = (S1 ∪ S2, L1 ∪ L2, H1 ∪H2, F1 ∪ F2,m0,1 ∪m0,2)

Definition 6. Let N = (S,L,H, F,m0) be a safe net system and let U be a
set of transitions. The restriction on U is defined as N\U = (S,L′, H ′, F ′,m0),
where

L′ = L \ U
H ′ = H \ U
F ′ = F \ (S × U ∪ U × S)

Strong Nondeterministic Non-Interference (SNNI for short) is a trace-based
property, that intuitively says that a system is secure if what the low-level part
can see does not depend on what the high-level part can do.

Definition 7. Let N = (S,L,H, F,m0) be a net system. We say that N is SNNI

iff N
Λ≈tr N\H.

The intuition is that, from the low point of view, the system where the high
level transitions are prevented should offer the same traces as the system where
the high level transitions can be freely performed. In essence, a low-level user
cannot infer, by observing the low view of the system, that some high-level
activity has occurred.

As a matter of fact, this non-interference property captures the information
flows from high to low, while admits flows from low to high. For instance, the
net N ′ of Figure 1 is SNNI while the net N ′′ is not SNNI.

An alternative notion of non-interference, called Nondeducibility on Compo-
sition (NDC for short), says that the low view of a system N in isolation is not
to be altered when considering each potential interaction of N with the high
users of the external environment.

Definition 8. Let N = (S,L,H, F,m0) be a net system. We say that N is a
high-level net if L = ∅.
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l

h

h

l

N ′′N ′

Fig. 1. The net system N ′ is SNNI while N ′′ is not SNNI.

Definition 9. Let N = (S,L,H, F,m0) be a net system. N is NDC iff for all

high-level nets K = (SK , ∅, HK , FK ,m0,K): N\H Λ≈tr (N | K)\(H \HK).

The left-hand term represents the low view of the system N in isolation,
while the right-hand term expresses the low view of N interacting with the
high environment K (note that the activities resulting from such interactions
are invisible by the definition of low view equivalence). NDC is a very intutive
property: whatever high level system K is interacting with N , the low effect
is unobservable. However, it is difficult to check this property because of the
universal quantification over high systems. Luckily enough, we will then prove
that SNNI and NDC are actually the same non-interference property.

Theorem 1. Let N = (S,L,H, F,m0) be a net system. N is SNNI if and only
if N is NDC.

The two properties above are based on (low) trace semantics. It is well-known
[8] that bisimulation semantics is more appropriate than trace semantics because
it captures also some indirect information flows due to, e.g., deadlocks. For this
reason, we now consider non-interference properties based on bisimulation. To
this aim, we first need to introduce a notion of low–view bisimulation.

Definition 10. Let N1 = (S1, L1, H1, F1,m0,1) and N2 = (S2, L2, H2, F2,m0,2)
be two net systems. A low–view bisimulation from N1 to N2 is a relation on
M(S1)×M(S2) such that if (m1,m2) ∈ R then for all t ∈

⋃
i=1,2 Li ∪Hi:

– if m1[t〉m′
1 then there exist σ,m′

2 such that m2[σ〉m′
2, ΛN1(t) = ΛN2(σ) and

(m′
1,m

′
2) ∈ R

– if m2[t〉m′
2 then there exist σ,m′

1 such that m1[σ〉m′
1, ΛN2(t) = ΛN1(σ) and

(m′
1,m

′
2) ∈ R

If N1 = N2 we say that R is a low–view bisimulation on N1.

We say that N1 is low–view bisimilar to N2, denoted by N1
Λ≈bis N2, if there

exists a low–view bisimulation R from N1 to N2 such that (m0,1,m0,2) ∈ R.
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The first obvious variation on the theme is to define the bisimulation based
version of SNNI, yielding BSNNI.

Definition 11. Let N = (S,L,H, F,m0) be a net system. We say that N is

BSNNI iff N
Λ≈bis N\H.

Obviously, BSNNI ⊆ SNNI. The converse is not true: the net N in Figure 2 is
SNNI but not BSNNI. Note that SNNI misses to capture the indirect information
flow present in this net: if the low transition l cannot be performed, the low user
can infer that the high transition h has been performed, hence deducing one
piece of high knowledge.

lh

Fig. 2. A net system that is SNNI but not BSNNI.

Similarly, BNDC can be defined from NDC, yielding a rather appealing se-
curity property, which is finer than BSNNI.

Definition 12. Let N = (S,L,H, F,m0) be a net system. N is BNDC iff for

all high-level nets K = (SK , ∅, HK , FK ,m0,K): N\H Λ≈bis (N | K)\(H \HK).

Theorem 2. Let N = (S,L,H, F,m0) be a net system. If N is BNDC then N
is BSNNI.

Unfortunately, the converse is not true: Figure 3 reports a net that is BSNNI
but not BNDC; the reason why can be easily grasped by looking at their respec-
tive marking graphs in Figure 4.

BNDC is quite appealing but, because of the universal quantification on all
possible high level systems, it is difficult to check. The next property, called
Strong Bisimulation Non Deducibility on Composition (SBNDC for short), is
actually an alternative characterization of BNDC which is easily checkable.

Definition 13. Let N = (S,L,H, F,m0) be a net system. N is SBNDC iff for
all markings m ∈ [m0〉 and for all h ∈ H the following holds:

if m[h〉m′ then there exists a low–view bisimulation R on N\H such that
(m,m′) ∈ R.

Theorem 3. Let N = (S,L,H, F,m0) be a net system. N is BNDC if and only
if N is SBNDC.

The theorem above holds because we are in an unlabeled setting: transitions
are not labeled. In [7, 8] it is proved that – for the Security Process Algebra –
SBNDC is strictly finer than BNDC.
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h1l

h2

N

h1

K

Fig. 3. A net system that is BSNNI but not BNDC.

l h1

l l h1

h2

l

MG(N) MG(N\H) MG((N|K)\{h2})

Fig. 4. The marking graphs of the net systems N , N\H and (N | K)\{h2}.

4 Positive Place-Based Non-interference
in Elementary Nets

In [4, 5] we defined two notions of non-interference, namely, PBNI and RBNI,
aiming at capturing any kind of information flow from high users to low users.
Those notions capture both positive and negative informations on the high be-
haviour of the system. More precisely, a positive information flow arises when
the occurrence of a high level transition can be deduced from the low level be-
haviour of the system, whereas a negative information is concerned with the fact
that a high level transition has not occurred.

In this paper we provide a characterisation of positive information flows, i.e.,
we consider a system secure if it is not possible to deduce that some high level
action has been performed by observing the low level behaviour.

To this aim, we define the PBNI+ property based on the absence of some
kinds of places in a net system. Consider a net system N = (S,L,H, F,m0).

Consider a low level transition l of the net: if l can fire, then we know that
the places in the preset of l are marked before the firing of l; moreover, we know
that such places become unmarked after the firing of l. If there exists a high level
action h that produces a token in a place s in the preset of l (see the system
N1 in Figure 5), then the low level user can infer that h has occurred if he can
perform the low level action l. We note that there exists a causal dependency
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l

s

h

N1

s

lh

N2

h

s

l

l’

N3

Fig. 5. Examples of net systems containing conflict and (potentially) causal places.

between the transitions h and l, because the firing of h produces a token that
is consumed by l. Consider now the situation illustrated in the system N2 of
Figure 5: in this case, place s is in the preset of both l and h, i.e., l and h are
competing for the use of the resource represented by the token in s. Aware of the
existence of such a place, a low user knows that the high-level action h has been
performed, if he is not able to perform the low-level action l. Place s represents
a conflict between transitions l and h, because the firing of h prevents l from
firing.

Our idea is to consider a net system secure if it does not contain places of
the kinds illustrated above.

In order to avoid the definition of a security notion that is too strong, and
that prevents systems that do not reveal information on the high-level actions
that have been performed, we need to refine the concepts illustrated above.
Consider the net system N3 reported in Figure 5. Although s is a potentially
causal place, the net system has to be considered secure, as the (unique) possible
firing of l is at the initial marking, hence it is not caused by h. For s to be a
source of information on the occurrence of h, there must exists a firing sequence
where l consumes a token produced by h. In other words, s is an active causal
place if there exists a path in MG(N3) connecting (an occurrence of) h to (an
occurrence of) l, such that the transitions occurring after h and before l do not
produce tokens in s.

Regarding conflicts, consider the net system N4 reported in Figure 6. At
first sight, the net N4 could appear not secure because of the presence of the
conflict place s. However, we note that the occurrence of h has no effect on the
low behaviour of the system, as the possibility to fire l has already been ruled
out by the firing of transition l′. Hence, for s to be a source of information on
the occurrence of h, there must exist a reachable marking where the firing of h
rules out the possibility to fire (immediately or after some other transitions) l.
In other words, s is an active conflict place if there exists a path in MG(N4)
connecting the source of (an occurrence of) h to (an occurrence of) l, such that
the transitions occurring in the path do not produce tokens in s.



10 Nadia Busi and Roberto Gorrieri

s

l l’

h

N4

Fig. 6. A net system containing a potentially conflict place but no active conflict places.

Definition 14. Let N = (S,L,H, F,m0) be an elementary net system. Let s be
a place of N such that s• ∩ L �= ∅.

The place s ∈ S is a potentially causal place if •s ∩H �= ∅.
A potentially causal place s is an active causal place if the following condition

holds: there exist l ∈ s• ∩ L, h ∈ •s ∩H, m ∈ [m0〉 and a transition sequence σ
such that m[hσl〉 and s �∈ t• for all t ∈ σ.

The place s ∈ S is a potentially conflict place if s• ∩H �= ∅.
A potentially conflict place is a active conflict place if the following condition

holds: there exist l ∈ s• ∩ L, h ∈ s• ∩H, m ∈ [m0〉 and a transition sequence σ
such that m[h〉, m[σl〉 and s �∈ t• for all t ∈ σ.

Definition 15. Let N = (S,L,H, F,m0) be an elementary net system. We say
that N is PBNI+ (positive Place Based Non-Interference) if, for all s ∈ S, s is
neither an active causal place nor an active conflict place.

We have that the absence of both causal and conflict places is a necessary
and sufficient condition for SBNDC.

Theorem 4. Let N = (S,L,H, F,m0) be an elementary net system. If N is
PBNI+ then N is SBNDC.

Theorem 5. Let N = (S,L,H, F,m0) be an elementary net system. If N is
SBNDC then N is PBNI+.

Corollary 1. Let N = (S,L,H, F,m0) be an elementary net system. Then N
is PBNI+ iff N is BNDC.

5 Non-interference in Trace Nets

In this section we extend the definition of PBNI+ to cope with the richer class
of Trace nets [1] and we show that the results presented in the previous section
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for elementary nets continue to hold also in this setting. Finally, we provide an
example to show how our property can be used to capture the information flows
arising in a shared variable that can be accessed and modified by both high and
low users.

5.1 Trace Nets

Trace nets [1] are an extension of elementary nets: besides the classical flow
arcs, also arcs permitting to test for presence/absence of tokens in a place, as
well as arcs permitting to fill/empty a place regardless of its previous contents,
are added.

Definition 16. A trace net is a tuple N = (S, T,W ), where

– S and T are the (finite) sets of places and transitions, such that S ∩ T = ∅
– W : (S×T )→ {in, out, nop, read, inhib, set, reset} is the flow function, such

that ∀t ∈ T∃s ∈ S : W (s, t) �= nop.

The arcs of kind in and out correspond to the flow arcs of elementary nets:
more precisely, a flow arc from a place s to a transition t is represented in trace
nets by setting W (s, t) = in, whereas a flow arc from t to s is represented by
setting W (s, t) = out. The arcs of kind read and inhib permit to test a condition
on a place, without altering its contents. A read (resp. inhibitor) arc from s to t
requires that s contains a token (resp. no tokens) for t to fire. The arcs of kind set
and reset permit to set the contents of the place to a given value, independently
of the previous contents of the place. A set (resp. reset) arc from s to t sets the
number of tokens in place s to 1 (resp. 0) when t fires. Finally, an arc of kind
nop denotes the absence of any kind of relation among the contents of s and the
firing of t.

We adopt the graphical convention proposed in [2], and depicted in Figure 7
to draw trace nets: input (resp. output) arcs are represented as directed segments
with an arrow on the transition (resp. place) side; read (resp. inhibitor) arcs are
represented as segments with a small black (resp. white) circle on the transition
side; set (resp. reset) arcs are represented as segment with a small black (resp.
white) circle on the place side.

in out read inhib set reset nop

Fig. 7. Graphic conventions for drawing trace nets.

To lighten the definitions of enabling of a transition and of the firing rule, we
introduce the following auxiliary relations. Intuitively, t test1 s (resp. t test0 s)
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holds if it is necessary that s contains one (resp. zero) tokens for t to fire. On
the other hand, t set1 s (resp. t set0 s) holds if, after the firing of t, s contains
one (resp. zero) tokens.

Givens ∈ S and t ∈ T , we define the following relations:
t test1 s iff W (s, t) ∈ {in, read}
t test0 s iff W (s, t) ∈ {out, inhib}
t set1 s iff W (s, t) ∈ {out, set}
t set0 s iff W (s, t) ∈ {in, reset}

A transition t is enabled at marking m if {s | t test1 s} ⊆ m and {s |
t test0 s} ∩m = ∅.

The firing (execution) of a transition t enabled at m produces the marking
m′ = {s ∈ S | t set1 s} ∪ {s ∈ m | W (s, t) = nop}. This is usually written as
m[t〉m′.

A trace net system is a pair (N,m0), where N is a trace net and m0 is a mark-
ing of N , called initial marking. With abuse of notation, we use (S, T,W,m0) to
denote the trace net system ((S, T,W ),m0).

The definitions of reachable markings, firing sequences, marking graph and
reduced system given in Section 2 for elementary nets apply also for trace nets.

In the following we consider trace net systems that are reduced.

5.2 Positive Place Based Non-interference for Trace Nets

As already done for elementary nets, we consider trace nets whose set of transi-
tions is partitioned into two subsets: the set H of high level transitions and the
set L of low level transitions. Also for trace nets, given two disjoint sets L and
H , with (S,L,H,W,m0) we denote the trace net system (S,L ∪H,W,m0).

We extend the definitions of causal an conflict places for Elementary nets of
Section 4 to Trace nets.

An extension of the definition of potentially causal place for contact free
elementary nets to trace nets leads to the following: a place s is a potentially
causal place if there exist a high transition h that puts a token in s (either
through an output or a set arc) and a low transition l that needs place s to be
full to fire (because s and l are connected by a read or an input arc). However,
as contact freeness no longer holds for trace nets, we have to take into account
also causal dependencies arising from the fact that a high transition h removes
a token contained in a place s (either through an input or a reset arc) that is
required to be empty for a low transition l to fire (because s and l are connected
by an output or an inhibitor arc).

Also for potentially conflict places, two kinds of conflicts can arise. Similarly
to elementary nets, s is a potentially conflict place if there exists a high transition
h that removes a token from s and a low transition l that needs place s to be
full to fire. Morevoer, s has to be considered a potentially conflict place also if
there exists a high transition h that produces a token in S and a low transition
l that needs place s empty to fire.

Definition 17. Let N = (S,L,H,W,m0) be a trace net system.
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The place s ∈ S is a potentially causal place if there exist h ∈ H, l ∈ L and
X ∈ {0, 1} such that h setX s and l testX s.

A potentially causal place s is an active causal place if the following condition
holds: there exist h ∈ H, l ∈ L and X ∈ {0, 1} such that:

– h setX s
– l testX s
– there exists a marking m ∈ [m0〉 and a transition sequence σ such that

• m[hσl〉
• s ∈ m iff X = 0
• for all t ∈ σ: ¬(t set1 s) and ¬(t set0 s)

The place s ∈ S is a potentially conflict place if there exist h ∈ H, l ∈ L and
X ∈ {0, 1} such that h setX s and l test(1−X) s.

A potentially conflict place is a active conflict place if the following condition
holds: there exist h ∈ H, l ∈ L and X ∈ {0, 1} such that:

– h setX s
– l test(1−X) s
– there exists a marking m ∈ [m0〉 and a transition sequence σ such that

• m[h〉 and m[σl〉
• s ∈ m iff X = 0
• for all t ∈ σ: ¬(t set1 s) and ¬(t set0 s)

Definition 18. Let N = (S,L,H, F,m0) be a trace net system. We say that N
is PBNI+ (positive Place Based Non-Interference) if, for all s ∈ S, s is neither
an active causal place nor an active conflict place.

The definitions of parallel composition and restriction presented in Section 3
are extended to trace nets in the obvious way:

Definition 19. Let N1 = (S1, L1, H1,W1,m0,1) and N2=(S2, L2, H2,W2,m0,2)
be two trace net systems such that S1 ∩ S2 = ∅ and (L1 ∪ L2) ∩ (H1 ∪H2) = ∅.
The parallel composition of N1 and N2 is the trace net system

N1 | N2 = (S1 ∪ S2, L1 ∪ L2, H1 ∪H2,W1 ∪W2,m0,1 ⊕m0,2)

Definition 20. Let N = (S,L,H,W,m0) be a trace net system and let U be a
set of transitions. The restriction on U is defined as N\U = (S,L′, H ′,W ′,m0),
where

L′ = L \ U
H ′ = H \ U
W ′ = W \ (S × U)

The results presented in Section 3 continue to hold also for trace nets:

Theorem 6. Let N = (S,L,H,W,m0) be a trace net system. N is BNDC if
and only if N is SBNDC.

Theorem 7. Let N = (S,L,H,W,m0) be a trace net system. N is PBNI+ if
and only if N is SBNDC.
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5.3 Example: Binary Memory Cell

In this section we recast the example of a binary memory cell proposed in [3] in
our framework.

A binary memory cell can contain a binary value, i.e., either 0 or 1. The
memory cell is accessible to both high and low users, that can read and write
a value in the cell. The trace net representing the binary cell is reported in
Figure 8.

rl1

wh0

rh1rh0

rl0

wl0

wh1

wl1

c0 c1

Fig. 8. The trace net modeling a binary memory cell.

A token in place c0 (resp. c1) represents the fact that the current value con-
tained in the cell is 0 (resp. 1). Each operation is modeled by two transitions,
one for each binary value that can be contained in the cell. For example, tran-
sition wh0 (resp. wh1) is performed by a high level user that writes the value 0
(resp. 1) in the cell. A write operation of e.g. value 0 in the cell is represented
by a transition that sets the contents of place c0 (i.e., puts one token in place
c0 regardless of its previous contents), and resets the contents of place c1 (i.e.,
removes the possible token present in place c1). A read operation of e.g. value 0
is represented by a transition with a read arc on place c0, i.e., a transition that
can happen only if place c0 contains a tokens.

As already pointed out in [3], the binary memory cell depicted in Figure 8
is completely insecure, as a high level user can send confidential information to
a low level user through the binary cell. In fact, the binary cell is not PBNI+
because of the existence of (at least) the active causal place c1. Note that c1 is a
potentially causal place, because the high transition wh1 has a set arc on c1, and
the low transition rl1 has a read arc on c1. Moreover, if we consider the firing
sequence {c0}[wh1〉{c1}[rl1〉{c1} also the conditions for the potentially causal
place c1 to be an active causal place are fulfilled.

In order to avoid the flow of information from the high user to the low user,
we can either forbid all the read operations performed by a low user or forbid
all the write operations performed by a high user, thus obtaining the trace nets
depicted in Figures 9 and 10.
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wh0

rh1rh0
wl0

wh1

wl1

c0 c1

Fig. 9. The trace net obtained by removing the low level read operations.

rl1

rh1rh0

rl0

wl0

wl1

c0 c1

Fig. 10. The trace net obtained by removing the high level write operationsl.

The trace nets obtained in this way do not contain any (potential) causal or
conflict place.

6 Conclusion

A structural non-interference property PBNI+ is proposed to firm more strongly
the intuition about the nature of interferences and to obtain more efficiently
checkable property. We start defining PBNI+ for the simpler class of contact
free elementary net systems, then the definition is extended to the richer class
of trace net systems. We showed that PBNI+ turns out to be equivalent to the
behavioural property SBNDC, initially proposed in a process algebraic setting
[7, 8].

The property PBNI+ is structural because no notion of observational equiv-
alence is considered in its definition; however, to be precise, the definition of
PBNI+ requires a limited exploration of the state space (marking graph), hence
it is in some sense a behavioural property.

The main difference of PBNI+ w.r.t. the non-interference properties PBNI
and RBNI, introduced in [4, 5], is that PBNI+ captures only flows of positive
information from high users to low users, whereas RBNI (and in some cases also
PBNI) capture both positive and negative flows. Consider for example the net
system N4 in Figure 6: the net N4 does not satisfy PBNI and RBNI, because of
the presence of the conflict place s. Indeed, there exists a negative information
flow from high users to low users: if the low action l is performed, the low
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user knows that the high action h has not been performed (and will never be
performed). On the other hand, N4 is PBNI+, because s is not an active conflict
place. Indeed, no positive information can flow from high users to low users.

The current investigation was conducted for two classes of “safe” net systems,
i.e., for nets whose places can contain at most one token. A natural extension
of this approach is to consider Place/Transition systems, where each place can
contain more than one token.
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Abstract. Generating the reachability set is one of the most commonly
required step when analyzing the logical or stochastic behavior of a sys-
tem modeled with Petri nets. Traditional “explicit” algorithms that ex-
plore the reachability graph of a Petri net require memory and time at
least proportional to the number of reachable markings, thus they are
applicable only to fairly small systems in practice. Symbolic “implicit”
algorithms, typically implemented using binary decision diagrams, have
been successfully employed in much larger systems, but much of the
work to date is based on breadth-first search techniques best suited for
synchronous hardware verification. Here, instead, we describe recently-
introduced data structures and algorithms particularly targeted to Petri
nets and similar asynchronous models, and show why they are enor-
mously more efficient for this application. We conclude with some direc-
tions for future research.

1 Introduction

Petri nets [29, 32] are an excellent formalism to model a large class of discrete-
state systems that exhibit a large amount of asynchronous behavior, yet have
the capability to occasionally synchronize some of their activities. Such systems,
often called globally-asynchronous locally-synchronous, arise in flexible manufac-
turing, communication protocols, asynchronous circuit design, embedded flight
controllers, and, of course, distributed software, to name a few examples.

Once a system has been modeled with a Petri net, its logical behavior can
be studied with a variety of techniques, such as invariant analysis, reachability
graph generation, and simulation or token game.

Invariant analysis [18, 29] is always applicable to ordinary Petri nets and is
often quite efficient, since it directly operates on the incidence matrix of the net,
but it has limitations. For example, it can prove that a particular marking is not
reachable from the initial marking, but it can never prove that it is reachable.
One of its most useful applications is perhaps the investigation of boundedness
� Work supported in part by the National Aeronautics and Space Administration

under grant and NAG-1-02095 and by the National Science Foundation under grants
CCR-0219745 and ACI-0203971.

J. Cortadella and W. Reisig (Eds.): ICATPN 2004, LNCS 3099, pp. 17–34, 2004.
c© Springer-Verlag Berlin Heidelberg 2004



18 Gianfranco Ciardo

properties: a place is bounded if it is covered by a place-invariant. However, if a
Petri net has inhibitor arcs, invariant analysis does not take them into account,
so that a place might still be bounded even if it is not covered by any place-
invariant. With self-modifying nets [38], the situation is even worse, since only
limited place-invariant algorithms have been proposed for this class [7].

At the opposite extreme, the token game can be played on any discrete-state
Petri net, regardless of the extensions one might use, but it is akin to testing.
Simulation is an essentially incomplete type of analysis that, while helpful in
understanding the system under study, is quite time-consuming and cannot be
relied upon when attempting to discover all undesirable behaviors.

Only reachability analysis can provide complete answers, since it does gen-
erate all the possible markings and behaviors of the net. Of course, even this
statement needs to be tempered by practical considerations. For ordinary Petri
nets, we might not be able to store the entire reachability graph of the net, thus
we might fail to provide an answer. For Turing-equivalent extensions of Petri
nets, even just being able to tell whether a net is bounded, thus whether it
makes sense to attempt its reachability set exploration, is an undecidable prob-
lem since the halting problem can be reduced to it [1, 23]. In practice, we are
limited to hoping that the reachability set is not only bounded, but small enough
to fit in the memory of our computer. Such a brute-force approach makes nev-
ertheless sense, and many research efforts have been directed at finding efficient
algorithms and data structures to generate and store the reachability set. While
these works cannot change the theoretical nature of the limitations, they can
change the practical impact of the approach, by making it applicable to larger
and more realistic systems.

In this paper, we present our approach to scale-up the applicability of reacha-
bility set generation through the use of decision diagram and Kronecker operator
techniques. This approach reflects work spanning several years, starting from our
ICATPN 1999 [28] and 2000 [9] papers, up to the saturation algorithm [10, 11]
and its applications to verification [14, 15]. The “smart” in the title is a reference
to our software tool SmArT [8], which implements all the algorithms and data
structures we discuss, and was used to obtain the results we present. The rest
of paper proceeds as follows. Section 2 contains background material on explicit
and symbolic reachability set generation. Section 3 discusses our data structures
targeted to Petri nets and the saturation algorithm. Finally, Section 4 outlines
some of our ongoing research to further improve the efficiency and applicability
of this approach.

2 Traditional Breadth-First Reachability Set Generation

This section describes our extended class of Petri nets, defines their reachability
set, and summarizes traditional explicit and BDD-based breadth-first algorithms
for the generation of their reachability set. In contrast to the algorithms and data
structures described in Section 3, though, these algorithms are not particularly
targeted to Petri nets, in the sense that they do not exploit the structural prop-
erties of the net.
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2.1 Our Extended Petri Net Class

We consider an extended class of Petri nets, self-modifying nets with inhibitor
arcs, described by a tuple of the form (P , T ,F−,F+,F◦, iinit) where

– P and T are sets of places and transitions satisfying P∩T = ∅ and P∪T �= ∅.
– F−:P×T ×N|P|→N, F+:P×T ×N|P|→N, and F◦:P×T ×N|P|→N∪{∞} are
|P|×|T | incidence matrices; F−

p,t, F+
p,t, and F◦

p,t are the marking-dependent
[7, 38, 39] cardinalities of the corresponding input, output, and inhibitor arcs.

– iinit : P → N is a marking; iinit
p is the initial number of tokens in place p.

The evolution of the marking i : P → N is governed by the same rules as for
ordinary Petri nets, keeping in mind that the cardinality of any arc is evaluated
in the current marking, i.e., prior to the firing of any transition:

Enabling rule: A transition t is enabled in i if, for all places p, the input arc
is satisfied, ip ≥ F−

p,t(i), and the inhibitor arc is not, ip < F◦
p,t(i).

Firing rule: The firing of an enabled transition t in marking i leads to marking
j, where, for all places p, jp = ip − F−

p,t(i) + F+
p,t(i). We write Nt(i) = {j},

to stress that, for general discrete-state formalisms, the next-state function
Nt : Ŝ → 2Ŝ applied to a single state i returns a set of states, not necessarily
a single state1. A notational advantage of a set-valued Nt is that we can
write Nt(i) = ∅ to indicate that t is not enabled in marking i.

The class of ordinary Petri nets is obtained by requiring that all the arc
cardinalities be constant instead of marking-dependent, and inhibitor arcs are
disallowed by requiring F◦

p,t(i) to be ∞ for all p, t, and i. We stress that the
extensions we introduced are extremely useful in practice, as they allow us to
have much more compact models. Indeed, once we allow these extensions, one-
to-one translations from other formalisms into Petri nets often become possible;
this may constitute a low-cost first step to a conceptual framework where many
different solution techniques are applicable to arbitrary formalisms, an approach
taken in both Möbius [19] and SmArT [8].

2.2 The Reachability Set

Using just our knowledge about the number of places in the Petri net, we can
define the potential reachability set as Ŝ = N|P|. In other words, all we know
about the markings of the net is that they are tuples of |P| natural numbers.
Given a Petri net, its (actual) reachability set S is instead the set of markings

1 Indeed, this is already the case for generalized stochastic Petri nets [2], if we restrict
S to be the tangible markings. The firing of a timed transition t in a tangible marking
i might lead to a vanishing marking j, which can then enable sequences of immediate
transitions. In this case, Nt(i) is the set of tangible markings reachable from j through
the firing of immediate transitions alone. An analogous situation arises in ordinary
Petri nets if we choose to partition T into internal, or invisible, transitions and
external, or observable, transitions.
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that can be actually reached from the initial marking through any number of
transition firings. Let Nt(X ) = ∪i∈XNt(i), for any X ⊆ Ŝ; let NT ′ =

⋃
t∈T ′ Nt,

for any T ′ ⊆ T ; finally, denote by “*” the reflexive and transitive closure of a
relation. Then, S = {N ∗

T (iinit)}.
It is well known that Petri nets with inhibitor arcs are Turing-equivalent [1],

thus there is no algorithm to determine whether S ⊆ Ŝ is finite for our class
of nets. The reachability set algorithms we consider, then, are forced to assume
that the reachability set is indeed finite prior to attempting its generation.

2.3 Explicit Reachability Set Generation

A trivial algorithm to generate the reachability set simply maintains a set of
old markings O, initially empty, and a set of unexplored markings U , initially
equal to {iinit}. Iteratively, each unexplored marking i ∈ U is moved to O, after
having added to U any marking j ∈ NT (i) not yet in O ∪ U , and the process
ends when U becomes empty. If U is maintained as a queue, the reachability set
is explored in breadth-first order, that is, if a marking i is added to U before
another marking j, then the distance of i from iinit is at most that of j.

Unfortunately, this explicit approach requires time at least proportional to
|S| · |P|, while the memory requirements depend on the encoding technique used
for the markings. If a single hash table or tree is used to store and search O and
U , the memory requirements are proportional to the number of elements, |S|,
times the size of each element, |P|; using more sophisticated (but still explicit)
multi-level data-structures, the requirements can be proportional to just |S| for
most Petri nets in practice [12]. In any case, such an approach is feasible only
when |S| is of the order of 107 or 108, given current workstation capabilities.

To avoid these limitations, researchers turned to implicit, or symbolic, algo-
rithms. In particular, encodings based on binary decision diagrams (BDDs) [4],
which had been used with enormous success in the areas of symbolic model check-
ing and formal verification of digital hardware, were proposed and implemented
for Petri nets as well. The next section is based on the approach used in [30].

2.4 BDD-Based Reachability Set Generation

A BDD on the variables (xK , . . . , x1), or K-level BDD, is a directed acyclic graph
rooted at a node r, such that each non-terminal node is labeled with one of the K
levels and has two outgoing edges labeled with the values 0 and 1, respectively,
while the terminal nodes, labeled with level 0, can only be the special nodes 0
or 1, corresponding to the boolean functions 0 and 1. Let lvl (p) be the level of
node p, and let p[0] and p[1] be the nodes pointed by the 0-edge and the 1-edge
of node p, respectively. The BDD is ordered [4] if, for any two nodes p and q
encountered, in order, along a path from the root, lvl(p) > lvl(q). The BDD is
reduced [4] if it does not contain any redundant node p (i.e., such that p[0] = p[1])
nor any duplicate nodes p and q (i.e., such that lvl(p) = lvl(q), p[0] = q[0], and
p[1] = q[1]). We assume reduced and ordered BDDs from now on.
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BfSsGen(iinit,NT )

1. S ← {iinit}; • known markings
2. U ← {iinit}; • unexplored known markings
3. while U �= ∅ do • there are still unexplored markings
4. X ← NT (U); • possibly new markings
5. U ← X \ S ; • truly new markings
6. S ← S ∪ U ;
7. return S ;

Fig. 1. A BDD-based breadth-first generation algorithm.

A BDD encodes a function fr : {0, 1}K → {0, 1}, according to the following
recursive definition for the function encoded by a node p:

fp =
{
xlvl(p) · fp[0] + xlvl(p) · fp[1] if lvl(p) > 0
p if lvl(p) = 0 .

A fundamental property of BDDs is that they are canonical : if we encode mul-
tiple boolean functions over the same set of K boolean variables using BDDs
with shared nodes to avoid duplicate nodes, two functions are identical iff they
have the same root.

Given a safe Petri net, we can store any set of markings X ⊆ Ŝ = {0, 1}|P|

by encoding its indicator function in a |P|-level BDD rooted at r,

fr(i|P|, . . . , i1) = 1 ⇔ (i|P|, . . . , i1) ∈ X .

Analogously, we can store any relation over Ŝ, thus any function from Ŝ to 2Ŝ ,
such as NT , in a 2|P|-level BDD. Then, we can generate the reachability set S
using the BDD-based algorithm of Fig. 1. Starting from the set containing only
the initial marking, we compute the set of new markings reachable in one step,
and iterate until the set U of unexplored markings is empty. Of course, S, U , X ,
and NT are encoded by BDDs.

Instead of encoding NT as a single BDD representing the transition relation,
we can encode it using 4|T | very simple boolean functions [31]:

– APM t =
∏

p:F−p,t=1(ip = 1) (all predecessor places of t are marked)
– NPM t =

∏
p:F−p,t=1(ip = 0) (no predecessor place of t is marked)

– ASM t =
∏

p:F+p,t=1(ip = 1) (all successor places of t are marked)
– NSM t =

∏
p:F+p,t=1(ip = 0) (no successor place of t is marked)

Then, the topological image computation for a transition t can be expressed as

Nt(U) = (((U ÷APM t) ·NPM t)÷ NSM t) ·ASM t

where “÷” indicates the cofactor operator2 and “·” indicates boolean conjunc-
tion. This approach, which inherently uses a partitioned representation for NT
2 Given a boolean function f over (xK , . . . , x1) and a literal xk = vk, with K ≥ k ≥ 1

and vk ∈ {0, 1}, the cofactor f ÷ xk is defined as f(xK , . . . , xk+1, vk, xk−1, . . . , x1);
the extension to multiple literals, f ÷ (xkc = vkc , . . . , xk1 = vk1), is recursively
defined as f(xK , . . . , xkc+1, vkc , xkc−1, . . . , x1) ÷ (xkc−1 = vkc−1 , . . . , xk1 = vk1).
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as already proposed for symbolic model checking [24], also opens new possi-
bilities with respect to the exploration order. To exactly recreate the effect of
statement 4 in Fig. 1, we must substitute it with:

X ← ∅;
for each t ∈ T do
X ← X ∪Nt(U);

However, if we don’t mind straying a little from a strict breadth-first order
in our reachability set exploration, we can use chaining [34], to (heuristically)
accelerate the algorithm. This is achieved by substituting statements 4 and 5 in
Fig. 1 with

for each t ∈ T do
U ← U ∪Nt(U);
U ← U \ S;

Without chaining, the number of iterations required to generate S equals the
maximum distance of any marking from iinit plus one, to detect convergence;
this is the sequential depth of the net. With chaining, the number of iterations
at most equals the sequential depth, but it is usually smaller in practice, and
can in principle be reduced by a factor of up to |T |. Intuitively, chaining works
better if the order in which the for-loop enumerates the transitions is such that
the firing of t is attempted only after the firing of any transition whose output
places are input places of t has been attempted as well. Of course, this is pos-
sible only if the net is acyclic; in the cyclic case, we must somehow “break the
cycles”. However, decision diagrams are complex data-structures, and the cost
of each iteration depends on the size of the BDDs that are being manipulated.
It is possible, although uncommon, that the size of the BDD representing the
currently-known S at each iteration is substantially larger when the algorithm
employs chaining, so that the overall runtime increases even if the number of
iterations is reduced. Unfortunately, the evolution of the size of the BDD for S
is not well understood at the moment, so the best we can do is employ heuristics
and learn from experiments on practical models.

3 Exploiting the Petri Net Structure

In the previous section, we saw how BDDs can be used to generate the reachabil-
ity set of a safe Petri net. However, except for partitioning NT into ∪t∈TNt and
for ordering the transitions according to their input/output places when chain-
ing is used, nothing we have discussed is specific to Petri nets. In this section, we
present instead data-structures and algorithms that are particularly targeted to
the reachability set generation of arbitrary Petri nets and similar asynchronous
models. The main differences are the use of multi-way decision diagrams to en-
code sets of markings, instead of BDDs, the use of Kronecker operators on sparse
boolean matrices to encode the next-state function, again instead of BDDs, and
the use of a new iteration strategy. Together, these ideas allows us to exploit the
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locality of effect inherently present in Petri nets and related models of compu-
tation, and to reduce by many orders of magnitude both runtime and memory
consumption with respect to breadth-first BDD-based methods.

3.1 Multi-way Decision Diagrams

If a net is not safe, BDD-based techniques can still be used, but multiple boolean
variables are needed for each place [31], complicating the encoding of S and
NT . An alternative is to explicitly allow non-boolean variables in the decision
diagram. Consider a structured set Ŝ = SK × · · · × S1, where each set Sk is of
the form {0, 1, . . . , nk − 1}, for K ≥ k ≥ 1. A quasi-reduced ordered multi-way
decision diagram (MDD)3 over Ŝ is a directed acyclic edge-labeled multi-graph
where:
– Nodes are organized into K levels numbered from K down to 1, plus one

additional level numbered 0. We write 〈k|p〉 to denote a node at level k,
where p is a unique index for that level.

– Level K contains a single non-terminal node 〈K|r〉, the root, whereas lev-
els K−1 through 1 contain one or more non-terminal nodes.

– Level 0 can contain only the terminal nodes, 〈0|0〉 and 〈0|1〉.
– A non-terminal node 〈k|p〉 has nk arcs pointing to nodes at level k−1. If the
ith arc, for i ∈ Sk, is to node 〈k−1|q〉, we write 〈k|p〉[i] = q.

– Duplicate nodes are not allowed (but redundant nodes, where all arcs point
to the same node, are allowed).

We can extend our arc notation to paths. The index of the node at level l−1
reached from a node 〈k|p〉 through a sequence (ik, . . . , il) ∈ Sk × · · · × Sl, for
K ≥ k > l ≥ 1, is recursively defined as

〈k|p〉[ik, ik−1, . . . , il] = 〈k−1|〈k|p〉[ik]〉[ik−1, . . . , il].

An MDD can encode subsets of tuples in Ŝ using a similar idea as for BDDs.
The k-tuples encoded by, or “below”, 〈k|p〉 are

B(〈k|p〉) = {β ∈ Sk × · · · × S1 : 〈k|p〉[β] = 1},
while the (K−k)-tuples reaching, or “above”, 〈k|p〉 are

A(〈k|p〉) = {α ∈ SK × · · · × Sk+1 : 〈K|r〉[α] = p}.
For any node 〈k|p〉 on a path from the root 〈K|r〉 to 〈0|1〉, the set of K-tuples
A(〈k|p〉) × B(〈k|p〉) is a subset of the set of K-tuples encoded by the MDD,
which we can write as B(〈K|r〉) or A(〈0|1〉). By convention, we reserve the
indices 0 and 1 at any level for nodes encoding the empty and full sets, that is,
B(〈k|0〉) = ∅ and B(〈k|1〉) = Sk × · · · × S1. An example of an MDD with K = 4
is in Fig. 2, which shows (a) the composition of the sets Sk; (b) the MDD; (c) a
more readable representation of the MDD, where we omit nodes 〈k|0〉, for any
k, and node 〈0|1〉, as well as their incoming arcs, and we draw only the nonzero
entries of the remaining nodes; (d) the set of 4-tuples encoded by the MDD.
3 MDDs were introduced in [25, 26], in the fully-reduced version. However, they were

implemented on top of a BDD library, not natively as we do in our tool SmArT.
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Fig. 2. An example of an MDD and the set of 4-tuples it encodes.

To encode the reachability set of an arbitrary Petri net, we could then use an
MDD over S|P| × · · · × S1, where Sp = {0, 1, . . . ,mp} and mp is the maximum
number of tokens place p may ever contain. However, this simplistic approach
would have several drawbacks:

– Sp might have “holes”, that is, even if the bound mp for the number of tokens
in p is achieved in some reachable marking, there might not be a reachable
marking with exactly c tokens in place p, for some 0 ≤ c < mp.

– Given the possible presence of invariants in the Petri net, some of the |P|
components of the marking might be completely determined from the value
of other components, thus the corresponding levels would waste space with-
out carrying information.

– Such a fine choice for the variables of the MDD might compromise our ability
of using the Kronecker encoding described in the next section, if the net
contains marking-dependent arc cardinalities. In any case, it might be more
efficient to have fewer variables, i.e., levels in the MDD.

– The value of mp might not be known in advance.

Thus, we use instead K indexing functions to map submarkings into natural
numbers. Given a Petri net, we partition its places into K subsets PK , . . . ,P1, so
that a marking is a collection of the corresponding K submarkings, (iK , . . . , i1),
with ik ∈ N|Pk|, for K ≥ k ≥ 1, and define K partial functions ψk : N|Pk| → N.
In practice, each ψk only needs to map the known submarkings for Pk, Sk, to
the range {0, . . . , nk − 1} of natural numbers, where nk = |Sk|. We dynamically
do so as follows:

– Initially, Sk = {iinit
k } and ψk(iinit

k ) = 0, that is, we map the only known
submarking for Pk, the initial submarking, to the first natural number.

– Every time we discover a new submarking ik for Pk, we add it to Sk, and
define ψk(ik) = |Sk| − 1.

– For any ik ∈ N|Pk| \ Sk, that is, any other tuple that is not a submarking
discovered so far, we let ψk(ik) be undefined; its index won’t be needed.
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0 1 2 3

0 1 2 3

Fig. 3. An identity transformation for a generic (ik, jk) pair with nk = 4.

Using these K indexing functions, which can be incrementally defined during
reachability set generation [11], a marking can be identified with a K-tuple:

(iK , ..., i1) ∈ N|PK | × · · · × N|P1|

⇐⇒
(ψK(iK), ...ψ1(i1)) = (ik, ..., i1) ∈ Ŝ = {0, ..., nK − 1} × · · · × {0, ..., n1 − 1}.

From now on, we let ik be the index corresponding to the submarking ik, i.e.,
ik = ψk(ik), and we use Sk to mean indifferently the set of known submarkings
for Pk, or the set of their indices obtained through ψk.

This approach gives us complete flexibility for the choice of the MDD vari-
ables, since we can have as little as a single variable (when K = 1, S1 = S and
we perform an explicit reachability set generation), or as many as |P| variables,
so that each place corresponds to a different level of the MDD. We can even
generalize our notation to the case K > |P|, which would then allows us to use
multiple variables, although not necessarily binary, per place.

3.2 Kronecker Representation of the Transition Relation

The idea of a BDD encoding of the next-sate function NT is clearly still applica-
ble when MDDs are used instead of BDDs. We can simply define an MDD over
(SK×SK)×· · ·×(S1×S1), rooted at 〈〈K|s〉〉, so that 〈〈K|s〉〉[(iK , jK), ..., (i1, j1)] =
1 iff (jK , ..., j1) ∈ NT (iK , ..., i1), where, to avoid confusion, we use a double
bracket notation for the nodes of “2K-level” MDDs. However, this widely em-
ployed approach suffers from an inherent problem: an inappropriate definition
of what constitutes a redundant node in the decision diagram representing the
transition relation of an asynchronous system. For formalisms such as Petri nets,
where an event (transition) usually affects only a few state components (places),
most of the tuples ((iK , jK), . . . , (i1, j1)) encoded by the MDD forNT have many
(ik, jk) pairs where ik = jk, that is, the kth component (submarking) remains
unchanged. This identity transformation, though, is not efficiently encoded by
ordinary decision diagrams, as shown in Fig. 3.

We then adopt a representation of NT inspired by the Kronecker encoding of
the infinitesimal generator of a Markov chain, an idea championed by Plateau
[33] that has received much attention in the last decade from researchers in the
area of stochastic Petri nets [5, 6, 21]. When the partition of the places in the
net is Kronecker consistent, we can write

NT =
⋃
t∈T

NK,t × · · · × N1,t or N =
∑
t∈T

⊗
K≥k≥1

Nk,t,
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if NT is seen as a |Ŝ|× |Ŝ| boolean (instead of real, as for Markov chains) matrix
N, where “⊗” indicates the Kronecker product operator [20] and the K · |T |
boolean matrices Nk,t, of size nk×nk, describe the (local) effect of each transition
t on each submarking ik. In particular, t is locally enabled by submarking ik iff
not all entries of the ik

th row of Nk,t are zero, written Nk,t[ik, ·] �= 0, and
it is (globally) enabled in marking (iK , . . . , i1) iff it is locally enabled in each
submarking ik. The identity transformations mentioned above simply correspond
to having Nk,t = I; in this case, t and k are said to be independent, since the
enabling of t is not affected by ik, and the firing of t does not change ik [9, 28].
By exploiting event locality, i.e., knowledge of the (k, t) pairs for which Nk,t �= I,
we can not only reduce the storage requirements, as there is no need to store
identity matrices, but also enormously reduce the computational cost, as we
describe in the next section.

We conclude this section by observing that, for Petri nets, two important
properties hold, further strengthening the case for our approach:

– The Nk,t matrices that do need to be stored are extremely sparse. For or-
dinary Petri nets, each row contains at most one nonzero entry, since the
effect of firing a particular transition t is deterministic.

– For ordinary Petri nets, the Kronecker consistency requirement is satisfied
for any partition of P . This remains true even if we allow inhibitor arcs and
a limited form of marking dependency where the cardinality of an input,
output, or inhibitor arc between p and t depends at most on the number of
tokens in p (as a special case, this includes reset arcs, which were proposed
[3] as a mechanism to empty a p when t fires).

3.3 The Saturation Algorithm

We are now able to describe an iteration strategy that greatly reduces the com-
putational costs of reachability set generation by exploiting event locality. Let
Top(t) and Bot(t) be the highest and lowest levels on which t depends:

Top(t) = max{k : Nk,t �= I} and Bot(t) = min{k : Nk,t �= I}.

Each transition depends on at least one level (if not, it can be eliminated), so

∀t ∈ T , K ≥ Top(t) ≥ Bot(t) ≥ 1,

and we can partition T into (up to) K classes,

Tk = {t ∈ T : Top(t) = k}, for K ≥ k ≥ 1

where some Tk might be empty. Then, we define the restriction of NT to the
transitions that depend only levels k or below:

N≤k =
⋃

1≤l≤k

NTl
=

⋃
t:Top(t)≤k

Nt,

and use it to define the main concept behind the saturation algorithm [10].
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Definition 1. An MDD node 〈k|p〉 at level k is said to be saturated if it repre-
sents a fixed point with respect to the firing of any transition that does not affect
any level above k, that is, B(〈k|p〉) = N ∗

≤k(B(〈k|p〉)).

Clearly, any MDD node reachable on a path from a saturated MDD node
must also be saturated and, sinceN≤K ≡ NT , we have B(〈K|r〉) = N ∗

T (B(〈K|r〉))
when the root 〈K|r〉 of the MDD is saturated. Thus, if the MDD initially en-
codes the K-tuple corresponding to the initial marking and no other tuple,
B(〈K|r〉) = {(iinit

K , ..., iinit
1 )}, we have B(〈K|r〉) = S once 〈K|r〉 is saturated.

The saturation mechanism differs from the traditional node manipulation of
breadth-first BDD algorithms in several fundamental ways:

– To saturate a node 〈k|p〉 whose descendants are already saturated, we at-
tempt the firing of any transition t ∈ Tk. A traditional approach, even with
chaining, would build the MDD corresponding to Nt(S) and then union it
with S (of course, S is the currently known reachability set). However, sat-
uration modifies 〈k|p〉 in place [9] because, due to locality, we can say that,
• If marking i ∈ S corresponds to a path going through 〈k|p〉, i.e., i ∈
A(〈k|p〉) × B(〈k|p〉), and if {j} = Nt(i), then il and jl can differ only if
the level l satisfies k ≥ l ≥ Bot(t).

• In addition, if there is another marking i′ ∈ A(〈k|p〉) × B(〈k|p〉), such
that i′l = il for k ≥ l ≥ Bot(t), then {j′} = Nt(i′), that is, t is enabled
also in i′ and, furthermore, it must be that j′l = jl for k ≥ l ≥ Bot(t),
and j′l = il for l > k or l < Bot(t).

In other words, we can modify 〈k|p〉 to take into account the firing of t
without even having to know what paths A(〈k|p〉) lead to this node. This is
much less computationally expensive than building the MDD for Nt(S) and
can greatly reduce the number of MDD nodes that are temporarily generated
and then discarded soon thereafter because they become disconnected.

– The reachable markings are not found in breadth-first order. Indeed, there is
no concept of a global iteration: once the root is saturated, the entire state
space S has been saturated.

– As with all decision diagram manipulations, we employ a unique table to
detect duplicate nodes, and operation caches to speed-up computation (in
particular a union cache and a firing cache). However, only saturated nodes
are ever inserted in the unique table or referenced in the operation caches.
Again, this implies that far fewer nodes and cache entries are allocated; these
large memory savings translate into large execution time savings as well.

The pseudocode for the saturation algorithm is shown in Fig. 4. The functions
listed perform the following operations:

Generate() builds an MDD rooted at 〈K|r〉 encoding N ∗
T (iinit), and returns r,

that is, it builds the MDD encoding S.
Saturate(k, p) updates 〈k|p〉 in-place, to encode N ∗

≤k(B(〈k|p〉)), and returns
whether the node changed.

Fire(t, k, p) updates 〈k|p〉, also in-place, to encode N ∗
≤k−1(N ∗

t (B(〈k|p〉))), and
returns whether the node changed; it is always called with k = Top(t).
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Generate()

1. p ← 1;
2. for k = 1 to K do
3. Sk ← {0}; • ψk(iinit

k ) = 0
4. Ck ← ∅; • the confirmed indices
5. Confirm(k, 0);
6. r ← NewNode(k);
7. 〈k|r〉[0] ← p;
8. Saturate(k, r);
9. CheckIn(k, r);

10. p ← r;
11. return r;

Saturate(k, p)

1. chng ← true ;
2. while chng do
3. chng ← false;
4. foreach t ∈ Tk do
5. chng ← chng ∨ Fire(t, k, p);

Fire(t, k, p)

1. chng ← false;
2. L←{i∈Sk:〈k|p〉[i] �=0∧Nk,t[i,·] �=0};
3. while L �= ∅ do
4. pick and remove i from L;
5. f ← RecFire(t, k−1, 〈k|p〉[i]);
6. if f �= 0 then
7. foreach j s.t. Nk,t[i, j] = 1 do
8. u ← Union(k−1, f, 〈k|p〉[j]);
9. if u �= 〈k|p〉[j] then

10. if j �∈ Ck then Confirm(k, j);
11. 〈k|p〉[j] ← u;
12. chng ← true ;
13. if Nk,t[j, ·] �= 0 then
14. L ← L ∪ {j};
15. return chng ;

Confirm(k, i)

1. Ck ← Ck ∪ {i};
2. ik ← ψ−1

k (i);
3. foreach t s.t. Nk,t �= I do
4. foreach jk ∈ Nk,t(ik) do
5. j ← ψk(jk);
6. if j = “undefined” then
7. ψk(jk) ← |Sk|;
8. j ← |Sk|;
9. Sk ← Sk ∪ {j};

10. Nk,t[i, j] ← 1;

RecFire(t, l, q)

1. if l < Bot(t) then return q;
2. if Cached(FIRE , l, t, q, s) then
3. return s;
4. s ← NewNode(l); chng ← false;
5. L←{i∈Sl:〈l|q〉[i] �=0∧Nl,t[i,·] �=0};
6. while L �= ∅ do
7. pick and remove i from L;
8. f ← RecFire(t, l−1, 〈l|q〉[i]);
9. if f �= 0 then

10. foreach j s.t. Nl,t[i, j] = 1 do
11. u ← Union(l−1, f, 〈l|s〉[j]);
12. if u �= 〈l|s〉[j] then
13. if j �∈ Cl then Confirm(l, j);
14. 〈l|s〉[j] ← u;
15. chng ← true ;
16. if chng then
17. Saturate(l, s);
18. CheckIn(l, s);
19. PutInCache(FIRE , l, t, q, s);
20. return s;

Union(k, p, q)

1. if p = q then return p;
2. else if p = 1 or q = 1 then return 1;
3. else if p = 0 then return q;
4. else if q = 0 then return p;
5. else if k = 0 then return p ∨ q;
6. if Cached(UNION , k, p, q, u) then
7. return u;
8. u ← NewNode(k);
9. for i = 0 to nk − 1 do

10. Arc(k,u,i,Union(k−1,〈k|p〉[i],〈k|q〉[i]));
11. u ← CheckIn(k, u);
12. PutInCache(UNION , k, p, q, u);
13. return u;

Arc(k, p, i, q)

1. s ← 〈k|p〉[i]; • remember old node
2. if q = s then return
3. 〈k|p〉[i] ← q;
4. 〈k − 1|q〉.inc ← 〈k − 1|q〉.inc + 1;
5. if 〈k − 1|s〉.inc = 1 then
6. DeleteNode(k − 1 , s);
7. else
8. 〈k − 1|s〉.inc ← 〈k − 1|s〉.inc − 1;

Fig. 4. Generate , Saturate , Fire, RecFire, Confirm , Union, and Arc.
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RecFire(t, l, q) builds an MDD rooted at 〈l|s〉 encoding N ∗
≤l(Nt(B(〈l|q〉))), and

returns s; it is always called with l < Top(t).
Confirm(k, i) builds row Nk,t[i, ·] for each transition t that depends on level k,

by examining the places Pk of the Petri net and the arcs connecting them to
t. If it discovers new submarkings jk, it adds them to Sk and assigns them
the next available index. At any point in time, Nk,t has rows indexed by
confirmed submarking indices Ck, but column indices refer to Sk.

Union(k, p, q) return an index u such that B(〈k|u〉) = B(〈k|p〉) ∪ B(〈k|q〉); it
is always called on saturated nodes, thus the result is also saturated, by
definition.

Arc(k, p, i, q) sets the arc 〈k|p〉[i] to q, and updates the incoming arc counts for
the node previously pointed by 〈k|p〉[i] and for q.

In addition, the following functions are used without giving their pseudocode:

CheckIn(k, p) searches the level-k unique table to determine whether 〈k|p〉 is
a duplicate of an existing node 〈k|q〉; if it is, it deletes 〈k|p〉 and returns q;
otherwise it inserts 〈k|p〉 in the table and returns p.

PutInCache(UNION , k, p, q, u) and PutInCache(FIRE , l, t, q, s) insert in the
level-k cache the result of an operation.

Cached(UNION , k, p, q, u) and Cached (FIRE , l, t, q, s) attempt to retrieve from
the level-k cache the result of an operation, and return true if it is found.

NewNode(k) allocates a new MDD node 〈k|p〉 at level k, sets all its arcs to 0,
and returns p.

DeleteNode(k, p) deletes the MDD node 〈k|p〉.

3.4 Results

To illustrate the effectiveness of the saturation algorithm, we recall some of the
results from [11]. Table 1 compares the final and peak memory and the runtime
of our tool SmArT [8] and of a traditional symbolic breadth-first implementation
in NuSMV [17], a model checking tool built on top of the CUDD library [36]. The
examples of Petri nets used for the study are the dining philosophers problem
[31], a slotted ring system [31], a round robin mutual exclusion [22], and a flexible
manufacturing system (FMS) [16]. The first three models are safe Petri nets, the
parameter N affects the height of the MDD but not the size of the local state
spaces (except for S1 in the round robin model, which grows linearly in N).
The FMS has instead a 19-level MDD, and N affects the size of the nodes. The
enormous advantage of our data structures and of the saturation algorithm is
clearly visible in terms of both memory and runtime reduction.

4 What’s Ahead

While saturation offers large runtime and memory savings, many opportunities
for further improvements still need to be explored on several fronts. In the fol-
lowing sections, we survey some research activities in which we are currently
involved.
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Table 1. Generation of the state space: SmArT vs. NuSMV.

N Reachable Final memory (KB) Peak memory (KB) Time (sec)
states SmArT NuSMV SmArT NuSMV SmArT NuSMV

Dining Philosophers: K =N , |Sk|=34 for all k

20 3.46×1012 4 4,178 5 4,192 0.01 0.4

50 2.23×1031 11 8,847 14 8,863 0.03 13.1

100 4.97×1062 24 8,891 28 15,256 0.06 990.8

200 2.47×10125 48 21,618 57 59,423 0.15 18,129.3

5,000 6.53×103134 1,210 — 1,445 — 65.55 —

Slotted Ring Network: K = N , |Sk|=15 for all k

5 5.39×104 1 502 5 507 0.01 0.1

10 8.29×109 5 4,332 28 8,863 0.06 6.1

15 1.46×1015 10 771 80 11,054 0.18 2,853.1

100 2.60×10105 434 — 15,753 — 41.72 —

Round Robin Mutual Exclusion: K =N+1, |Sk|=10 for all k except |S1|=N+1

10 2.30×104 5 917 6 932 0.01 0.2

20 4.72×107 18 5,980 20 5,985 0.04 1.4

30 7.25×1010 37 2,222 41 8,716 0.09 5.6

100 2.85×1032 357 13,789 372 21,814 2.11 2,836.5

150 4.82×1047 784 — 807 — 7.04 —

FMS: K =19, |Sk|=N+1 for all k except |S17|=4, |S12|=3, |S7|=2

5 1.92×104 5 2,113 6 2,126 0.01 1.0

10 2.50×109 16 1,152 26 8,928 0.02 41.6

25 8.54×1013 86 17,045 163 152,253 0.16 17,321.9

150 4.84×1023 6,291 — 16,140 — 18.50 —

4.1 Beyond Kronecker Consistency

The saturation algorithm as presented in [10, 11] relies on the assumption that
the model partition allows NT to be decomposed in a Kronecker consistent way,
that is, NT =

⋃
t∈T NK,t × · · · × N1,t.

For ordinary Petri nets, this is not a restriction at all while, for more gen-
erals formalisms, such as Petri nets with marking-dependent arc cardinalities,
this requirement forces us to either split events into multiple events or merge
submodels into larger submodels. Either way, this can cause a large increase in
the computational requirements, since it brings us closer to an explicit approach.

To see the practical importance of this limitation, one can simply consider
the semantic of an assignment in a procedural programming language, which is
easily modeled using marking-dependent arc cardinalities, see Fig. 5. The effect
of the assignment statement on the left is correctly captured by transition t in
the Petri net on the right. However, if we partition the Petri net so that places
a, b, and c are in classes by themselves, we have no way of expressing the effect
of Nt on a without knowing the number of tokens in b and c as well. In other
words, any Kronecker consistent partition must assign a, b, and c to the same
class, unless we split t into |Sa × Sb × Sc| cases.
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a:=a+b+2*c; a b c
 a+b+2c 

 a 
t

Fig. 5. An ordinary assignment and its extended Petri net model.

We are currently working on a different, MDD-based, encoding of the next-
state function NT which, while retaining the efficiency of a Kronecker represen-
tation when the partition is indeed Kronecker consistent, “gracefully adapts”
to the presence of non-Kronecker consistent behavior in the models and it still
allows us to perform a saturation-type iteration, even when the sets Sk are not
known a-priori.

4.2 Ordering and Partitioning Heuristics
Based on the Net Structure

It is well known that the order of the variables in a BDD can greatly affect
the efficiency of BDD operations and that finding an optimal ordering is an
NP-complete problem [37]. Dynamic variable reordering heuristics have been
proposed [35], but they can be quite expensive, thus they are usually triggered
only when the size of the BDD exceeds some threshold. When using MDDs
instead of BDDs, the optimization problem has even more parameters, since we
need to decide not just the order of the variables (the order of the K subnets)
but the definition of the variables themselves (the composition of each Pk, for
K ≥ k ≥ 1).

We are currently working on a heuristic that, using the structure of the Petri
net and our concept of locality, attempts to statically find a good order that
reduces the cost of firing a transition, both in terms of the actual computation
for the recursive Fire calls, and in terms of the change in the size of the MDD
it causes. Preliminary results are quite promising.

4.3 Implementation and Libraries

The research results described in this paper have been implemented in the tool
SmArT [8]. Begun over a decade ago as a tool for the explicit solution of Markov
models, such as GSPNs, SmArT has evolved in several directions. Of particular
relevance here are Kronecker techniques for the encoding of the infinitesimal gen-
erator of a continuous-time Markov chain [5] and of the next-state function [28];
matrix diagrams [13, 27] as an alternative data structure to store the matrices
Nk,t; and, of course, the use of saturation to generate the reachability set [10,
11], to compute the distance function of each marking from the initial marking
[14], and to carry on CTL model checking on a Petri net model [15].

As a consequence of implementing these ideas in SmArT, we have, over the
years, refined our data structures and algorithms for the manipulation of decision
diagrams in a variety of versions: boolean-valued vs. integer-valued vs. real-
valued; edge valued vs. terminal-valued; quasi-reduced vs. fully-reduced. We are
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now in the process of organizing these different types of decision diagrams into
a coherent library framework that is both efficient and general. This new library
will be at the core of a new version of SmArT. It will also be freely distributed
to researchers who want to use its raw capabilities in their own tools.

5 Conclusion

We have presented an exhaustive brute force, but nevertheless smart (or is that
SmArT?) approach to the symbolic generation of the reachability set of an ex-
tended class of Petri nets. Using the idea of saturation, the size of the decision di-
agram encoding the state space grows much less than with conventional breadth
first iteration strategies, and this, in turn, results in must faster execution times.

Of particular relevance to Petri net researchers is the fact that saturation,
and the concept of event locality on which saturation relies, were inspired by
structural properties that are inherent in Petri nets and similar asynchronous
formalisms.

Thanks to these new algorithms, the logical behavior of realistic Petri net
models with very large reachability sets is now more feasible than ever before.
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Embedded Software:
Better Models, Better Code
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Embedded software is increasingly deployed in safety-critical applications, from
medical implants to drive-by-wire technology. This calls for a rigorous design and
verification methodology. The main difference between embedded and traditional
software is that in the embedded case non-functional aspects, such as reactivity
with respect to physical processes, resource usage, and timing, are integral to the
correct behavior of the software. Yet traditional software description mechanisms
– including specification, modeling, and programming languages – rarely address
these non-functional aspects; indeed, the systematic abstraction of real time and
other physical constraints in models of sequential and concurrent computation,
from Turing machines to software threads, has been one of the great success
stories in computer science. For the principled design of embedded software,
instead, we have to recombine computation and physicality.

A central challenge is to achieve this recombination at the modeling level:
suitable models should be neither too abstract (this makes the generation of
efficient code difficult) nor too close to the execution platform (this makes code
verification and code reuse difficult). For example, many traditional real-time
programming models are based on priorities [1]. These models are arguably not
sufficiently abstract, and the resulting code is often unpredictable with respect
to both timing (jitter) and functionality (data races). Some newer, elegant pro-
gramming models are based on the synchrony assumption, which postulates that
all computation is infinitely faster than the physical environment [2]. However,
in highly resource-constrained embedded contexts this assumption may be too
abstract, and producing efficient code for distributed platforms is difficult. We
advocate a third modeling paradigm, based on the LET (logical execution time)
assumption, which is less abstract than synchronous models but more abstract
than priority-based models.

The starting point of LET is that the model specifies not only the function-
ality of embedded software, but also its timing: when inputs (sensors) are read,
and when outputs (actuators) are written. It is then the model compiler’s job
to ensure that the specified timing is exhibited by the generated code, in the
same way in which a classical compiler ensures that the functional properties of
a high-level program are implemented by the generated code. In other words,
the software engineer specifies the reactive behavior of embedded software, and
the model compiler checks its schedulability. For this, the compiler needs infor-
mation about the platform, such as worst-case execution times, but once the
schedulability check succeeds, the compiler produces deterministic code whose
observable behavior is independent of execution-time variations and scheduling
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decisions. The key is that in the generated code, the output of a software task
is made available to actuators and to other tasks only when specified in the
model, at the end of the LET, not when the task completes its actual execution
on the processor (which is usually earlier). In other words, the task’s specified
logical execution time, not its varying physical execution time, determines pro-
gram behavior. This minimizes jitter and removes the possibility of data races,
and therefore ensures reproducible behavior in embedded software. Furthermore,
the model can be recompiled on different platforms and the code can be com-
posed with other software, without changing its functionality nor its timing. In
this way, LET-based modeling leads to predictable, portable, and composable
real-time code.

LET semantics can be realized in many different modeling languages, such
as dataflow-based or Petri net-based formalisms. We have primarily worked with
a textual syntax called Giotto: a Giotto program consists of a collection of se-
quential modes, each of which invokes a set of concurrent, periodic LET tasks.
This model is geared toward high-performance control applications, and we have
demonstrated that code generated automatically from Giotto is sufficiently effi-
cient to control a model helicopter in flight.

The work reported here is joint with Arkadeb Ghosal, Ben Horowitz, Christoph
Kirsch, Rupak Majumdar, Slobodan Matic, and Marco Sanvido [3–7].
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Abstract. The paper surveys some of the most recent approaches to
verification of properties, expressible in some timed and untimed tempo-
ral logics (LTL, CTL, TCTL), for real-time systems represented by time
Petri nets (TPN’s) and timed automata (TA). Firstly, various structural
translations from TPN’s to TA are discussed. Secondly, model abstrac-
tion methods, based on state class approaches for TPN’s, and on par-
tition refinement for TA, are given. Next, SAT-based verification tech-
niques, like bounded and unbounded model checking, are discussed. The
main focus is on bounded model checking for TCTL and for reachability
properties. The paper ends with a comparison of experimental results
for several time Petri nets, obtained using the above solutions, i.e., ei-
ther model abstractions for TPN’s, or a translation of a net to a timed
automaton and then verification methods for TA. The experiments have
been performed using some available tools for TA and TPN’s.

1 Introduction

Model checking provides for a promising set of techniques for hardware and
software verification. Essentially, in this formalism verifying that a property fol-
lows from a system specification amounts to checking whether or not a temporal
formula is valid on a model representing all possible computations of the system.

Recently, the interest in automated verification is moving towards concurrent
real-time systems. Several models of such systems are usually considered in the
literature, but timed automata (TA) [6] and time Petri nets (TPN’s) [51] belong
to the most widely used. For the above systems, one is, usually, interested in
checking reachability or temporal properties that are most frequently expressed
in either a standard temporal logic like LTL and CTL∗, or in a timed extension
of CTL, called TCTL [3].

However, practical applicability of model checking methods is strongly lim-
ited by the state explosion problem. For real-time systems, the problem occurs
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with a particular strength, which follows from infinity of the time domain. There-
fore, existing verification techniques frequently apply symbolic representations of
state spaces using either operations on Difference Bound Matrices [34], variations
of Boolean Decision Diagrams [11, 84, 84], or SAT-related algorithms. The latter
can exploit either a sequence of translations starting from timed automata and
TCTL, going via (quantified) separation logic to quantified propositional logic
and further to propositional logic [10, 57, 73] or a direct translation from timed
automata and TCTL to propositional logic [63, 86, 92]. Finite state spaces, pre-
serving properties to be checked, are usually built using detailed region approach
or (possibly minimal) abstract models based on state classes or regions. Algo-
rithms for generating such models have been defined for time Petri nets [14, 17,
35, 48, 58, 61, 82, 89], as well as for timed automata [3, 4, 21, 32, 65, 79].

It seems that in spite of the same underlying timed structure, model checking
methods for time Petri nets and timed automata have been defined indepen-
dently of each other. However, several attempts to combine the two approaches
have been already made, concerning both a structural translation of one model to
the other [28, 37, 42, 49, 64, 74] or an adaptation of existing verification methods
[35, 58, 82].

The goal of this paper is to report on a recent progress in building abstract
state spaces and application of symbolic methods for verification of both the time
Petri nets and timed automata, either directly or indirectly via a translation
from the former formalism to the latter. To this aim, firstly, various structural
translations from TPN’s to TA are discussed (see Section 3) to apply timed
automata specific methods to time Petri nets. Temporal specification languages
are introduced in Section 4. Model abstraction methods based on state classes
approaches for TPN’s and on partition refinement for TA are given in Section 5.
Next, SAT-based verification techniques, like bounded (BMC) and unbounded
model checking (UMC), are discussed in Section 6.

The idea behind BMC consists in translating the model checking problem
for an existential fragment of some temporal logic (like ECTL or TECTL) on
a fraction of a model into a test of propositional satisfiability, for which refined
tools already exist [56]. Unlike BMC, UMC [50, 73] deals with unrestricted tem-
poral logics checked on complete models at the price of a decrease of efficiency.
In this paper the main focus is on SAT-related methods of BMC for TCTL [63]
as well as for reachability and unreachability [86].

Each section of our paper is accompanied with pointers to the literature,
where descriptions of complementary verification methods can be found. The
paper ends with a comparison of experimental results for several time Petri nets,
obtained using solutions discussed in the paper, i.e., either model abstraction
techniques for TPN’s, or a translation of a net to a timed automaton and then
verification methods for TA. The experiments, described in Section 8, have been
performed using the tools: Tina [16], Kronos [91], and VerICS [31].

2 Main Models of Real-Time Systems

We consider two main models of real-time systems: Petri nets with time and
timed automata. First we define Petri nets, discuss their time extensions, and
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provide a definition of time Petri nets. Our attention is focused on a special kind
of TPN’s - distributed time Petri nets, which are then considered in our case
studies.

The following abbreviations are used in definitions of both TA and TPN’s.
Let IR (IR+) denote the set of non-negative (positive) reals, IN (IN+) - the set of
(positive) naturals, and Q+ - the set of non-negative rational numbers,

2.1 Petri Nets with Time

We start with the standard notion of Petri nets.

Definition 1. A Petri net is a four-element tuple P = (P, T,F ,m0), where
P = {p1, . . . , pnP } is a finite set of places, T = {t1, . . . , tnT } is a finite set of
transitions, F : (P × T ) ∪ (T × P ) → IN is the flow function, and m0 : P → IN
is the initial marking of P.

For each transition t ∈ T we define its preset •t = {p ∈ P | F (p, t) > 0}
and its postset t• = {p ∈ P | F (t, p) > 0}. Moreover, in order to simplify some
consequent notions, we consider only the nets, for which •t and t• are non-empty,
for all transitions t. We use the following auxiliary notations and definitions:

– a marking of P is any function m : P → IN;
– a transition t ∈ T is enabled at m (m[t〉 for short) if (∀p ∈ •t) m(p) ≥ F (p, t),

and leads from marking m to m′, where for each p ∈ P , m′(p) = m(p) −
F (p, t)+F (t, p). The marking m′ is denoted by m[t〉 as well, if this does not
lead to misunderstanding;

– en(m) = {t ∈ T | m[t〉} - the set of transitions enabled at m;
– for t ∈ en(m), newly en(m, t) = {u ∈ T | u ∈ en(m[t〉) ∧ u �∈ en(m′) with
m′(p) = m(p)−F (p, t) for each p ∈ P} - the set of transitions newly enabled
after firing t;

– a marking m is reachable if there exists a sequence of transitions t1, . . . , tl ∈ T
and a sequence of markings m0, . . . ,ml such that m0 = m0, ml = m, and
ti ∈ en(mi−1), mi = mi−1[ti〉 for each i ∈ {1, . . . , l}; the set of all the
reachable markings of P is denoted by RMP ;

– a net P is said to be bounded if all its reachable markings are bounded;
– two transitions t1, t2 ∈ T are concurrently enabled in m if t1 ∈ en(m) and
t2 ∈ en(m′) with m′(p) = m(p)− F (p, t1) for each p ∈ P ;

– a net P is sequential if none of its reachable markings concurrently enables
two transitions;

– a net P is ordinary if the flow function F maps onto {0, 1};
– a net P is 1-safe if it is ordinary and m(p) ≤ 1, for each p ∈ P and each
m ∈ RMP .

Intuitively, Petri nets are directed weighted graphs with two types of nodes:
places (representing conditions) and transitions (representing events), whose arcs
correspond to these elements in the domain of the flow function, for which the
value of this function is positive. The arcs are assigned positive weights according
to the values of F .
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The theory of Petri nets provides a general framework for modelling dis-
tributed and concurrent systems. Since for many of them timing dependencies
play an important role, a variety of extensions of the main formalism, enabling
to reason about temporal properties, has been introduced. In what follows, we
present a brief survey of the approaches, based on [23, 71].

Petri nets with timing dependencies can be classified according to the way
of specifying timing constraints (these can be timing intervals [51, 83] or single
numbers [68]), or elements of the net with which these constraints are associ-
ated (places [27], transitions [51, 68] or arcs [1, 38, 83]). The next criterion is the
interpretation of the timing constraints. When associated with a transition, the
constraint can be viewed as its firing time (a transition consumes the input to-
kens when becomes enabled, but does not create the output ones until the delay
time associated with it has elapsed [68]), holding time (when the transition fires,
the actions of removing and creating tokens are done instantaneously, but the
tokens created are not available to enable new transitions until they have been
in their output place for the time specified as the duration time of the transition
which created them [81]), or enabling time (a transition is forced to be enabled
for a specified period of time before it can fire, and tokens are removed and
created in the same instant [51]). A time associated with a place usually refers
to the period the tokens must spend in the place before becoming available to
enable a transition [27]. A timing interval on an input arc usually expresses the
conditions under which tokens can potentially leave the place using this arc [38],
whereas a timing interval on an output arc denotes the time when tokens pro-
duced on this arc become available [83]. Nets can be also classified according
to firing rules: the weak firing rule means that the time which passes between
enabling of the transition and its firing is not determined [80], the strong earliest
firing rule requires the transition to be fired as soon as it is enabled and the
appropriate timing conditions are met [38], whereas the strong latest firing rule
means that the transition can be fired in a specified period of time, but no later
than after certain time from its enabling, unless it becomes disabled by firing
of another (conflicting) one [51]. The best known timed extensions of Petri nets
are timed Petri nets by Ramchandani [68] and time Petri nets by Merlin and
Farber [51]. In this paper, we focus on the latter.

Definition 2. A time Petri net (TPN, for short) is a six-element tuple N =
(P, T,F ,m0, Eft, Lft), where (P, T,F ,m0) is a Petri net, and Eft : T → IN,
Lft : T → IN ∪ {∞} are functions describing the earliest and the latest firing
times of the transitions, where Eft(t) ≤ Lft(t) for each t ∈ T .

A concrete state σ of N is an ordered pair (m, clock), where m is a marking,
and clock : T → IR is a function which for each transition t ∈ en(m) gives
the time elapsed since t became enabled most recently. By clock + δ we denote
the function given by (clock + δ)(t) = clock(t) + δ for all t ∈ T . Moreover,
let (m, clock) + δ denote (m, clock + δ). The concrete state space of N is a
structure Fc(N ) = (Σ, σ0,→), where Σ is the set of all the concrete states of
N , σ0 = (m0, clock0) with clock0(t) = 0 for each t ∈ T is the initial state, and
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a timed consecution relation →⊆ Σ × (T ∪ IR) × Σ is defined by action- and
time-successors as follows:

– for δ ∈ IR, (m, clock) δ→ (m, clock + δ) iff (clock + δ)(t) ≤ Lft(t) for all
t ∈ en(m) (time successor),

– for t ∈ T , (m, clock) t→ (m1, clock1), iff t ∈ en(m), Eft(t) ≤ clock(t) ≤
Lft(t), m1 = m[t〉, and for all u ∈ T we have clock1(u) = 0 for u ∈
newly en(m, t), and clock1(u) = clock(u) otherwise (action successor).

A σ0-run ρ of N is a maximal sequence of concrete states ρ = σ0
δ0→ σ0 + δ0

t0→
σ1

δ1→ σ1 + δ1
t1→ σ2

δ2→ . . ., where ti ∈ T and δi ∈ IR, for all i ∈ IN. A state σ ∈ Σ
is reachable if there exists a σ0-run ρ and i ∈ IN such that σ = σi + δi.

The set of all the reachable states of N is denoted by ReachN . A marking
m is reachable if there is a state (m, clock) ∈ ReachN for some function clock.
A run ρ is said to be progressive iff Σi∈INδi is unbounded.

The above notion of run can be used for interpreting untimed branching
time temporal logics [58] or for checking reachability. Alternatively, runs can be
defined such that each two consecutive time and action steps are combined [89]1.
However, in order to give semantics over dense paths for timed temporal logics,
we assume that δi > 0 for all i ∈ IN. This will become clear in Section 4.2.

In what follows, we consider only nets whose all the runs are infinite2 and
progressive by restricting the nets to contain neither two consecutive transitions
whose earliest firing times are both equal to 0 nor one such a transition, which
is a loop3. The set of all the σ-runs of N , with δi > 0 for all i ∈ IN, is denoted
by fN (σ).

In order to reason about systems represented by TPN’s, we define, for a
given set of propositional variables PV , a valuation function VN : P → 2PV ,
which assigns propositions to the places4 of N . Let Vc : Σ → 2PV be a valuation
function extending VN such that Vc((m, ·)) =

⋃
p∈m VN (p), i.e., Vc assigns the

same propositions to the states with the same markings. The structure Mc(N ) =
(Fc(N ), Vc) is called a concrete model of N . Notice that for the same concrete
model, we can interpret timed and untimed logics using appropriate notions of
runs.

A time Petri net N = (P, T,F ,m0, Eft, Lft) is said to be sequential if the
net P = (P, T,F ,m0) is so, and N is 1-safe if for each reachable marking m of
N , we have m(p) ≤ 1 for each p ∈ P . Unless otherwise stated, in what follows
1-safe TPN’s are considered only. Moreover, we define a notion of a distributed
time Petri net, which is an adaptation of the one from [41].

Definition 3. Let I be a finite set of indices, and let N = {N i | i ∈ I}, with
N i = (P i, T i,F i, Efti, Lfti,mi

0) be a family of 1-safe, sequential time Petri

1 This semantics is claimed to be equivalent w.r.t. CTL model checking.
2 This can be checked by applying algorithms looking for deadlocks.
3 This restriction is only for assuring an existence of a translation to timed automata,

for which similar restrictions are assumed.
4 Usually, there is one-to-one correspondence between the propositions and the places.
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nets (called processes), indexed I, with pairwise disjoint sets P i of places, and
satisfying the condition (∀i1, i2 ∈ I)(∀t ∈ T i1 ∩ T i2) (Efti1(t) = Efti2(t) ∧
Lfti1(t) = Lfti2(t)). A distributed time Petri net N = (P, T,F , Eft, Lft,m0)
is the union of the processes N i, i.e., P =

⋃
i∈I P

i, T =
⋃

i∈I T
i, F =

⋃
i∈I F i,

Eft =
⋃

i∈I Eft
i, Lft =

⋃
i∈I Lft

i and m0 =
⋃

i∈I m
i
0.

It is easy to notice that a distributed net is 1-safe. The interpretation of such a
net is a collection of sequential, non-deterministic processes with communication
capabilities (via joint transitions). In what follows, we consider distributed nets
whose all the processes are state machines (i.e., for each t ∈ T i, | • t| = |t• | = 1),
which implies that in any reachable marking m of N , there is exactly one place p
of each process with m(p) = 1. It is important to mention that each distributed
net can be transformed to an equivalent net satisfying this requirement [43].

Example 1. Examples of (distributed) time Petri net are shown in Fig. 1. Each of
the nets 5a, 5b, and 5c in the left-hand side consists of two disjoint processes with
the sets of places P 1 = {p1, p2, p3, p4} and P 2 = {p6, p7}, whereas the net on the
right is composed of three communicating processes with the sets of places: P i =
{idlei, tryingi, enteri, criticali} with i = 1, 2, and P 3 = {place0, place1, place2}.
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[0,0] [0,1] [0,1]
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Fig. 1. The nets of [89] and a net for Fischer’s mutual exclusion protocol

2.2 Timed Automata

In this section we briefly recall the concept of timed automata, which was in-
troduced by Alur and Dill [6]. Timed automata are extensions of finite state
automata with constraints on timing behaviour. The underlying finite state au-
tomata are augmented with a set of real time variables. We start with formalizing
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the above notions. Let X = {x1, . . . , xnX } be a finite set of real-valued variables,
called clocks. The set of clock constraints over X is defined by the following
grammar:

cc := true | xi ∼ c | xi − xj ∼ c | cc ∧ cc,

where xi, xj ∈ X , c ∈ IN, and ∼ ∈ {≤, <,=, >,≥}. The set of all the clock
constraints over X is denoted by C�X , whereas its restriction, where differences of
clocks are not allowed, is denoted by CX . A clock valuation on X is a nX -tuple
v ∈ IRnX . For simplicity, we assume a fixed ordering on X . The value of the
clock xi in v can be then denoted by v(xi) or v(i), depending on the context.
For a valuation v and δ ∈ IR, v + δ denotes the valuation v′ s.t. for all x ∈ X ,
v′(x) = v(x) + δ. Moreover, for a subset of clocks X ⊆ X , v[X := 0] denotes
the valuation v′ such that for all x ∈ X , v′(x) = 0 and for all x ∈ X \ X ,
v′(x) = v(x). Let v ∈ IRnX , the satisfaction relation |= for a clock constraint
cc ∈ C�X is defined inductively as follows:

– v |= true,
– v |= (xi ∼ c) iff v(xi) ∼ c,
– v |= (xi − xj ∼ c) iff v(xi)− v(xj) ∼ c, and
– v |= (cc ∧ cc′) iff v |= cc and v |= cc′.

For a constraint cc ∈ C�X , let [[cc]] denote the set of all the clock valuations
satisfying cc, i.e., [[cc]] = {v ∈ IRnX | v |= cc}. By a (time) zone in IRnX we mean
each convex polyhedron Z ⊆ IRnX defined by a clock constraint, i.e., Z = [[cc]]
for some cc ∈ C�X (for simplicity, we identify the zones with the clock constraints
which define them). The set of all the zones for X is denoted by Z(nX ).

Given v, v′ ∈ IRnX and Z,Z ′ ∈ Z(nX ), we define the following operations:

– Z \ Z ′ is a set of disjoint zones s.t. {Z ′} ∪ (Z \ Z ′) is a partition of Z;
– Z ↗:= {v′ ∈ IRn | (∃v ∈ Z) v ≤ v′}, where v ≤ v′ iff ∃δ ∈ IR s.t. v′ = v+ δ;
– Z[X := 0] = {v[X := 0] | v ∈ Z}.

Notice that the operations↗, Z[X := 0], and the standard intersection preserve
zones. These results and the implementation of Z \ Z ′ can be found in [4, 79].

Definition 4. A timed automaton (TA, for short) is a six-element tuple A =
(A,L, l0, E,X , I), where A is a finite set of actions, L is a finite set of locations,
l0 ∈ L is an initial location, X is a finite set of clocks, E ⊆ L×A×C�X ×2X ×L

is a transition relation. Each element e of E is denoted by l
a,cc,X−→ l′, which

represents a transition from the location l to the location l′, executing the action
a, with the set X ⊆ X of clocks to be reset, and with the clock constraint cc
defining the enabling condition for e. The function I : L→ C�X , called a location
invariant, assigns to each location l ∈ L a clock constraint defining the conditions
under which A can stay in l.

If the enabling conditions and the values of the location invariant are in the
set CX only, then the automaton is called diagonal-free. In what follows, we
consider diagonal-free automata. In order to reason about systems represented
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by timed automata, for a set of propositional variables PV , define a valuation
function VA : L → 2PV , which assigns propositions to the locations. Usually,
we consider networks of timed automata, where the automata are composed by
synchronization over labels. The reader is referred to [86] for a formal definition
of composition.

Example 2. In Fig. 2, a network of TA for Fischer’s mutual exclusion protocol
with two processes is depicted5. The protocol is parameterised by the number
of processes involved. In the general case, the network consists of n automata
of processes, together with one automaton modelling a global variable X , used
to coordinate the processes’ access to their critical sections, which means that if
the automaton of a process and the automaton of the variable X contain actions
with a common label a, then the process is allowed to execute this action if and
only if the automaton for X executes an action labelled by a as well.
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Fig. 2. Fischer’s Mutual Exclusion Protocol for two processes

A concrete state of A is a pair (l, v), where l ∈ L and v ∈ IRnX is a valuation.
The concrete (dense) state space of A is a structure Fc(A) = (Q, q0,→), where
Q = L × IRnX is the set of all the concrete states, q0 = (l0, v0) with v0(x) = 0
for all x ∈ X is the initial state, and → ⊆ Q × (A ∪ IR) × Q is the transition
relation, defined by action- and time-successors as follows:

– for a ∈ A, (l, v) a→ (l′, v′) iff (∃cc ∈ CX )(∃X ⊆ X ) such that l
a,cc,X−→ l′ ∈ E,

v ∈ [[cc]], v′ = v[X := 0] and v′ ∈ [[I(l′)]] (action successor),
– for δ ∈ IR, (l, v) δ→ (l, v + δ) iff v + δ ∈ [[I(l)]] (time successor).

For (l, v) ∈ Q, let (l, v) + δ denote (l, v + δ). A q-run ρ of A is a maximal
sequence of concrete states: q0

δ0→ q0 + δ0
a0→ q1

δ1→ q1 + δ1
a1→ q2

δ2→ . . ., where
q0 = q ∈ Q, ai ∈ A and δi ∈ IR, for each i ≥ IN. A state q′ ∈ Q is reachable
if there exists a q0-run ρ = q0

δ0→ q0 + δ0
a0→ q1

δ1→ . . . and i ∈ IN such that
q′ = qi + δi. The set of all the reachable states of A will be denoted by ReachA.
A run ρ is said to be progressive iff Σi∈INδi is unbounded. A timed automaton
is progressive iff all its runs are progressive. For simplicity of the presentation,
5 Two clocks are denoted by y1 and y2, whereas Δ and δ are parameters.
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we consider only progressive timed automata. Note that progressiveness can be
checked using sufficient conditions of [79].

Like for time Petri nets, the above notion of run can be easily used for
interpreting untimed temporal logics or for checking reachability. However, in
order to give semantics over dense paths corresponding to runs (see Section 4.2)
for timed temporal logics, we assume that δi > 0 for all i ∈ IN in a run. So, by
fA(q) we denote the set of all such q-runs of A.

The structure Mc(A) = (Fc(A), Vc) is called a concrete model for A, for a
valuation function Vc : Q → 2PV extending VA such that Vc(l, v) = VA(l) (i.e.,
Vc assigns the same propositions to the states with the same locations).

3 From TPN’s to TA

There are two approaches to verifying properties of time Petri nets. Either spe-
cific algorithms are used or nets are translated to timed automata in order to
exploit verification methods designed for automata6. Therefore, we first consider
translations from TPN’s to TA, and then review the most recent verification
methods for both the formalisms.

Several methods of translating time Petri nets to timed automata have been
already developed. However, in most cases translations produce automata, which
extend timed automata. Some of the existing approaches are sketched below.

The most natural translation consists in defining an automaton whose loca-
tions correspond to the markings of the net, whereas the actions and the clocks
- to its transitions. The invariant of a marking m expresses that no transition
can be disabled by passage of time, whereas the enabling condition of an action
labelled by t ∈ T guarantees that the time passed since t became enabled is
between Eft(t) and Lft(t). Executing an action labelled by t at m resets the
clocks corresponding to the transitions in newly en(m, t). This approach was
used to define detailed region graphs for TPN’s [58, 82]. Its formal description
can be also found in [64].

Sifakis and Yovine [74] presented a translation of a subclass of time stream
Petri nets [72] to automata whose invariants can be disjunctions of clock con-
straints. In these nets, each of the arcs (p, t) is assigned a timing interval which
specifies when tokens in the place p become available to fire the transition t.
An enabled transition t can be fired if (*) all the places in •t have been marked
at least as long as the lower bounds of the corresponding intervals, and (**)
there is at least one place in •t marked no longer than the upper bound of the
corresponding interval. (1-safe) time Petri nets can be seen as a subclass of these
nets. In order to translate a net N to an automaton, we define a location for
each marking of N , and associate a clock with each of its places. The actions are
labelled by the transitions of N . Executing an action labelled by t ∈ T resets the
clocks of the places in t•, whereas its enabling condition corresponds to (*) given
above. The invariant of a marking m states that (**) holds for each t ∈ en(m).

6 Usually, the concrete state spaces of both the models are required to be bisimilar.
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In [25, 36], translations of (general) TPN’s to automata equipped with shared
variables and urgency modelling mechanisms are provided. The method of [25]
generates a set of TA containing an automaton At with one clock for each t ∈ T ,
and a supervisor automaton As. The locations of At correspond to the possible
states of t (being enabled, disabled, and to its firing). The automaton As with
committed locations7 forces the other automata to change synchronously their
states when a transition of the net is fired. Shared variables are used to model
the number of tokens in the places. In the approach of [36], the transitions
are classified according to their number of input, output and inhibitor places,
and one automaton with the locations disabled and enabled is built for each
of the classes obtained. Similarly as in [25], an additional automaton (with an
urgent transition8) ensures a synchronous behaviour of the whole system when
a transition is fired, whereas shared variables store the marking of the net.

Lime and Roux [49] proposed a method of translating a (general) time Petri
net to a timed automaton, using an algorithm of building a state class graph G
[14] (see Sec. 5.1). The nodes of G are state classes, i.e., pairs (m, I), where m is
a marking and I is a set of inequalities. The translation leads to an automaton
whose locations are the nodes of G, and the edges, labelled by transitions of the
net, correspond to its successor relation. Every class (m, I) is assigned a set of
clocks, each of which corresponds to all these transitions in en(m) which became
enabled at the same time. Executing an action labelled by t resets some clocks
(associated with newly enabled transitions). It is also possible to assign a value of
one clock to another (this goes beyond the standard definition of TA). Invariants
and enabling conditions describe, respectively, when the net can be in a given
marking, or when a transition can be fired at a class. Since the number of state
classes is finite only if the net is bounded [14], the authors provide a condition
for an on-line checking of unboundedness to ensure stopping the computation.

The paper [28] shows a method of translating extended 1-safe TPN’s with
finite values of the function Lft (called PRES+ models) to a set of extended
timed automata. When applied to a non-extended net, the translation gives a
network of standard TA. The set of transitions of the net is divided into disjoint
clusters, i.e., sequences of transitions in which firing of one of them enables the
next one. An automaton with one clock is built for each such a cluster.

Another translation [64] applies to distributed nets only. It is based on a
different approach to the concrete semantics of the net, which is bisimulation
equivalent9 to that defined in Sec. 2.1. In this semantics, each process is as-
signed a “clock” measuring the time elapsed since its place became marked most
recently. The automaton resulting from the translation uses the above clocks,
whereas its locations are defined as the markings of the net, and its edges are
labelled by the transitions. Firing of a transition resets the clocks related to the
processes involved. The enabling conditions and invariants are possibly disjunc-
tions of clock constraints, but can be modified to be zones (see [64] for details).

7 A committed location is a location which has to be leaved as soon as it is entered.
8 A transition which has to be taken as soon as it is enabled.
9 The concrete state spaces are bisimilar, see [64] for a proof.



Specification and Model Checking of Temporal Properties 47

Besides translations from TPN’s to TA, some methods of translating sub-
classes of TA to time Petri nets also exist [37], but because of lack of space, we
do not discuss these approaches in this paper.

4 Main Formalisms for Expressing Properties

Properties of timed systems are usually expressed using temporal logics. In this
section we look at the logics that are most commonly used. We start with un-
timed formalisms, which are later extended with time constraints.

4.1 Untimed Temporal Logics: LTL, CTL, CTL∗

All the untimed logics we consider are subsets of CTL∗. Therefore, we give syntax
and semantics for CTL∗ only. The other logics are defined as its restrictions.

Syntax and Semantics of CTL∗. Let PVL = {℘1, ℘2 . . .} be a set of proposi-
tional variables. The language of CTL∗ is given as the set of all the state formulas
ϕs , defined using path formulas ϕp , by the following grammar:

ϕs := ℘ | ¬℘ | ϕs ∧ ϕs | ϕs ∨ ϕs | Aϕp | Eϕp

ϕp := ϕs | ϕp ∧ ϕp | ϕp ∨ ϕp | Xϕp | ϕpUϕp | ϕpRϕp

A (‘for all paths’) i E (‘there exists a path’) are path quantifiers, whereas X
(‘neXt’), U (‘Until’), and R (‘Release’) are state operators. The formula ϕpUψp

expresses that ψp eventually occurs and that ϕp holds continuously until then.

The operator R is dual to U. Derived path operators are: Gϕp
def
= (℘ ∧ ¬℘)Rϕp

and Fϕp
def
= (℘ ∨ ¬℘)Uϕp . Sublogics of CTL∗ are defined below:

CTL (Computation Tree Logic): the temporal formulas are restricted to positive
boolean combinations of: A(ϕUψ),A(ϕRψ), AXϕ, and E(ϕUψ),E(ϕRψ),
EXϕ only.

ACTL (Universal Computation Tree Logic): the temporal formulas are restricted
to positive boolean combinations of: A(ϕUψ),A(ϕRψ), and AXϕ only.

ECTL (Existential Computation Tree Logic): the temporal formulas are re-
stricted to positive boolean combinations of: E(ϕUψ),E(ϕRψ), and EXϕ
only.

LTL (Linear Time Logic): the formulas of the form Aϕ are allowed only, where
ϕ does not contain the path quantifiers A,E.

L−X denotes logic L without the next step operator X.

For example, AFG(℘1 ∨ ℘2) is an LTL formula, whereas AFAG(℘1 ∨ ℘2) is an
ACTL formula. Each of the above logics can be extended by time constraints
(defined later). Semantics of CTL∗ is defined over standard Kripke models.

Definition 5. A model is a tuple M = ((S, s0,→), V ), where S is a set of
states, s0 ∈ S is the initial state, → ⊆ S × S is a total successor relation, and
V : S → 2PV is a valuation function.
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Let |M | denote the number of states of M . For s0 ∈ S a path π = (s0, s1, . . .) is
an infinite sequence of states in S starting at s0, where si → si+1 for all i ≥ 0,
and πi = (si, si+1, . . .) is the i-th suffix of π.

– M, s |= ℘ iff ℘ ∈ V (s), M, s |= ¬℘ iff ℘ �∈ V (s),
– M,x |= ϕ ∨ ψ iff M,x |= ϕ or M,x |= ψ, for x ∈ {s, π},
– M,x |= ϕ ∧ ψ iff M,x |= ϕ and M,x |= ψ, for x ∈ {s, π},
– M, s |= Aϕ iff M,π |= ϕ for each path π starting at s,
– M, s |= Eϕ iff M,π |= ϕ for some path π starting at s,
– M,π |= ϕ iff M, s0 |= ϕ, for a state formula ϕ,
– M,π |= Xϕ iff M,π1 |= ϕ,
– M,π |= ψUϕ iff (∃j ≥ 0)

(
M,πj |= ϕ and (∀0 ≤ i < j), M,πi |= ψ

)
,

– M,π |= ψRϕ iff (∀j ≥ 0)
(
M,πj |= ϕ or (∃0 ≤ i < j), M,πi |= ψ

)
.

We adopt the initialized notion of validity in a model: M |= ϕ iff M, s0 |= ϕ.
For timed systems, untimed temporal logics are typically interpreted over

concrete (or abstract) models, where a path is defined to correspond to a run
that includes unrestricted time-successor steps (i.e., with δi ∈ IR). The model
checking problem for CTL∗ over timed systems is defined as follows: given a
CTL∗ formula ϕ and a timed system T (i.e., a TPN N or a TA A) together
with a valuation function VT , determine whether Mc(T ) |= ϕ.

Besides untimed properties of timed systems, which are directly expressed
using the above-defined temporal logics, reachability in these systems is usually
checked. Given a propositional formula p, the reachability problem for timed
automata (time Petri nets) consists in testing whether there is a reachable state
satisfying p in Mc(A) (Mc(N ), resp.). This problem can be obviously translated
to the model checking problem for the CTL∗ formula EFp. However, in spite of
that, several efficient solutions aimed at reachability checking only exist as well.

4.2 Timed Temporal Logics

Timed temporal logics can be interpreted over either discrete or dense models
of time [9]. We consider the latter option. Since the model checking problem for
TCTL∗ is undecidable [2], we focus on TCTL [3] and its subsets: TACTL and
TECTL, defined analogously to the corresponding fragments of CTL.

The logic TCTL is an extension of CTL−X obtained by subscribing the
modalities with time intervals specifying time restrictions on formulas. Formally,
syntax of TCTL is defined inductively by the following grammar:

ϕ := ℘ | ¬℘ | ϕ ∨ ϕ | ϕ ∧ ϕ | A(ϕUIϕ) | E(ϕUIϕ) | A(ϕRIϕ) | E(ϕRIϕ)

where ℘ ∈ PVL and I is an interval in IR with integer bounds of the form [n, n′],
[n, n′), (n, n′], (n, n′), (n,∞), and [n,∞), for n, n′ ∈ IN.

For example, A((℘ ∧ ¬℘)R[0,∞)(℘1 ⇒ A((℘ ∨ ¬℘) U[0,5] ℘2))) expresses that
for all the runs, always when ℘1 holds, ℘2 holds within 5 units of time.
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Semantics of TCTL over TA and TPN’s. Let T be a timed system,
i.e., a TPN N or a TA A, Mc(T ) = (Fc(T ), Vc) be its concrete model, and
ρ = s0

δ0→ s0 + δ0
b0→ s1

δ1→ s1 + δ1
b1→ s2

δ2→ . . . be an s0-run of T , where δi ∈ IR+

for i ∈ IN. Recall that fT (s), for a concrete state s, denotes the set of all the
progressive runs of T starting at s (where the time steps are labelled with δ > 0
only). In order to interpret TCTL formulas along a run, we introduce the notion
of a dense path corresponding to ρ, denoted by πρ, which is a mapping from IR
to a set of states10, given by πρ(r) = si + δ for r = Σi

j=0δj + δ, with i ≥ 0 and
0 ≤ δ < δi. Next, we define semantics of TCTL formulas in the following way:

s0 |= ℘ iff ℘ ∈ Vc(s0),
s0 |= ¬℘ iff ℘ �∈ Vc(s0),
s0 |= ϕ ∨ ψ iff s0 |= ϕ or s0 |= ψ,
s0 |= ϕ ∧ ψ iff s0 |= ϕ and s0 |= ψ,
s0 |= A(ϕUIψ) iff (∀ ρ ∈ fT (s0))(∃r ∈ I)

[
πρ(r) |= ψ ∧ (∀r′ < r) πρ(r′) |= ϕ

]
,

s0 |= E(ϕUIψ) iff (∃ ρ ∈ fT (s0))(∃r ∈ I)
[
πρ(r) |= ψ ∧ (∀r′ < r) πρ(r′) |= ϕ

]
,

s0 |= A(ϕRIψ) iff (∀ ρ ∈ fT (s0))(∀r ∈ I)
[
πρ(r) |= ψ ∨ (∃r′ < r) πρ(r′) |= ϕ

]
,

s0 |= E(ϕRIψ) iff (∃ ρ ∈ fT (s0))(∀r ∈ I)
[
πρ(r) |= ψ ∨ (∃r′ < r) πρ(r′) |= ϕ

]
.

Again, we adopt the initialized notion of validity in a model: Mc(T ) |= ϕ iff
Mc(T ), s0 |= ϕ, where s0 is the initial state in Mc(T ).

It is important to mention that there is an alternative semantics for sublogics
of CTL−X, which can be interpreted over dense models by assuming that seman-
tics of each untimed modality O is like semantics of the corresponding TCTL
modality O[0,∞). The model checking problem for TCTL over a timed system T
is defined as usual, i.e., given a TCTL formula ϕ and a timed system together
with a valuation function VT , determine whether Mc(T ) |= ϕ.

5 Verification Methods for TPN’s and TA

Basic methods of verification of timed systems consist in building their finite
(possibly minimal) abstract models that preserve properties of interest, and then
in running verification algorithms on these models, for instance, a version of the
state-labelling algorithm of [3], or an algorithm which checks an equivalence of
behaviours between the model and its specification.

Let Mc(T ) = ((S, s0,→), Vc) be a concrete model of a timed system T , where
→ is a B-labelled transition relation for a given set of labels B. By an abstract
model we mean a structure Ma = ((W,w0,→), V ), where elements of W , called
abstract states, are sets of concrete states of S, and satisfy at least the following
conditions: s0 ∈ w0; V (w) = Vc(s) for each w ∈ W and s ∈ w, and for any
w1, w2 ∈W and each b ∈ B

EE) w1
b→ w2 if there are s1 ∈ w1 and s2 ∈ w2 s.t. s1

b→ s2.

10 This can be defined thanks to the assumption about δ > 0.
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Condition EE guarantees that abstract states are related if they contain related
representatives. Other conditions on→ depend on the properties to be preserved.
Some of them are listed below:

EA) w1
b→ w2 iff (∃s1 ∈ w1)(∀s2 ∈ w2) s1

b→ s2;

AE) w1
b→ w2 iff (∀s1 ∈ w1)(∃s2 ∈ w2) s1

b→ s2;

U) w1
b→ w2 iff (∀s1 ∈ wcor

1 )(∃s2 ∈ wcor
2 ) s1

b→ s2,
where wcor ⊆ w for each w ∈ W , and s0 ∈ (w0)cor.

Condition EA restricts the abstract transition relation to the pairs of states,
where all the representatives of the successor state have a related representative
in the predecessor state. This condition is put on abstract models to preserve
LTL. Condition AE, which specifies the symmetric property w.r.t. the successor
and the predecessor of each pair of states in the abstract transition relation, is
known as a bisimulation condition. So, it is used to ensure preservation of CTL∗

or TCTL. Condition U is a weakening of AE, which puts the same restriction,
but only on a subset of each abstract state. It is know as a simulation condition.
Similarly, U is applied to preserve ACTL∗ or TACTL. Next, we present the main
approaches to generating various kinds of abstract models for timed systems.

5.1 State Classes Approaches

Methods of building abstract models for time Petri nets are usually based on
the state classes approach, which consists in representing an abstract state by
a marking and a set of linear inequalities. Many algorithms for building such
models, for various restrictions on the definition of TPN’s and approaches to
their concrete semantics, are known in the literature. Below, we present the
main solutions. For each of them, we give either the method for obtaining the
model from some earlier-defined underlying structure, or a full description, i.e., a
definition of the concrete states applied, a notion of a state class, and a condition
on firability of a transition at a class together with a method of computing its
successor resulting from this firing. Moreover, in order to obtain a finite abstract
model, an equivalence relation on state classes is provided. In all the descriptions,
we use the following notation: given a set of inequalities I, sol(I) denotes the
set of its solutions, and var(I) - the set of all the variables appearing in I.

State Class Graph [14, 15]. The method of building this basic model of
the state classes approach was defined for general TPN’s. Their concrete states
are represented by pairs σF = (m, f), where m is a marking, and f is a firing
interval function which assigns to each t ∈ en(m) the timing interval in which
t is (individually) allowed to fire. A state class of a TPN is a pair C = (m, I),
where m is a marking, and I is a set of inequalities built over the set var(I) =
{vi | ti ∈ en(m)}. All the possible values of a variable vi in the set sol(I) (called
the firing domain of C) form the timing interval, relative to the time C was
entered, in which ti can be fired. The state class is thus a set of concrete states
whose values of firing interval functions are included in the firing domain.
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The initial class of the graph is given by (m0, {“Eft(ti) ≤ vi ≤ Lft(ti)” |
ti ∈ en(m0)}). A transition ti ∈ en(m) is firable at a class C = (m, I) if the set
of inequalities I1 = I ∪ {“vi ≤ vj” | tj ∈ en(m)} is consistent (i.e., sol(I1) �= ∅),
which intuitively means that ti can fire earlier than any other enabled transition.
The class C′ = (m′, I ′), resulting from firing ti, satisfies m′ = m[ti〉, whereas
I ′ is obtained from I by the following four steps: (1) the set I is substituted
by I1 (i.e., the firablity condition for ti is added to I), (2) all the variables in
I are substituted by new ones reflecting the fact of firing ti at the time given
by vi which relates the values of the variables to the time the class C′ was
entered, (3) the variables corresponding to the transitions disabled by firing
of ti are eliminated, and (4) the system is extended by the set of inequalities
{“Eft(tl) ≤ vl ≤ Lft(tl)” | tl ∈ newly en(m, t)}.

Two classes are considered as equivalent if their markings and firing domains
are equal. A TPN is of a bounded number of state classes if and only if it is
bounded. Although the boundedness problem for TPN’s is undecidable, in [14,
15] sufficient conditions for checking unboundedness while generating the state
class graph are given. Since all the state classes satisfy the condition EA, the
model preserves LTL formulas.

Geometric Region Graph [89]. The information carried by firing domains
of the classes of the state class graph is not sufficient to check their atomicity11.
To this aim, some additional information about the histories of firings is needed.
Therefore, as a step towards building a model preserving CTL∗ properties, a
modification of the state class graph for 1-safe nets with finite values of the
function Lft, called geometric region graph, has been introduced. Its construction
exploits the notion of concrete states given in Sec. 2.1. State classes are triples
C = (m, I, η), where I is a set of inequalities, and m is a marking obtained
by firing from m0 the sequence η ∈ T ∗ of transitions, satisfying the timing
constraints represented by I. The variables in var(I) represent absolute (i.e.,
counted since the net started) firing times of the transitions in η (different firings
of the same transition are then distinguished, and vj

i ∈ var(I) corresponds to j-
th firing of ti ∈ T ). Unlike the construction of [14, 15], I can be seen as describing
the history of states of a given class rather than these states as such.

The initial state class is given by C0 = (m0, ∅, ε), where ε is the empty
sequence of transitions. Firing of ti ∈ en(m) at a class C = (m, I, η) is described
in terms of the parents of the enabled transitions, i.e., the transitions is η which
most recently made the transitions in en(m) enabled12. If ti appears k− 1 times
in η, then it is firable at C iff the set of inequalities I1 = I ∪ {“parent(vk

i , C) +
Eft(t) ≤ parent(vl

j , C) + Lft(tj)” | tj ∈ en(m) and tj appears l − 1 times
in η} is consistent13, which means that ti can be fired earlier than any other
enabled transition. In the class C′ = (m, I ′, η′), obtained by firing ti at C,

11 A class which satisfies the condition AE w.r.t. all its successors is called atomic.
12 As the parents of the transitions enabled in m0, a fictitious transition ν, which

denotes the start of the net and fires at the time 0, is assumed.
13 parent(vi, C) denotes the variable corresponding to the most recent appearance of

the parent of ti in η.
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m′ = m[t〉, η = ηt, and the set of inequalities I ′ is equal to I1 ∪ {“Eft(ti) ≤
tki − parent(tki , C) ≤ Lft(ti)”}. This describes timing conditions which need to
hold for firing of ti at C. The classes are equivalent if their markings are equal,
the enabled transitions have the same parents, and these parents could be fired
at the same absolute times. All the classes of the graph satisfy the condition EA.

Atomic State Class Graph [89]. In order to build a model which preserves
CTL∗ properties, the geometric state class graph needs to be refined until all
its classes are atomic. The model obtained this way is called atomic state class
graph. If a class C = (m, I, η) is not atomic, then there is some inequality ξ non-
redundant14 in I and such that satisfaction of ξ is necessary for the concrete
states in C to have descendants in a successor C′ of C. The class C is then split
into C1 = (m, I ∪ ξ, η) and C2 = (m, I ∪¬ξ, η). Their descendants are computed
from copies of those of C, by modifying their sets of inequalities adding ξ and
¬ξ, respectively. As a result, the abstract states satisfy both AE and EA.

Pseudo-atomic State Class Graph [61]. The atomic state class graph’s
construction was further modified to generate pseudo-atomic class graphs which
preserve the universal fragment of CTL∗ (i.e., ACTL∗). Instead of AE, all the
classes of these graphs satisfy the weaker condition U. The models are built in
a way similar to atomic state class graphs, besides the fact that in some cases
instead of splitting the classes only their cors are refined.

Strong State Class Graph [17]. The paper by Berthomieu and Vernadat
presents another approach to building models which are then refined to a CTL∗-
preserving structure, applicable15 to the general class of TPN’s. The solution
combines, in some sense, these of [89] and [14, 15]. The definition of concrete
states is taken from [14]. The authors define a strong state class graph, whose
classes are of the form C = (m, I), where I is a set of inequalities built over the
set of variables corresponding to the transitions in en(m), similarly as in [14,
15]. However, the value of a variable vi corresponding to a transition ti ∈ en(m)
gives the time elapsed since ti was last enabled, which, in turn, corresponds in
some sense to Yoneda’s approach. The set I enables to compute a firing domain,
and in consequence to define the set of concrete states that belong to the class.

The initial class of the graph is given by C0 = (m0, {“0 ≤ vi ≤ 0” | ti ∈
en(m0)}). Firability of a transition t at a class as well as the set of inequalities of
the successor are defined in terms of the times elapsed since the transitions were
enabled, using additional temporary variables denoting possible firing times of t
(see [17] for details). Two classes (m, I) and (m′, I ′) are considered as equivalent
if m = m′ and sol(I) = sol(I ′). Similarly as in the previous approaches, all the
classes in the strong state class graph satisfy the condition EA.

Strong Atomic State Class Graph [17]. In order to obtain a strong atomic
state class graph preserving CTL∗ properties, the above model is refined in a

14 A inequality ξ is non-redundant in the set of inequalities I if the solution sets of
both I ∪ ξ and I ∪ ¬ξ are non-empty.

15 However, transitions with infinite latest firing times require a special treatment.
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way similar to the one of [89], i.e., its classes are partitioned until all of them
are atomic. However, unlike [89], the classes satisfy AE but not necessarily EA,
since an inequality added to the set I of a class C, which is partitioned, is not
propagated to the descendants of C.

The Graphs of [48, 90]. In [90], a construction of a state class graph, appli-
cable to 1-safe nets with finite values of the function Lft, was described. The
method aimed at verification of formulas of a logic TNL (Timed Temporal Logic
for Nets). Since building of these graphs is formula-guided, we do not provide
it here, but focus on a similar approach proposed by Lilius for 1-safe nets with
possibly infinite values of Lft, aimed at reachability checking using partial order
reductions16 [48]. It is based on the notion of concrete states given in Sec. 2.1.
A state class is a pair (m, I), where m is a marking, and I is a set of inequalities
describing the constraints on possible firing times of the transitions in en(m).
Values of the variables in var(I) represent absolute times. There are two kinds of
variables in var(I): these which correspond to possible firing times of transitions
in en(m), and those which represent firing times of some of the transitions that
are disabled in m and have been fired earlier. The latter are kept to determine
the latest possible firing time of these t ∈ en(m) which can become enabled by
firings of different transitions. The set of inequalities of the initial class expresses
that the differences between the possible firing times of each t ∈ en(m0) and the
start of the net are between Eft(t) and Lft(t). Given a class (m, I), the set of
inequalities of its successor (m[t〉, I ′) obtained by firing t ∈ en(m) is computed
similarly as in Yoneda’s approach, besides the fact that the condition saying that
t can be fired earlier than any other t′ ∈ en(m) is not added to I ′ (see [90] and
[48] for a detailed description and comparison). As a result, the solutions of I do
not necessarily determine a feasible clock assignment as it was in [90]. However,
there is a run of the net corresponding to each path in the graph. Applying an
equivalence of classes ensures finiteness of the model, but, unlike the case of [90],
it is not of a form of a tree. This is useful for partial order reductions.

The Reachability Graph of [22]. A completely different approach to state
classes, aimed at computing reachability graphs of (general) time Petri nets, was
proposed in [22]. It is based on a notion of firing points of transitions (defined as
the instant when a given transition fires). The class produced by the (n− 1)-th
firing point (the points are numbered along sequences of transitions fired from
m0) is a triple (m,TS, TE), where m is a marking, TS : IN → en(m) gives the
enabling order of transitions (the transitions of TS(0) become enabled before
those of TS(1) etc.), whereas TE : IN× IN→ Q+ ∪ {∞} is a function which for
a given pair i, j returns the minimal or the maximal time elapsed between the
i-th and the j-th firing point at the point n− 1. The resulting graph is finite iff
the net is bounded.

5.2 Detailed Region Graph Approach

Next, we define abstract models for timed automata, which can be used for
enumerative and symbolic verification. We start with a detailed region graph
16 Firing transitions in different orders can lead to the same state.
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approach. The main reason for introducing this approach is that our SAT-related
methods (see Section 6) are based on a propositional encoding of detailed regions.

Given a timed automaton A and a TCTL formula ϕ. Let CA ⊆ CX be a
non-empty set containing all the clock constrains occurring in any enabling con-
dition or in a state invariant of A. Moreover, let cmax(ϕ) be the largest constant
appearing in CA and in any time interval in ϕ17. For δ ∈ IR, frac(δ) denotes the
fractional part of δ, and �δ� denotes its integral part.

Definition 6 (Equivalence of clock valuations). For two clock valuations
v, v′ ∈ IRnX , v �CA,ϕ v′ iff for all x, x′ ∈ X the following conditions are met:

1. v(x) > cmax(ϕ) iff v′(x) > cmax(ϕ),
2. if v(x) ≤ cmax(ϕ) and v(x′) ≤ cmax(ϕ) then

a.) �v(x)� = �v′(x)�,
b.) frac(v(x)) = 0 iff frac(v′(x)) = 0, and
c.) frac(v(x)) ≤ frac(v(x′)) iff frac(v′(x)) ≤ frac(v′(x′)).

Lemma 1 (Preserving TCTL, [3]).
Let A = (A,L, l0, E,X , I) be a timed automaton, VA be a valuation function for
A, and Mc(A) be the concrete model of A. Moreover, let l ∈ L, and v, v′ ∈ IRnX

with v �CA,ϕ v′. Then, we have Mc(A), (l, v) |= ϕ iff Mc(A), (l, v′) |= ϕ.

The equivalence classes of the relation �CA,ϕ are called detailed zones. The set
of all the detailed zones is denoted by DZ(nX ). A detailed region is a pair (l, Z),
where l ∈ L and Z ∈ DZ(nX ).

The action and time successor relation in the set of the detailed regions
can be defined via representatives (see [3, 63]), which gives us a finite abstract
model, called the detailed region graph (DRG) preserving TCTL. In Section 6.2,
we show how to encode detailed regions together with the transition relation in
a symbolic way to accomplish bounded model checking.

5.3 Partition Refinement for TA

Partition refinement (minimization) is an algorithmic method of constructing
abstract models for timed automata on-the-fly, i.e., without building concrete
models first. Typically, the algorithm starts from an initial partition Π0 of the
state space Q of A (i.e., a set of disjoint classes the union of which equals Q),
which respects (at least) the propositions of interest. The partition is then suc-
cessively refined until it (or its reachable part, depending on the algorithm)
becomes stable, i.e., satisfies the conditions required on the model to be gener-
ated. Let M = (G, V ) with G = (W,w0,→) be a model generated by the above
algorithm, where the elements of W are (reachable) classes of the stable parti-
tion Π , w0 is the class containing the state q0 of A, and the successor relation
is induced by that on Π . The classes of partitions are usually represented by re-
gions, defined as follows. Given a timed automaton A, let l ∈ L and Z ∈ Z(nX ).

17 Obviously, ∞ is not considered as a constant.
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A region R ⊆ L× IRnX is a set of concrete states R = {(l, v) | v ∈ Z}, denoted
by (l, Z). For regions R = (l, Z) and R′ = (l, Z ′), we define their difference
R \ R′ = {(l, Z ′′) | Z ′′ ∈ Z \ Z ′}. This operation potentially returns a set of
regions, and is of exponential complexity in the number of clocks, which can
cause some inefficiency of partition refinement algorithms.

Bisimulating Models. Three main minimization algorithms were introduced
in [20, 59, 47]. They are aimed at generating bisimulating models, i.e., models
whose classes satisfy the condition AE. The set of labels B usually corresponds
to the set of actions of the automaton augmented with one additional label τ
which denotes passing some time18.

An adaptation of the method of [47] to the case of timed automata was
presented in [87]. The algorithm starts from an initial partitionΠ0 which respects
the invariants and enabling conditions of A (i.e., for each Y ∈ Π , each e =

l′
a,cc,X−→ l′′ ∈ E and each l ∈ L we have Y ∩[[I(l)]], Y ∩[[cc]] ∈ {Y, ∅}), and stabilizes

only the reachable classes. To ensure this, each reachable class is marked by a
representative that is guaranteed to be a reachable state of A (initially, only the
initial class is marked by q0). If there exists a transition from a representative
of the reachable class Y1 to a state in a class Y2, then Y2 becomes reachable,
and is marked by one of its known reachable states. If Y1 is not stable, then it
is partitioned into a class Y ′

1 (easily computed using the inverse images of the
successors), which contains a representative rY1 and all the concrete states of
Y1 which have their successors in the same classes as rY1 , and Y1 \ Y ′

1 (which
possibly is a set of classes). The concrete states known as reachable in Y1 \ Y ′

1

(if exist) are chosen as the representatives of (parts of) Y1 \ Y ′
1 . Partitioning of

Y1 can make its predecessors unstable. The paper proposes also a solution to
the problem of computing differences of regions. It is based on using a forest
structure, consisting of trees corresponding to the locations of A, which keep the
history of partitionings.

The algorithm of [20] was applied to timed automata in many papers, and
served to building bisimulating models for various time-abstracted (ta-) bisim-
ulation relations. These are strong ta-bisimulation abstracting away the exact
amount of time passed between two states, and delay and observational ta-
bisimulations, which additionally consider as equivalent the states obtained by
executing an action a and these obtained by passing some time and then ex-
ecuting a, or, respectively, passing some time, executing a, and then passing
some time again (see [79] for details). Its generic pseudo-code is presented in
Fig. 3. The algorithm starts from an initial class containing the state q0, and
then successively searches and refines reachable classes. A class Y1 ∈ Π which
is unstable w.r.t. its successor Y2 is split into Y ′

1 which contains all the concrete
states which have successors in Y2, and Y1 \ Y ′

1 (this can possibly be a set of
regions). Partitioning of a class can result in unstability of its predecessors.

In [5], the algorithm of Fig. 3 was applied to generating abstract models for
delay ta-bisimulation. The work [4] describes its implementation for the case of

18 The actions of A can be taken as labels only, if a discrete model is to be built.
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1. Π := Π0; reachable := {initial class}; stable := ∅;
2. while (∃X ∈ reachable \ stable) do
3. CX := Split(X, Π);
4. if (CX = {X}) then
5. stable := stable ∪ {X};
6. reachable := reachable ∪ the successors of X in Π ;
7. else
8. YX := {Y ∈ Π | Y has been split };
9. reachable := reachable \ YX ∪ {Y ∈ CX | initial state ∈ Y };
10. stable := stable \ the predecessors of elements of YX in Π ;
11. Π := (Π \ YX) ∪ CX ;
12. end if;
13. end do;

Fig. 3. A generic minimization algorithm

strong time-abstracted bisimulation. A solution to the problem of computing dif-
ferences of classes while generating a strong time-abstracted bisimulating model
was presented in [79]. Similarly to that of [87], it consists in starting from an
initial partition of the state space respecting the invariants and enabling con-
ditions of A. An unstable class Y is refined simultaneously w.r.t. all its time-,
or action a-successors (on a given action a). Since their inverse images form a
partition of Y , differences do not need to be computed.

The algorithm of Fig. 3 was modified to build other kinds of abstract mod-
els, preserving more restricted classes of properties. The solutions differ in the
definitions of the partition of Q, the stability condition and the function Split
used to refine unstable classes. Below, we sketch the main of them.

Simulating Models. The paper [32] shows a technique of building simulating
models, preserving ACTL∗ properties. Comparing with bisimulating models, the
condition on the successor relation between classes is relaxed, i.e., for each two
reachable classes the condition U needs to be satisfied. The algorithm operates
on a cor-partition Π ⊆ 2Q×2Q, consisting of pairs (Y, Y cor) whose first elements
form a partition of Q. Unstability of a class w.r.t. its successor can result in split-
ting one or both the classes, or modifying their cors. The problem of computing
differences for these models (for any ta-simulation) has not been solved so far.

Pseudo-bisimulating Models. The paper [65] introduces pseudo-bisimulating
models, preserving reachability properties. The main idea behind the definition
consists in relaxing the condition on the transition relation on bisimulating mod-
els, formulated for all the predecessors of each abstract state, such that it applies
only to one of them, reachable from the beginning state in the minimal number
of steps. In this case, the algorithm deals with a d-partition Π ⊆ 2Q×(IN∪{∞}),
which is a set of pairs (Y, dpt(Y )), whose first elements build a partition of Q.
Unstability of a class w.r.t. its successor (Y, dpt(Y )) results in refining a prede-
cessor of (Y, dpt(Y )) which is assumed to be reachable in the minimal number
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of steps. The models are usually built for the strong ta-bisimulation, using the
method of avoiding computing differences given in [79].

Pseudo-simulating Models. Both the solutions for simulating and pseudo-
bisimulating models were combined, resulting in a definition of reachability-
preserving pseudo-simulating models [66].

Other Minimization Techniques. Besides of the methods based on the min-
imization algorithms presented above, some other solutions exist. The paper [76]
describes a partition refinement technique, operating on a product of the speci-
fications of a system and a property, and exploiting splitting histories, whereas
[44] presents a method of building reachability-preserving abstract models, ex-
ploiting (timed and untimed) histories of concrete states.

5.4 Forward-Reachability Graphs for TA

Verification based on reachability analysis is usually performed on an abstract
model known as simulation graph or forward-reachability graph. The nodes of
this graph can be defined as (not necessarily convex) sets of detailed regions [21]
or as regions [30, 46, 88]. Usually, the latter approach is used, which follows from
a convenient representation of zones by Difference Bound Matrices [34]. In this
case, the simulation graph can be defined as the smallest graph G = (W,w0,→)
such that

– w0 = (l0, Z0) with Z0 = v0↗ ∩ [[I(l0)]];
– for any a ∈ A such that e : l

a,cc,X−→ l′ ∈ E, and any w = (l, Z) ∈ W ,
if Succa((l, Z)) �= ∅, then w′ = Succa((l, Z)) ∈ W and w

a→ w′, for
Succa((l, Z)) = (l′, ((Z ∩ [[cc]])[X := 0])↗ ∩ [[I(l′)]]).

The graph is usually generated using a forward-reachability algorithm which,
starting from w0, successively computes all the successors Succa(w) for all
w ∈ W generated in earlier steps. The process can be terminated if a state
satisfying a given property is reached before the whole graph is built. This is
called on-the-fly reachability analysis. The simulation graph of [21] is finite, since
the number of detailed regions is so. However, when generated in the above-
presented manner, finiteness of the graph needs to be ensured. This is done by
applying an extrapolation abstraction whose general idea is based on the fact
that for any constraint of A involving a clock x, the exact value of v(x) is in-
significant if greater than the maximal value this clock is compared with (see
[13, 30] for details). Other abstractions, enabling to reduce the size of the graph
still enabling reachability checking, were presented in [30, 46, 88]. There are also
many solutions aimed at reducing the memory usage while generating models
[12, 30, 46].

5.5 On-the-Fly Verification for TA

When the methods described above are used for verifying temporal properties,
they require, in principle, to build a model first, and then to check a formula
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over this model. This can obviously make verification infeasible, especially when
the size of the model is prohibitive. Therefore, there are approaches which offer
on-the-fly solutions, i.e., a formula is checked over a model while its construction.
Bouajjanni et al [21] define an algorithm, which starts with building a simulation
graph for a TA. Then, cycles of this graph are refined. This process is guided by
a formula. If a stable cycle is found, then this means that the formula holds and
at that point the verification ends.

Another solution has been suggested by Dickhofer and Wilke [33] and Hen-
zinger et al. [45]. The idea follows the standard approach to automata-theoretic
model checking for CTL. So, first an automaton accepting all the models for a
TCTL formula is built and the product of this automaton with the automaton
corresponding to the detailed region graph is constructed while its non-emptiness
is checked [33]. The method of [45] is slightly different as the product is con-
structed without building the automaton for a formula first.

6 Symbolic Data Structures and Verification

To store and operate on abstract models usually Difference Bound Matrices [34]
are used for state classes of TPN’s [35] or regions of TA [34]. To our knowledge,
there are very few approaches to BDD- or SAT-based verification of TPN’s [19],
which mainly consist in describing the state space of a net in a way which enables
to use an existing symbolic tool. However, such approaches to verification of
untimed Petri nets are known [26, 29, 52, 53, 60, 62, 77], but a discussion of them
goes beyond the scope of this paper. Therefore, in what follows we consider
symbolic data structures used for verification of TA. To this aim we list BDD-
based methods and focus on the most recent SAT-related techniques for TA.

6.1 BDD- and SAT-Based Methods for TA – Overview

BDD-Based Methods. A standard symbolic approach to representation of
state spaces and model checking of untimed systems is based on Binary Deci-
sion Diagrams (BDD’s) [24]. A similar approach is to apply BDD’s for encoding
discretizations of TA using the so-called Numeric Decision Diagrams [9]. Dis-
cretizations of TA can be also implemented using propositional formulas (see
Section 6.2).

Another approach follows the solution suggested by Henzinger et al. [40],
where the characteristic function of a set of states is a formula in separation
logic (SL)19. SL formulas can be represented using Difference Decision Diagrams
(DDD’s) [54, 55]. A DDD is a data structure using separation predicates with the
ordering of predicates induced by the ordering of the clocks. A similar approach
is taken in [73], where a translation from quantified SL to quantified boolean
logic [78] is exploited.

One can use also Clock Difference Diagrams (CDD’s) to symbolically repre-
sent unions of regions [11]. Each node of a CDD is labelled with the difference
19 SL extends the propositional logic by clock constraints.



Specification and Model Checking of Temporal Properties 59

of clock variables, whereas the outgoing edges with intervals bounding this dif-
ference. Alternatively, model checkers are based on data structures called Clock
Restriction Diagrams (CRD) [85]. CRD is like CDD except for the fact that for
each node the outgoing edges are labelled with an upper bound rather than with
the interval of the corresponding difference of clock variables.

Another recent symbolic approach has been motivated by a dramatic increase
in efficiency of SAT-solvers, i.e., algorithms solving the satisfiability problem for
propositional formulas [93].

SAT-Based Methods. The main idea of SAT-based methods consists in trans-
lating the model checking problem for a temporal logic to the problem of satisfi-
ability of a formula in propositional or separation logic. This formula is typically
obtained by combining an encoding of the model and of the temporal property.
In principle, there are two different approaches. In the first one, a model check-
ing problem for TCTL (or reachability properties) is translated to a formula in
separation logic [10, 57, 75] or quantified separation logic [73] and then either
solved by MathSAT20 or translated further to propositional logic and solved by
SAT-solver. The second approach exploits a translation of the model checking
problem from TCTL to CTL and then further to a propositional formula [63].

On the other hand, the approaches to SAT-based symbolic verification can be
viewed as unbounded (UMC) or bounded (BMC). UMC [73] is for unrestricted
TCTL (or timed μ-calculus) on the whole model, whereas BMC [57, 63] applies to
an existential fragment of TCTL (i.e., TECTL) on a part of the model. However,
it is possible to use the bounded approach for verifying universal properties as
well, which is shown for unreachability properties in [92]. In what follows, we
focus on BMC for TECTL as well as for unreachability properties of TA.

6.2 BMC for Timed Automata

BMC consists in translating the model checking problem of an existential TCTL
formula (i.e., containing only existential quantifiers) to the problem of satisfia-
bility of a propositional formula. This translation is based on bounded semantics
satisfaction, which, instead of using possibly infinite paths, is limited to finite
prefixes only. Moreover, it is known that the translation of the existential path
quantifier can be restricted to finitely many computations [62].

In this section we describe how to apply BMC to TECTL. The main idea of
our method consists in translating the TECTL model checking problem to the
model checking problem for a branching time logic [3, 79] and then in applying
BMC for this logic [62].

We start with showing a discretization of TA and a translation from TCTL
to slightly modified CTL (called CTLy) on such discretized models. Then, we
present BMC for CTLy, and a BMC method of checking unreachability for TA.

20 MathSAT is a solver checking satisfiability of SL.
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Discretization of TA. We define a discretized model for a timed automaton,
which is based on the discretization of [92]. The idea behind this method is
to represent detailed zones of a timed automaton by one or more (but finitely
many) specially chosen representatives.

LetA = (A,L, l0, E,X , I) be a timed automaton with nX clocks, VA be a val-
uation function, and ϕ be a TCTL formula. As before, let Mc(A) = (Fc(A), Vc)
be the concrete model for A. We choose the discretization step Δ = 1/d, where
d is a fixed even number21 greater than 2nX . The discretized clock space is de-
fined as DnX , where D = {kΔ | 0 ≤ k ≤ 2cmax(ϕ) + 2}. This means that
the clocks cannot go beyond 2cmax(ϕ) + 2, which follows from the fact that
for evaluating the TCTL formula ϕ over diagonal-free timed automata we do
not need to distinguish between clock valuations above cmax(ϕ) + 1. Similarly,
the maximal values of time delays can be restricted to cmax(ϕ) + 1, since oth-
erwise they would make the values of clocks greater than cmax(ϕ) + 1. Thus,
the set of values that can change a valuation in a detailed zone, is defined as
E = {kΔ | 0 ≤ kΔ < cmax(ϕ) + 1}22. To make sure that the above two defini-
tions can be applied we will guarantee that before any time transition, the value
of every clock does not exceed cmax(ϕ) + 1.

Next, we define the set U of valuations that are used to ‘properly’ represent
detailed zones in the discretized model, i.e., we take a subset of the valuations
v of DnX that preserve time delays by insisting that either the values of all the
clocks in v are only even or only odd multiplications of Δ. To preserve action
successors we will later use ‘adjust’ transitions. The set U is defined as follows:

U={u ∈ DnX |(∀x∈X )(∃k∈IN)u(x)=2kΔ ∨ (∀x∈X )(∃k∈IN)u(x)=(2k+1)Δ}

Now, we are ready to define a discretized model for A, that is later used for
checking reachability and unreachability of a propositional formula p, which, as
we already mentioned, is expressed by the formula CTL ϕ = EFp interpreted
over runs with unrestricted time-successor steps. Note that in this case cmax(ϕ)
depends only on A.

Definition 7 (Discretized Model). The discretized model for A is a struc-
ture DM(A) = ((S, s0,→d), Vd) , where S = L×DnX , s0 = (l0, v0) is the initial
state, the labelled transition relation →d ⊆ S × (A ∪ E ∪ {ε})× S is defined as

1. (l, v) a→d (l′, v′) iff (l, v) a→ (l′, v′) in Fc(A), for a ∈ A, (action transition)

2. (l, v) δ→d (l, v′) iff (∀x ∈ X )(v(x) ≤ cmax(ϕ)+1), v′ = v+ δ and v′ ∈ [[I(l)]],
for δ ∈ E (time delay transition),

3. (l, v) ε→d (l, v′) iff v′ ∈ UnX , (∀x ∈ X )(v′(x) ≤ cmax(ϕ) + 1), and v �CA,ϕ v′

(adjust transition).

and the valuation function Vd : S → 2PV is given by Vd((l, v)) = VA(l).

21 A good choice for d is the minimal such a number, which equals to 2l for some l.
22 By E+ we denote E \ {0}.
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Notice that the transitions in DM(A) are labelled with actions of A, time delays
of E, or the epsilon label ε �∈ A ∪ E. The first two types of labels correspond
exactly to labels used in the concrete model. The adjust transitions are used
for moving within detailed zones to a valuation in UnX . The reason for defining
action and adjust transitions separately consists in increasing efficiency of the
implementation for checking reachability in timed automata.

However, for verification of more complex TCTL formulas ϕ we need to put
some restrictions on DM(A) by defining the restricted discretized (r-discretized)
model DMR(A) = ((S′, s0,→′

d), V
′
d), where S′ = L × UnX , V ′

d = Vd ∩ S′, and
the transition relation →′

d ⊆ S′ × (A ∪ {τ})× S′ is given as

1. (l, v) τ→
′
d (l, v′) iff (l, v) δ→d (l, v′) for some δ ∈ E+, and

if (l, v) δ′
→d (l, v′′) δ′′

→d (l, v′) with δ′, δ′′ ∈ E and (l, v′′) ∈ S, then v �CA,ϕ v′′

or v′ �CA,ϕ v′′, and
if v �CA,ϕ v′, then v �CA,ϕ v′ + δ′′ for each δ′′ ∈ E+ (time successor),

2. (l, v) a→′
d (l′, v′) iff (l, v) is not boundary23 and ((l, v) a→d;

ε→d (l′, v′) or
(l, v) τ→

′
d;

a→d;
ε→d (l′, v′)), for a ∈ A (action successor).

Intuitively, time successor corresponds to a move by time delay transition with
the smallest δ to another region (if not final), whereas action successor corre-
sponds to a move by action transition (adjusted by ε-transition to be in UnX ),
taken from non-boundary regions, possibly preceded by the time successor step.
Since our definition is based on the notion of the detailed region graph [3], it is
easy to notice that DMR(A) is its discretization, and as such, it can be used for
checking the TCTL formula ϕ.

Translation from TCTL to CTL. Rather than showing BMC directly for
TECTL over timed automata, which is quite a complex task, we first discuss a
translation from TCTL to a slightly modified CTL (CTLy) and then BMC for
ECTLy. In general, the model checking problem for TCTL can be translated
to the model checking problem for a fair version of CTL [3]. However, since we
have assumed that we deal with progressive timed automata only, we can define
a translation to the CTLy model checking problem [79].

The idea is as follows. Given a timed automaton A, a valuation function
VA, and a TCTL formula ϕ. First, we extend A with a new clock, action, and
transitions to obtain an automaton Aϕ. The aim of the new transitions is to
reset the new clock, which corresponds to all the timing intervals appearing in
ϕ. These transitions are used to start the runs over which subformulas of ϕ are
checked. Then, we construct the r-discretized model for Aϕ and augment its
valuation function. Finally, we translate the TECTL formula ϕ to an ECTLy

formula ψ = cr(ϕ) such that model checking of ϕ over the r-discretized model
of A can be reduced to model checking of ψ over the r-discretized model of Aϕ.

Formally, let X be the set of clocks of A, and {I1, . . . , Ir} be a set of the
non-trivial intervals appearing in ϕ. The automaton Aϕ extends A such that
23 A state (l, v) is boundary if for any δ ∈ E+, ¬(v �CA,ϕ v + δ)
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– the set of clocks X ′ = X ∪ {y},
– the set of actions A′ = A ∪ {ay},
– the transition relation E′ ⊆ L×A′ × CX ′ × 2X

′ × L is defined as follows

E′ = E ∪ {l ay,true,{y}−→ l | l ∈ L}.

Let DMR(Aϕ) = ((S, s0,→d), Vd) be the r-discretized model for Aϕ. Denote by
→A the part of →d, where transitions are labelled with elements of A∪{τ}, and
by →y the transitions that reset the clock y, i.e., labelled with ay.

Next, we extend the set of propositional variables PV to PV ′ and the valu-
ation function Vd to V . By ℘y∈Ii we denote a new proposition for every interval
Ii appearing in ϕ, and by PVϕ the set of the new propositions. The propo-
sition ℘y∈Ii is true at a state (l, v) of DMR(Aϕ) if v(y) ∈ Ii. Let Vϕ be a
function labelling each state of DMR(Aϕ) with the set of propositions from
PVϕ true at that state and labelling each boundary state with ℘b. Next, set
PV ′ = PV ∪ PVϕ ∪ {℘b} and define the valuation function V : S → 2PV ′

as
V = Vd ∪ Vϕ.

In order to translate a TCTL formula ϕ to the corresponding CTL formula
ψ we need to modify the language of CTL to CTLy by reinterpreting the next-
time operator, denoted now by Xy. This language is interpreted over r-discretized
models for Aϕ, defined above, where we assume that r is the number of non-
trivial intervals appearing in ϕ. The modality Xy is interpreted only over the new
transitions that reset the new clock y, whereas the other operators are interpreted
over all the transitions except for the new ones. Formally, for ℘ ∈ PV ′, the set
of CTLy formulas is defined inductively as follows:

α := ℘ | ¬℘ | α ∧ α | α ∨ α | Xyα | E(αUα) | E(αRα) | A(αRα) | A(αUα).

A path in DMR(Aϕ) is a maximal sequence π = (s0, s1, . . .) of states such that
si →A si+1 for each i ∈ IN. The relation |= is defined like in Section 4.1 for all
the CTLy formulas, except for Xy, which is given as follows: (l, v) |= Xyα iff
(l, v[{y} := 0)] |= α. Next, the TCTL formula ϕ is translated inductively to the
CTLy formula cr(ϕ) as follows:

– cr(℘) = ℘ for ℘ ∈ PV ′,
– cr(¬℘) = ¬cr(℘),
– cr(α ∨ β) = cr(α) ∨ cr(β),
– cr(α ∧ β) = cr(α) ∧ cr(β),
– cr(O(αUIiβ)) = Xy

(
O(cr(α)U(cr(β) ∧ ℘y∈Ii ∧ (℘b ∨ cr(α))))

)
,

– cr(O(αRIiβ)) = Xy

(
O(cr(α)R(¬℘y∈Ii ∨ (cr(β) ∧ (℘b ∨ cr(α)))))

)
,

for O ∈ {E,A}.

It is easy to show that the validity of the TCTL formula ϕ over the concrete
model of A is equivalent to the validity of the corresponding CTLy formula cr(ϕ)
over the r-discretized model of Aϕ with the extended valuation function [3].

Next, we show a BMC method for ECTLy over r-discretized models for TA.
Since we have defined a translation from TCTL to CTLy, we obtain a BMC
method for TECTL.
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BMC for ECTLy. In this section we present a SAT-based approach to ECTLy

model checking over r-discretized models for timed automata, to which we re-
fer as to models from now on. We start with giving a bounded semantics for
ECTLy in order to define the bounded model checking problem and to translate
it subsequently into a satisfiability problem [62].

Let ϕ be a TECTL formula, ψ = cr(ϕ), and M = ((S, s0,→d), V ) be a
r-discretized model for Aϕ with the extended valuation function.

We start with some auxiliary definitions. For k ∈ IN+ a k-path in M is finite
sequence of k + 1 states π = (s0, s1, . . . , sk) such that (si, si+1) ∈→A for each
0 ≤ i ≤ k. For a k-path π = (s0, s1, . . . , sk), let π(i) = si for each i ≤ k. By
Πk(s) we denote the set of all the k-paths starting at s. This is a convenient
way of representing a k-bounded subtree rooted at s of the tree resulting from
unwinding the model M from s.

Definition 8 (k-model). A k-model for M is a structure Mk = ((S, s0, Pk), V ),
where Pk is the set of all the k-paths of M , i.e., Pk =

⋃
s∈S Πk(s).

Define a function loop : Pk → 2IN as: loop(π)= {l | 0 ≤ l ≤ k ∧ π(k) →A π(l)}.
Satisfaction of the temporal operator R on a k-path π in the bounded case can
depend on whether or not π represents a path24, i.e., loop(π) �= ∅,

The main reason for reformulating the semantics of the modalities in the
following definition in terms of elements of k-paths rather than elements of S or
Π is to restrict the semantics to a part of the model.

Definition 9 (k-bounded semantics for ECTLy). Let Mk be a k-model and
α, β be ECTLy subformulas of ψ. Mk, s |= α denotes that α is true at the state
s of Mk. Mk is omitted if it is clear from the context. The relation |= is defined
inductively as follows:

s |= ℘ iff ℘ ∈ V (s)
s |= ¬℘ iff ℘ �∈ V (s),
s |= α ∧ β iff s |= α and s |= β,
s |= α ∨ β iff s |= α or s |= β,

s |= Xyα iff ∃s′ ∈ S
(
s →y s′ and s′ |= α

)
,

s |= E(αUβ) iff ∃π ∈ Πk(s)
(
∃0≤j≤k

(
π(j) |= β and ∀0≤i<j π(i) |= α

))
,

s |= E(αRβ) iff ∃π ∈ Πk(s)
((

∃0≤j≤k

(
π(j) |= α and ∀0≤i<j π(i) |= β

))
or(

∀0≤j≤k π(j) |= β and loop(π) �= ∅
))

.

Next, we describe how the model checking problem (M |= ψ) can be reduced to
the bounded model checking problem (Mk |= ψ). In this setting we can prove that
in some circumstances satisfiability in the |M |-bounded semantics is equivalent
to the unbounded one.

Theorem 1. Let M = ((S, s0,→d), V ) be a model, ψ be an ECTLy formula and
k = |M |. Then, M, s0 |= ψ iff Mk, s

0 |= ψ.

24 Note that a path is infinite by definition.
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The rationale behind the method is that for particular examples checking satis-
fiability of a formula can be done on a small fragment of the model.

Next, we show how to translate the model checking problem for ECTLy

on a k-model to a problem of satisfiability of some propositional formula. Our
method is based on [62], but we use the operator ER rather than less expressive
EG. Proofs of correctness of our approach are extensions of the corresponding
proofs in [62]. We assume the following definition of a submodel.

Definition 10. Let Mk = ((S, s0, Pk), V ) be a k-model of M . A structure M ′
k =

((S′, s0, P ′
k), V ′) is a submodel of Mk if P ′

k ⊆ Pk, S′ = States(P ′
k), and V ′ =

V |S′ , where States(P ′
k) = {s ∈ S | (∃π ∈ P ′

k)(∃i ≤ k) π(i) = s}.

The bounded semantics of ECTLy over submodels M ′
k is defined as for Mk (see

Def. 9). Our present aim is to give a bound for the number of k-paths in M ′
k

such that the validity of ψ in Mk is equivalent to the validity of ψ in M ′
k. Let

FECTLy be a set of the formulas of ECTLy.

Definition 11. Define a function fk : FECTLy → IN as follows:

– fk(℘) = fk(¬℘) = 0, where ℘ ∈ PV ,
– fk(α ∨ β) = max{fk(α), fk(β)},
– fk(α ∧ β) = fk(α) + fk(β),
– fk(Xyα) = fk(α),
– fk(E(αUβ)) = k · fk(α) + fk(β) + 1,
– fk(E(αRβ)) = k · fk(β) + fk(α) + 1.

The function fk determines the number of k-paths of a submodel M ′
k sufficient

for checking an ECTLy formula.
The main idea is that we can check ψ over Mk by checking the satisfiability

of a propositional formula [M,ψ]k = [Mψ,s0
]k ∧ [ψ]Mk

, where the first conjunct
represents (part of) the model under consideration and the second a number of
constraints that must be satisfied on Mk for ψ to be satisfied.

Once this translation is defined, checking satisfiability of an ECTLy formula
can be done by means of a SAT-checker. Although from a theoretical point of
view the complexity of this operation is no easier, in practice the efficiency of
modern SAT-checkers makes the process worthwhile in many instances.

We now give details of this translation. We begin with the encoding of the
transitions in the model under consideration. Since the set of states S of our
model is finite, every element of S can be encoded as a bit vector of a length
depending on the number of locations in L, the size of the set D and cmax(ϕ).
We do not give details of this encoding here. The interested reader is referred to
[63, 92]. Each state s can be represented by a vector w = (w[1], . . . , w[l]) (called
a global state variable), where each w[i] for i = 1, . . . , l is a propositional vari-
able (called state variable). Notice that we distinguish between states s encoded
as sequences of 0’s and 1’s and their representations in terms of propositional
variables w[i]. A finite sequence (w0, . . . , wk) of global state variables is called a
symbolic k-path.
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In general we shall need to consider not just one but a number of symbolic
k-paths. This number depends on the formula ψ under investigation, and it is
returned as the value fk(ψ) of the function fk.

To construct [M,ψ]k, we first define a propositional formula [Mψ,s0
]k that

constrains the fk(ψ) symbolic k-paths to be valid k-paths of Mk. The j-th sym-
bolic k-path is denoted as w0,j , . . . , wk,j , where wi,j are global state variables
for 1 ≤ j ≤ fk(ψ), 0 ≤ i ≤ k. Let PVs be a set of state variables, FORM be a
set of propositional formulas over PVs, and let lit : {0, 1} × PVs → FORM be
a function defined as follows: lit(0, ℘) = ¬℘ and lit(1, ℘) = ℘. Furthermore, let
w, v be global state variables. We define the following propositional formulas:

– Is(w) :=
∧l

i=1 lit(s[i], w[i]) (encodes the state s of the model M , i.e., s[i] = 1
is encoded by w[i], and s[i] = 0 is encoded by ¬w[i]).

– ℘(w) is a formula over w, which is true for a valuation sw of w iff ℘ ∈ V (sw),
where ℘ ∈ PV ′ (see page 62),

– H(w, v) :=
∧l

i=1 w[i] ⇔ v[i] (equality of the two state encodings),
– R(w, v) is a formula over w, v, which is true for two valuations sw of w and
sv of v iff sw →A sv (encodes the transition relation of the paths),

– Ry(w, v) is a formula over w, v, which is true for two valuations sw of w and
sv of v iff sw →y sv (encodes the transitions resetting the clock y),

– Lk,j(l) := R(wk,j , wl,j), (encodes a backward loop from the k-th state to the
l-th state in the symbolic k-path j, for 0 ≤ l ≤ k).

The translation of [Mψ,s0
]k, representing the transitions in the k-model is given

by the following definition.

Definition 12 (Encoding of Transition Relation). Let Mk = ((S, s0, Pk),V )
be the k-model of M , and ψ be an ECTLy formula. The propositional formula
[Mψ,s0

]k is defined as follows:

[Mψ,s0
]k := Is0(w0,0) ∧

fk(ψ)∧
j=1

k−1∧
i=0

R(wi,j , wi+1,j)

where w0,0, and wi,j for 0 ≤ i ≤ k and 1 ≤ j ≤ fk(ψ) are global state variables.
[Mψ,s0

]k constrains the fk(ψ) symbolic k-paths to be valid k-paths in Mk.

The next step of our algorithm is to translate an ECTLy formula ψ into a
propositional formula. We use [α][m,n]

k to denote the translation of an ECTLy

subformula α of ψ at wm,n to a propositional formula, where wm,n are global
state variables with 0 ≤ m ≤ k for 1 ≤ n ≤ fk(ψ) (which correspond to fk(ψ)
symbolic paths), and with m = 0 for fk(ψ)+1 ≤ n ≤ fk(ψ)+r (which correspond
to r global state variables25 for representing states, where the clock y is reset).
Note that the index n denotes the number of a symbolic path, whereas the index
m the position at that path.

25 Recall that r is the number of non-trivial intervals in ϕ, where ψ = cr(ϕ).
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[℘]
[m,n]
k := ℘(wm,n),

[¬℘]
[m,n]
k := ¬℘(wm,n),

[α ∧ β]
[m,n]
k := [α]

[m,n]
k ∧ [β]

[m,n]
k ,

[α ∨ β]
[m,n]
k := [α]

[m,n]
k ∨ [β]

[m,n]
k ,

[Xyα]
[m,n]
k :=

∨
1≤j≤r

(
Ry(wm,n, w0,fk(ψ)+j) ∧ [α]

[0,fk(ψ)+j]
k

)
,

[E(αUβ)]
[m,n]
k :=

∨
1≤i≤fk(ψ)

(
H(wm,n, w0,i) ∧

∨k
j=0

(
[β]

[j,i]
k ∧

∧j−1
l=0 [α]

[l,i]
k

))
,

[E(αRβ)]
[m,n]
k :=

∨
1≤i≤fk(ψ)

(
H(wm,n, w0,i) ∧

(∨k
j=0

(
[α]

[j,i]
k ∧

∧j−1
l=0 [β]

[l,i]
k

)
∨∧k

j=0 [β]
[j,i]
k ∧

∨k
l=0 Lk,i(l)

))
.

Given the translations above, we can now check ψ over Mk by checking satis-
fiability of the propositional formula [Mψ,s0

]k∧[ψ][0,0]
k . The translation presented

above can be shown to be correct and complete.

Theorem 2. Let M be a model, Mk be a k-model of M , and ψ be an ECTLy

formula. Then, M |=k ψ iff [ψ]Mk
∧ [Mψ,s0

]k is satisfiable.

We have all ingredients in place to give the algorithm for BMC of TECTL.

Definition 13. BMC algorithm for TECTL:

1. Let ϕ be a TECTL formula and A be a timed automaton.
2. Let M = ((S, s0,→d), V ) be the r-discretized model with the extended valua-

tion function for Aϕ.
3. Let ψ = cr(ϕ) be the ECTLy formula.
4. Set k := 1.
5. Select the k-model Mk.
6. Select the submodels M ′

k of Mk with |P ′
k| ≤ fk(ψ).

7. Encode the transition relation of all M ′
k by a propositional formula [Mψ,s0

]k.
8. Translate ψ over all M ′

k into a propositional formula [ψ]Mk
.

9. Check the satisfiability of [M,ψ]k := [Mψ,s0
]k ∧ [ψ]Mk

.
10. If [M,ψ]k is satisfiable, then return Mc(A) |= ϕ.
11. Set k := k + 1.
12. If k = |M |+ 1, then return Mc(A) �|= ϕ else go to 5.

Checking Reachability with BMC. Reachability of a propositional formula
p in a timed automaton A can be specified by the ECTL formula EFp. So, in
principle, reachability can be verified using the above approach over DMR(A)
slightly modified to incorporate zero time successor steps. It turns out, however,
that a slight change in the technique can dramatically influence efficiency of the
method in this case.

First of all, we consider k-paths over DM(A), rather than over DMR(A),
which means that action and adjust transitions are not combined, and the delay
transition relation is transitive. Secondly, we use the notion of a special k-path,
which satisfies the following conditions.
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– It begins with the initial state.
– The first transition is a time delay one.
– Each time delay transition is directly followed by an action one.
– Each action transition is directly followed by an adjust one.
– Each adjust transition is directly followed by a time delay one.
– The above three rules do not apply only to the last transition of a special
k-path.

Obviously, it is sufficient to use only one symbolic path to encode all the special
k-paths. Thus, the reachability problem is translated to conjunction of the en-
coding of the symbolic path and the encoding of the propositional property p at
the last state of that path. If this conjunction is satisfiable, then p is reachable.
In Section 8 we discuss experimental results obtained using this method.

Checking Unreachability with BMC. Unreachability of a propositional for-
mula p in a timed automaton A means that the ACTL formula AG¬p holds in
A. Again, for verification, we could check the ECTL formula EFp over a slightly
modified DMR(A), but, in this case, we have to prove that this formula does
not hold in the model. This is, obviously, one of the major problems with BMC,
as in the worst case the algorithm needs to reach the upper bound for k, i.e.,
the size of the model.

There is, however, another approach to checking unreachability, which in
many cases (the method is not complete) gives striking results. The idea is to
use a SAT-solver to find a minimal (possible) k such that if ¬p holds at all the
k-paths, then it means that p is unreachable. The method described below finds
such a k, if each path at which p holds only at the final state is finite. To this
aim, a free special k-path is defined. It satisfies all the conditions on a special
k-path except for the first one, i.e., it does not need to start at the initial state.

In addition we require that for a special k-path the following conditions hold:

– p holds only at the last state if the last transition is an action one,
– p holds only at the last two states if the last transition is an adjust one,
– p holds only at the last three states if the last transition is a time delay one.

Notice that if p holds in our model, then it holds at a path of length restricted
by the length of a longest special k-path.

So, using one symbolic k-path, we encode all the free special k-paths in order
to find the length of a longest one satisfying the above three conditions. If the
above encoding is unsatisfiable for some k = k0, then it means that we have
found a longest free path. It is known that we can look for such a k by running
the algorithm for the values of k satisfying k mod 3 = 2 only. Then, when
we find k0 for which the encoding is unsatisfiable, we can run the check for
reachability of p up to k = k0−3. If the reachability algorithm does not find the
formula satisfiable for such a k, then it means that p is indeed unreachable.

Unfortunately, the above method is not complete, it fails when there are
loops in the unreachable part of the state space involving states satisfying ¬p,
from which a state satisfying p is reachable.
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A solution to make the method complete by encoding that a free special
path is loop-free i.e., no state repeats at the path, turns out to be ineffective in
practice [92]. In Section 8 we discuss experimental results obtained using this
method.

7 Existing Tools

Tools for TPN’s. Some of the existing tools for Petri nets with time are listed
below:

– Tina [16] - a toolbox for analysis of (time) Petri nets. It constructs state class
graphs [14, 15] and performs LTL or reachability verification. In addition,
Tina builds atomic state class graphs [17] to be used for verification of CTL
formulas.

– Romeo [70] - a tool for time Petri nets analysis, which provides several
methods for translating TPN’s to TA [25, 49] and computation of state class
graphs [35].

– INA (Integrated Net Analyser) - a Petri net analysis tool, supporting place/
transition nets and coloured Petri nets with time and priorities. Among
others, INA provides verification by analysis of paths for TPN’s [67].

– CPN Tools [69] (a replacement for Design/CPN) - a software package
for modelling and analysis of both timed and untimed Coloured Petri Nets,
enabling their simulation, generating occurrence (reachability) graph, and
analysis by place invariants.

Tools for TA. There are many tools using the approaches considered in this
paper. Below, we list some of them and give pointers to the literature, where
more detailed descriptions can be found.

– Cospan - a tool for verifying the behaviour of designs written in the industry
standard design languages VHDL and Verilog. It implements an automata-
based approach to model checking including an on-the-fly enumerative search
(using zones in the timed case), as well as symbolic search using BDDs. A
detailed description of timed verification can be found in [8].

– Kronos [91] is a tool which performs verification of TCTL using forward
or backward analysis, and behavioural analysis, which consists in building
the smallest finite quotient of a timed model (using minimization), and then
checking whether the minimal model of the system simulates that of the
specification. DBM’s are used for representing zones.

– UppAal2k (a successor of UppAal) - a tool for modelling, simulation and
verification of timed systems, appropriate for systems which can be described
by a collection of non-deterministic processes with finite control structure
and real-valued clocks, communicating through channels or shared variables.
Forward reachability analysis, deadlock detection and verification of prop-
erties expressible in a subset of TCTL are available. Many optimizations
are implemented, e.g. application of Clock Difference Diagrams (CDD’s) to
represent unions of regions [11].
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– Red is a fully symbolic model checker based on data structures called Clock
Restriction Diagrams (CRD) [85]. It supports TCTL model checking and
backward reachability analysis.

– HyTech [39] - an automatic tool for the analysis of embedded systems.
Real-time requirements are specified in the logic TCTL and its modification
- ICTL (Integrator Computation Tree Logic), used to specify safety, liveness,
time-bounded and duration requirements of hybrid automata. Verification
is performed by a successive approximation of the set of states satisfying
the formula to be checked, by iterating boolean operations and weakest-
precondition operations on regions (see [7]).

– Rabbit [18] - a tool for BDD-based verification of real-time systems, devel-
oped for an extension of TA, called Cottbus Timed Automata, and providing
reachability analysis.

– VerICS [31] - implements partition refinement algorithms and SAT-based
BMC for verifying TCTL and reachability for timed automata and Estelle
programs.

8 Experimental Results for Verifying TPN’s and TA

In this section we compare experimental results for the four TPN’s of Figure 1,
and for the TA of Figure 2 modelling Fischer’s mutual exclusion algorithm.

In the first table (Fig. 4) we give the sizes of several abstract models for all the
nets, obtained using either state classes approaches (Yoneda’s implementation,
Tina), or minimization algorithms (VerICS, Kronos) applied to translations26 to
timed automata as well as directly to the TA of Figure 2. The experiments were
performed on a PC (Intel Pentium III 640MHz), with the assumed limit on the
execution time (30 min) and memory required (128 MB RAM + 128 MB of
swap space under Linux). For the Fischer’s protocol, we give the sizes of models
for 3 processes as well as for the maximal number of processes a model could
be generated for. The abbreviation nsp means that the tool does not support
verification of time Petri nets, where Lft of a transition is equal to ∞.

The models generated can be divided into three groups, the first of which
contains the structures to be used for reachability checking: (strong) state class
graphs (SCG and SSCG, resp.), geometric region graphs, forward-reachability
graphs obtained using inclusion [30] and extrapolation abstractions (forw -ax -
ai), and pseudo-simulating models generated for the semantics which collects to-
gether time- and transition steps (ps- discrete). The next group includes various
kinds of bisimulating models built for the above semantics: (strong) atomic state
class graphs (SASCG and atomic, resp.), and models denoted by bis. discrete.
In a separate class are bisimulating models for the dense semantics considered
in this paper (i.e., bis. dense).

Notice that the sizes of models for the nets 5a, 5b, and 5c are comparable for
different approaches and there is no tool (approach), which would outperform
the other ones w.r.t. the sizes of all the types of models. For MUTEX of 3
26 Processes-as-clocks translations of [64] are used.
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Net 5a Net 5b Net 5c Mutex Δ=1, δ=2 Mutex Δ=2, δ=1
states edges states edges states edges noP states edges noP states edges

obtained by TPN - specific methods

Tina SASCG 36 61 62 163 80 204 3 65 96 3 152 240
9 81035 280170 7 73600 200704

Tina SCG 18 26 34 58 50 76 3 65 96 3 152 240
9 81035 280170 7 73600 200704

Tina SSCG 21 29 39 63 60 93 3 65 96 3 152 240
9 81035 280170 7 73600 200704

impl.[89] atomic 53 95 64 179 168 363 3 nsp nsp 3 nsp nsp
impl.[89] geometric 16 25 32 57 105 170 3 nsp nsp 3 nsp nsp

obtained by TPN →TA translations

VerICS bis. dense 54 80 135 230 186 323 3 77 108 3 200 312
3 77 108 3 200 312

VerICS bis. discr. 26 47 46 135 80 204 3 65 96 3 152 240
3 65 96 3 152 240

VerICS ps- discr. 21 34 13 22 53 121 3 65 96 3 152 204
3 65 96 3 152 204

Kronos bis. dense 51 77 134 229 185 321 3 77 108 3 200 312
5 807 1590 4 1008 1856

Kronos forw -ai -ax 37 42 37 42 26 40 3 214 321 3 613 1084
5 33451 62223 4 12850 27848

Fig. 4. Experimental results for the nets in Fig. 1

TPN→TA TA
Parameters NoP variables clauses sec MB variables clauses sec MB

Δ = 1, δ = 2 8 61530 176319 10890.1 61.31 36461 103228 2326.3 34.5

Δ = 2, δ = 1 8 22552 64442 8.0 21.9 13357 37666 0.7 20.5
Δ = 2, δ = 1 10 29918 86002 14.5 23.5 17283 49034 1.1 20.2
Δ = 2, δ = 1 50 378203 1118763 99.7 100.5 156941 459722 21.8 31.7
Δ = 2, δ = 1 104 1411156 4200809 1397.6 577.9 528136 1562194 218.8 75.9
Δ = 2, δ = 1 310 - - - - 3873940 11557290 21723.6 648.3

Fig. 5. BMC of VerICS for Fischer’s protocol modelled by TPN and TA

processes, all the algorithms give nearly the same results, but only Tina can
generate models for MUTEX of 9 processes within the assumed time limit.

In the second table (Fig. 5) we display the results of applying the BMC algo-
rithm (for checking reachability and unreachability) to timed systems modelling
Fischer’s mutual exclusion. We verify that either mutual exclusion is violated
for Δ = 2 and δ = 1, or is preserved for Δ = 1 and δ = 2. BMC is applied either
directly to the TA, or to the timed automaton resulting from the translation of
the TPN. For the case of Δ = 2 and δ = 1 we provide the time and memory
resources needed to confirm satisfiability of the property on a special path of
length k = 17, whereas for Δ = 1 and δ = 2 the time given is sum of the times
required to check that a special free path of length k = 44 is the longest possible
one and then to check satisfiability on the special path of that length. These
experiments were performed on a PC (AMD Athlon XP 1800 - 1544MHz).

Notice that the BMC could verify MUTEX modelled by the TPN or the TA
for Δ = 1, δ = 2 of 8 processes, and respectively of 104 and 310 processes, where
the mutual exclusion was violated (Δ = 2 and δ = 1).
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The above results show that verifying time Petri nets via translations to
timed automata can sometimes give better results than using specific methods
for nets. This is especially the case, when BMC is used for verification. Therefore,
it seems interesting to investigate different combinations of specific methods for
both timed automata and time Petri nets like for example BMC applied to
models based on state class graphs rather that on r-discretized region graphs.
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Abstract. The dualities event–condition and local state–global state in basic net
theory are exploited in order to equip system designers with formal tools sup-
porting modular system development. In the framework of categories with suit-
able morphisms of Elementary Net systems, Elementary Transition systems and
Orthomodular posets of system local states (regions), some operations of compo-
sition and refinement are discussed as tools for modularity and abstraction.

1 Introduction

In the development of distributed systems a central role is played by formal tools sup-
porting various aspects of modularity such as compositionality, refinement and abstrac-
tion.

In this context we consider as theoretical model Elementary Net systems, with the
classical interpretation of Petri nets, in which conditions correspond to local assertions
on the state of a system, while events represent local state transformations, i.e. events
change the truth value of a subset of local assertions [26].

In this model the duality state–transition has multiple aspects which can be differ-
ently exploited for modularity.

Considering the duality event–condition and focussing on events, it is natural to
adopt the design paradigm, almost independently introduced in the late 1970s by Tony
Hoare with CSP [20] and Robin Milner with CCS [22], in which a concurrent/dis-
tributed system is modelled by the parallel composition of components, which interact
with each other through synchronous communication.

In this frame, EN systems can be constructed as the composition of state machines,
each one modelling a sequential component, through the superposition, possibly after
suitable splitting, of events modelling the same synchronous communication action.

Furthermore, each EN system can be decomposed, possibly after complementation
of some conditions, into monomarked state machine components.

These decomposition and composition operations have been characterized in differ-
ent contexts in the literature. Let us just mention [9], [18] and the ones more directly
concerning our work: [12], [5], and recently [3], where in particular the corresponding
operation on a category of asynchronous systems is defined as rigid product and seen
as a pullback.
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In the conceptual framework introduced by Milner [23] to deal with concurrency,
in which the interaction of a system with its environment, rather than its input-output
function, is essential, an important role is played by the notion of an observer. This
allows one to distinguish operationally between internal, i.e., non observable, system
behaviour, and external, i.e., observable, system behaviour. Then two systems are equiv-
alent if one cannot distinguish between the patterns of their interactions with all possible
environments (i.e., all possible observers).

An equivalence notion based on action (interaction) observation supports organiza-
tional refinement/abstraction, allowing one to consider a system at a particular level of
abstraction as the parallel composition of a number of interacting components, and to
refine a component of the system as the parallel composition of a number of interacting
subcomponents, hence getting a more structured model.

Following this approach, various equivalences based on action observation have
been proposed in the literature for different models of concurrent systems, while other
notions have been introduced specifically for net based systems. Some of these notions
have been considered for event-labelled EN systems, on the basis of interleaving, step
and partial order semantics, and have been compared with respect to their power of
identifying EN systems. See [27] for a survey.

The need of considering equivalences based on partial order, instead of notions
based on arbitrary interleaving, derives from rejecting the axiom of action atomicity,
specific to CCS and related models, in order to satisfy the requirement of having the
possibility of respecifying, at a subsequent later level in the development process, an
action as the composition of more elementary ones.

This fact is explained by the following simple example [11]: the parallel compo-
sition of two actions x and y is equivalent, considering interleaving semantics, to the
alternative choice between the sequences xy and yx. However, if x is refined by a se-
quence, let’s say x1x2, then the parallel composition of x1x2 and y does not exhibite
any more the same execution sequences as the system obtained by the same action
refinement starting from the alternative choice between xy and yx. The first system
exhibits also the sequence x1yx2, which is not a behaviour sequence of the second one.

From this consideration, researches have been developed investigating refinement
preserving equivalence notions, based on partial order semantics. Net theory is founded
on partial order semantics, and therefore some solutions have been proposed in this
frame. For a survey of such notions on Petri Nets see [10], and, among others, [19], in
which other models of concurrency are considered.

Coming back to the duality event–condition, the fact that Petri nets explicitly rep-
resent conditions suggested to apply the notion of observability also to them [13]. This
leads to the opportunity, in system development, to abstract, through the corresponding
equivalence relation, from the level of action description, and to preserve instead the
transformations of the observable states.

State transformations in Petri nets are local, involving in any event occurrence only
those local states which are preconditions or postconditions of the event itself.

In order to be consistent with this aspect of locality, the behaviour of an EN system
should be characterized in terms of the local state transformations it goes through during
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its evolution. In this respect the notion of case graph is not sufficient since it considers
global state transformations only, disregarding the actual local change of conditions.

In order to capture the locality in system evolution, the system state space has
been characterized by a relational algebraic structure, called Local State Transformation
(LST) algebra [28], in which both global and local states as well as local state transfor-
mations are explicitly taken into account. An LST algebra can be derived from the case
graph by adding to the set of cases all the subsets of conditions obtained by closure with
respect to set difference, and to the set of transitions all the local state transformations
which are consistent with the transition rule. LST algebras allow a finer distinction be-
tween systems than the one induced by considering their case graphs: two EN systems
have isomorphic LST algebras iff their reductions to simple, pure and 1-live systems
yield isomorphic EN systems.
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Fig. 1. Equivalence and LST algebra.

Let us consider for example the three EN systems N1, N2 and N3 given in Figure
1. They have isomorphic case graphs. However, N1 and N2 have a cyclic behaviour in
which each state transformation is global. There is no reason to distinguish between
qi and q′′i (i=1,2), because they have the same extension, i.e.: whenever qi is true also
q′′i is true, and as soon as qi becomes false, also q′′i becomes false. N1 and N2 are
therefore equivalent with respect to the (local and global) state transformations they
perform: their LST algebras are in fact isomorphic. In N3 some state transformations
are global, while others are local; precisely the case {v1, v5} is transformed into the case
{v2, v5} by means of a local transformation, as well as {v3, v6} into {v4, v6}; whereas
the transformations of {v2, v5} into {v3, v6} and of {v4, v6} into {v1, v5} are global
(they involve all components). For this reason N3 is not considered equivalent, w.r.t.
(local and global) state transformations, to the systems N1 and N2; the LST algebra of
N3 is not isomorphic to the algebra of N1.

A class of injective morphisms between LST algebras has been introduced, allowing
the comparison of system models at different level of abstraction in action description,
together with a notion of state observability and of preorder and equivalence based on
state observability, which generalize ideas introduced in [13].

These notions have been discussed in the framework of system development as
conceptual tools supporting an incremental design based on extension and expansion
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of system requirements: a specification can be extended, through the notion of mor-
phisms, by adding to a given model concurrent components or alternative components
(i.e.: adding state transformations which can be performed in alternative to the given
ones) or components in sequence, and it can be expanded, through the notion of state
observability and related equivalence, by implementing some state transformations as
more structured transformations.

For example, if we consider the EN systems N1, N2 and N3 given in Figure 2 with
the correspondences between conditions suggested by the labels, we can interpret the
behaviour specified by N1 as ‘extended’ by N2, and the behaviour specified by N2 as
‘expanded’ by N3. The idea of using morphisms for supporting abstraction is not at all
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Fig. 2. Extension and expansion.

new in net theory. Starting with the definition proposed by Petri [26], different families
of net morphisms have been proposed for this purpose in the literature: [14], [31], [32],
[21], [24] are some of them. A comparison of morphisms for LST algebras with these
notions has been sketched in [28].

In LST algebras each global state is a collection of local states (system cases are de-
fined by sets of conditions), and this is the crucial point which allows one to distinguish
N1 and N3 given in Figure 1 above. These two systems would be undistinguishable, but
for implementation considerations, starting from a specification of the system behaviour
given in terms of transition systems in which each global state is unstructured.

The duality global state–local state in net system state transformations has been
investigated by A. Ehrenfeucht and G. Rozenberg introducing the notion of region for
transition systems in [15].

A region of a transition system modelling a concurrent system behaviour is a set of
states such that all occurrences of a given event have the same crossing relation with
respect to the region itself, and this property holds for all events. It can be interpreted
as a locally observable property.

In this way, regions allow one to extract the locality of state transformations from the
specification of the behaviour of an EN system given in terms of a transition system, that
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is, in terms of global transformations. Regions are the basis of the synthesis procedure
defined in [15] for obtaining, from an Elementary Transition (ET) system, the model of
an EN system with case graph isomorphic to the given transition system. In particular,
this synthesis procedure yields, among all the EN systems with isomorphic case graphs,
the one with maximal set of conditions.

Obviously in this approach it is not possible to distinguish between the EN systems
N1 and N3 of Figure 1 above: they have isomorphic case graphs.

In [24] the correspondence between ET systems and EN systems has been lifted
to respect behaviour preserving morphisms, G-morphisms and N-morphisms, respec-
tively, showing two functors which link the two corresponding categories and form an
adjunction. Starting from the works in [15] and [24] a theory of region has been devel-
oped, see [1] for a survey.

In [4], [16] and subsequently in [8], the algebraic properties of the set of regions
associated to an EN system have been studied. It turns out that such a set is a prime and
coherent orthomodular poset, for simplicity called orthomodular poset in the following.
Orthomodular posets can be seen as sets of partially overlapping Boolean algebras, and
have been studied in the framework of algebraic models of quantum logic [29].

If we consider a system as composed by interacting sequential components, then the
algebraic model of the observable properties of each component is a Boolean algebra,
and the collection of interacting sequential components is represented by a particular
family of overlapping Boolean algebras. Such a family is an orthomodular poset.

The maximal sets of mutually consistent observable properties, with respect to the
structure of sequential components given by the family of Boolean algebras, can be
interpreted as system states. These maximal sets are characterized by the notion of
prime filters. Prime filters corresponds to states in transition systems.

In [8] the mutual relations among orthomodular posets, transition systems and net
systems have been studied. In particular, a synthesis procedure is defined which asso-
ciates, to a given prime and coherent orthomodular poset, a CE transition system, i.e.,
a transition system modelling the behaviour of a Condition Event system [17]. This is
realized by considering as states of the CE transition systems prime filters of the ortho-
modular poset, and as events the order symmetric differences of prime filters. In this
way, the new transition system contains all possible global states and all the possible
state transformations, and this is due to the fact that orthomodular posets do not contain
any information on the specific events to be considered.

As a result, an orthomodular poset is the abstraction of several CE transition sys-
tems, while a CE transition system is the abstraction of several CE net systems. (To an
orthomodular poset more than one CE transition system can be associated; in turn, to
a CE transition system more than one CE net system can be associated.) That is, the
process associating an orthomodular poset to a net is, intuitively, a process of abstrac-
tion. Viceversa, the process of synthesis of a net from an orthomodular poset will be an
implementation process.

The correspondence between prime and coherent orthomodular posets and CE tran-
sition systems has been lifted to respect G-morphisms and morphisms in orthomodular
posets, respectively, showing two functors which link the two corresponding categories
and form an adjunction [8].
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We propose to consider abstraction and composition notions supported by the logic
and algebraic structure of system local properties. For instance, one can observe some
regions (local properties or conditions) and disregard some others, which are summa-
rized (which are contained in set terms, and implied in logical terms) by the observed
ones. This leads to the possibility of different perspectives in system observation, with
the ability to model different point of views of the same system, in which some parts
(or components) are more detailed, while others are seen at a more abstract level. This
corresponds to the assumption that the model of a part of a system includes a detailed
specification of the corresponding local component, and a, generally coarser, specifi-
cation of the rest of the system, embodying the assumptions made by this part on the
behaviour of the rest of the system.

Different models, each representing a different observation from a different perspec-
tive, of the same system, can be composed by identifying those regions representing the
same observable property in the different models. The result of the composition is a
new model comprising the details of both operands.

In other words, the two operands can be seen as different refinements of a common
abstract view. The composite model describes the system at the highest level of detail
comprising the two given operands, while respecting the same abstract view.

In order not to introduce any contradiction in the observation of those local proper-
ties, which – observed in the different views as the same property – have been identified
and glued together in the new model, for each of these conditions, the events changing
their value in the same way in the two operands have to be identified too; this is obtained
by pairwise event superimposition.

This approach is quite new in the literature. The composition by identification of
conditions has been widely used both in a theoretical frame and in applications, however
the resulting net is usually obtained simply by ‘place fusion’ of the two net operands,
without imposing any subsequent identification of events, see for example [18].

In [6] this new notion of composition of EN systems has been introduced and stud-
ied in the case in which only one property and its complement are common to the two
components, and the operation has been discussed in the frame of modular design and
as a tool to generalize the refinement operation proposed in [25].

In [7] the corresponding operation on ET systems is given and it is discussed an
application to modular synthesis of EN systems.

In [3] it is shown that this operation is not a pullback in any category of transi-
tion/asynchronous systems with flat morphisms. Nevertheless, it is proved that the con-
struction turns out to be a pullback in the richer category with synchronising morphisms,
a generalization of morphisms studied in [2].

In the formal part of this paper, we give the definitions of the composition opera-
tion for EN systems and ET systems via two morphisms from the operands to a sys-
tem modelling a common abstraction of the two operands, without imposing particular
restrictions on the structure of this last system, and where the notions of morphisms
are N-morphisms and G-morphisms, respectively, with some additional requirements,
hence generalizing the compositions defined in [7]. Subsequently, the relations among
the resulting composed systems in the two different contexts are discussed.
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In particular, even if in the considered categories the operation is not a limit, like
a pullback, however, the composed systems are related to their operands and, by mor-
phism composition, to the common abstract system by morphisms respecting the addi-
tional requirements.

In the case of EN systems, the restrictions on N-morphisms here considered im-
ply that if there is an N-morphism from a system Q to Q′, then the subnet generated
by the set of conditions of Q which are related to conditions in Q′ is, after suitable
simplification, isomorphic to Q′.

From this consideration it follows that the resulting net contains its operands, as well
as the common abstraction, as subnets, up to simplification, because some synchroniza-
tion events can have multiple instances. It may also happen that some conditions, other
than the shared one, are forced to be identified.

This fact leads to an interpretation of the composition operation, which is slightly
different from the previously discussed one. Each operand can be seen as made of the
actual, local, component, and of an interface to the rest of the system. This interface
is modelled by what we called the ‘common abstraction’ of the two operands. In other
words, the two parts decide to ‘agree’ on interacting with each other via a common
interface which defines the protocol of their interactions.

The here presented compositions support also incremental design in the following
sense. Suppose to redesign each operand in a less abstract way, by means of a new
system, which still fulfils the requirements specified by the more abstract operand, i.e.,
there is a morphism from the new to the old operand. Then the composition of these
new less abstract operands yields a new system, which is less abstract than the old
result, there is a morphism from the new to the old result.

In the following we present the composition operation on a few examples, with hints
to the applications to modular synthesis and to refinement.

For what concerns the synthesis of EN systems, our proposal is motivated by the
consideration that the applicability of the solution given in [15] is limited by two factors:
first, the algorithm is NP-complete [1] with respect to the size of the transition system;
second, the number of global states grows rapidly in relation with the number of system
components.

We propose a technique for designing distributed systems in a modular way, blend-
ing the synthesis algorithm previously mentioned with the composition operation on
net systems. This technique can be split into three main steps.

First, different aspects of the system behaviour, corresponding to different views of
the system, are specified by means of different ET systems, in such a way that each
specification conforms to a common abstraction.

In the second step, instead of composing these partial specifications into a unique
model, and then synthesizing this global model, each behavioural specification is syn-
thesized – with the traditional technique – into an EN system.

Finally, these different EN systems are composed, preserving the common abstrac-
tion. The behaviour of the resulting EN system coincides with the transition system
which we would obtain by directly composing the partial specifications.

For example, let us consider the ET systemAI , shown in Figure 3, as a very abstract
view of the system behaviour to be modelled, and let us imagine that this behaviour has
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Fig. 3. Composition of transition systems.

been specified in a more detailed way from two different points of view obtaining the
ET systems A1 and A2, which, both for space reasons and for being more general,
are only sketched in Figure 3. Each morphism fi, i = 1, 2, defines a point of view in
the new specification, stating which properties (regions) are identified in the common
abstraction, i.e. inducing a partition of the states of Ai into the two regions ri, r′i, which
correspond through fi to the non trivial regions r and r′ of AI .

Suppose we want to compose A1 and A2 into a new transition system A inglobing
the two points of view, respecting the common abstraction AI . That means that the two
morphsms, f1 and f2, drive the construction of the new system.

A state in the composite system is a pair of states, one from each operand. The
two ‘local’ states forming a composite state must agree on the properties (regions) that
have been identified by the two morphisms; hence, in this case, the new state belongs
to (r1 × r2) ∪ (r′1 × r′2).

Whenever s1
e−→ s3 is a transition in A1, which does not cross the border of r1,

we will have a corresponding transition (s1, s2)
e−→ (s3, s2) in the composite system,

for each pair of states whose first component is s1 in the first state and s3 in the second
state of the pair, and similarly for transitions in A2 which do not cross the border of r2.

Transitions crossing the border of r1 and r2 must be treated differently. Any crossing
from r1 to r′1 must be observed simultaneously with a crossing from r2 to r′2. Therefore,
if s1

e1−→ s3 is a transition in A1 with s1 ∈ r1 and s3 ∈ r′1, and s2
e2−→ s4 is a transition

in A2 with s2 ∈ r2 and s4 ∈ r′2, there will be a transition (s1, s2)
(e1,e2)−→ (s3, s4) in A.

A similar construction applies to transitions crossing r1 and r2 in the other direction.
The result of the operation in this example is sketched in Figure 3. The two canoni-

cal projections of the set of states of A are actually morphisms of ET systems.
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Coming back to the approach to design summarized above, instead of composing
A1 and A2, we can consider A1 and A2 as behavioural specifications of a system from
two perspectives. These specifications can be synthesized by means of the procedure
introduced in [15], yielding two EN systems, respectively N1 and N2 as sketched in
Figure 4. And now, we can compose these implementations.

In this case, we identify those conditions which are the image under the morphisms
(β1, η1) and (β2, η2) of the same condition in NI , the EN system obtained by synthe-
sizing the abstract behaviour AI .

As in the case of transition systems, this identification implies synchronizing events
whose occurrence affects corresponding conditions in the two net systems.

As shown in the Figure, one event, a, must synchronize either with d or with e. This
is realized by events (a, d) and (a, e) in the resulting EN system N .

The EN system N , just obtained by composingN1 and N2, is not the one we would
get by synthesizing A; however the case graph of N is isomorphic to A, as stated later
on in Theorem 4.

The consideration that the conditions of a net can be partially ordered, according to
their extensions leads to a second application, where a condition is refined into a net.
This is done so that, in the resulting net system, the extension of the refined condition
coincides with the union of the extensions of all conditions making up the refining net
system. This is very similar to – and actually generalizes – the refinement operation
defined in [25]. A formal comparison with it is presented in [6]. Here, we show an
example taken from [25], and reformulate it in our terms.
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Let us consider the EN systems given in Figure 5 (a). Condition b in N1 is to be
refined by N2, where N2 is equipped with both an initial and a final case, respectively
{s1, s2} and {s3, s4}. The result according to the definition given in [25] is shown in
Figure 5 (b). The grayed condition does not belong to the refined net: it corresponds
to b, and its extension is the union of the extensions of the four conditions originally
in N2.

N N1 2

ss

ss1 2

3 4

b

(a) Before

NN b[ ]1 2

(b) After

Fig. 5. A refinement.

In order to view this refinement as a composition of two EN systems, with respect
to a third EN system representing the common abstraction, we have to construct this
third EN system NI and to apply a transformation to N2.

In general,NI is obtained by the subnet of N1 generated by the condition b together
with its complement b′. This subnet might not be simple w.r.t. events; in this case NI

is the subnet after event simplification, and its initial case is {b} if b belongs to the
initial case of N1, {b′} otherwise. In this specific case, NI is as in Figure 6(a), N2 is
transformed by juxtaposing to it NI and connecting the initial conditions of N2 with an
entering arc from the pre-event of b, if any, and the final conditions with an outgoing
arc to the post-event of b, if any. In this way the extension of b equals the union of the
extensions of the original conditions. N2 modified is given in Figure 6(b).
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Fig. 6. Refinement of a condition.

Obviously, there are two N-morphisms from N1 and N2 modified, respectively, to
NI and then we can apply our operation, getting the same net as before, except for the
presence of b, and possibly b′; however, the behaviour is the same.
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The ideas and results we have presented constitute a framework for the design and
development of complex systems. In order to effectively exploit this formal framework
we need to develop software tools implementing the operations and the verification of
relations and properties above introduced. This is one of our short term plans.

On the theoretical side we intend to move in different directions. The composi-
tion operation can be defined and studied on orthomodular posets. Different notions of
morphisms will be investigated in order to represent other relations between systems.
N-morphisms and G-morphisms relate systems while maintaining the atomicity level
of corresponding events. We are interested in morphisms supporting the refinement of
events in the same line as morphisms between LST algebras. In this way, we would get
a more general notion of local state observability.

We are interested in studying a composition operation on the basis of these new
morphisms, and in investigating equivalence notions based on local state observability
that could be congruences with respect to the operation.

We also aim at generalizing the notion of local state observability and the composi-
tion operation to other net classes such as Place Transition Nets.

In the following, after introducing some basic definitions, we summarize results
concerning the relations among ETS, ENS, and orthomodular posets. Then we give the
formal definitions of the composition operations, both for EN systems and ET systems,
and state the main properties they satisfy.

2 Formal Definitions

2.1 Basic Definitions

In this section, we consider Elementary Net (EN) systems [30] and recall basic def-
initions of Elementary Transition (ET) systems and Orthomodular posets of regions,
toghether with, respectively, N-morphisms, G-morphisms and O-morphisms, as intro-
duced in [24], and in [8].

Definition 1. LetNi = (Bi, Ei, Fi, c0i) be an EN system, for i = 1, 2. AnN -morphism
from N1 to N2 is a pair (β, η), where β ⊆ B1 × B2, and η : E1 ⇀ E2 is a partial
function, such that:

1. β−1 : B2 ⇀ B1 is a partial function;
2. if η(e1) is undefined, then β(pre1(e1)) = ∅ = β(post1(e1));
3. if η(e1) = e2, then β(pre1(e1)) = pre2(e2) and β(post1(e1)) = post2(e2);
4. ∀(b1, b2) ∈ β : [b1 ∈ c01 ⇔ b2 ∈ c02].

Elementary Net systems together with N-morphisms form a category, denoted ENS.

An ET system is a transition system isomorphic to the case graph of an EN system
and its definition is based on the notion of region.

Definition 2. A transition system is a structure A = (S,E, T, s0), where S is a non-
empty finite set of states,E is a finite alphabet of actions or labels, T ⊆ S×E×S is the
set of labelled edges or transitions, and s0 is the initial state, satisfying the following
properties:
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1. each state is reachable from the initial state;
2. ∀(s, e, s′) ∈ T : s �= s′;
3. ∀(s, e1, s1), (s, e2, s2) ∈ T : [s1 = s2 ⇒ e1 = e2];
4. ∀e ∈ E : ∃(s, e, s′) ∈ T .

Definition 3. Let A = (S,E, T, s0) be a transition system. A set of states r ⊆ S is a
region of A iff ∀e ∈ E, ∀(s1, e, s′1), (s2, e, s′2) ∈ T we have:

(s1 ∈ r∧s′1 /∈ r) ⇒ (s2 ∈ r∧s′2 /∈ r) and (s1 /∈ r∧s′1 ∈ r) ⇒ (s2 /∈ r∧s′2 ∈ r).

The set of regions of an ET system Ai will be denoted by Ri. The set of regions
containing a state s will be denoted by Rs.

If r is a region, then the set difference S \ r is also a region, where S is the set of
states. We will refer to S \ r as the complement of r and will denote it by r′.

Definition 4. A transition system A = (S,E, T, s0) is an Elementary Transition sys-
tem iff it satisfies the following separation axioms:

A1. ∀s, s′ ∈ S : Rs = Rs′ ⇒ s = s′

A2. ∀s ∈ S, ∀e ∈ E : pre(e) ⊆ Rs ⇒ ∃s′ ∈ S (s, e, s′) ∈ T

Definition 5. Let Ai = (Si, Ei, Ti, s0i) be Elementary Transition systems, for i = 1, 2.
A G-morphism from A1 to A2 is a total function f : S1 → S2 such that:

1. f(s01) = s02
2. ∀(si, ej , sk) ∈ T1 : [ f(si) = f(sk) or ∃eh ∈ E2 : (f(si), eh, f(sk)) ∈ T2 ]
3. if (si, ej , sk) ∈ T1 and (f(si), eh, f(sk)) ∈ T2, then (f(sm), eh, f(sn)) ∈ T2 for

all (sm, ej , sn) ∈ T1

Each G-morphism f : A1 → A2 uniquely determines a partial function g : E1 ⇀
E2 defined by

g(e1) =
{
e2 if (f(s), e2, f(s′)) ∈ T2 for some (s, e1, s′) ∈ T1

undefined otherwise

A basic property of G-morphism is that they preserve regions in the following sense.

Proposition 1. Let f : A1 → A2 be a G-morphism. Suppose r ⊆ S2 is a region in A2.
Then f−1(r) is a region in A1.

Elementary Transition systems together with G-morphisms form a category, de-
noted ETS.

Orthomodular posets can be considered as a generalization of Boolean algebras,
where meet (∧) and join (∨) are partial operations, while each element has a comple-
ment.

Definition 6. An orthomodular poset P = (P,≤, 0, 1, ( . )′) is a partially ordered set
(P,≤), equipped with a minimum and a maximum element, respectively denoted by
0 and 1, and with a unary complement operation ( . )′ : P → P , which satisfy the
following conditions: ∀x, y ∈ P
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1. (x′)′ = x ;
2. x ≤ y ⇒ y′ ≤ x′;
3. x ≤ y ⇒ y = x ∨ (y ∧ x′);
4. x ≤ y′ ⇒ x ∨ y ∈ P ;
5. x ∧ x′ = 0.

Elements of P are called observations. The third condition above is known as the
orthomodular law. In an orthomodular poset two elements x and y are said orthogonal,
denoted x ⊥ y, iff x ≤ y′; while x and y are said compatible, denoted x $ y, iff there
exist pairwise orthogonal x0, y0, z ∈ P such that: x = x0 ∨ z and y = y0 ∨ z.

Notation $A is used to denote that observations in A are pairwise compatible.

Definition 7. An orthomodular poset P = (P,≤, 0, 1, ( . )′) is coherent when ∀x,
y, z ∈ P such that ${x, y, z}, it holds: (x ∨ y)$z.

As shown in [29], an orthomodular poset P is coherent if and only if every pairwise
compatible subset of it (every clique of $ in P ) admits an enlargement to a Boolean
subalgebra of P .

A coherent orthomodular poset can be represented as a transitive partial Boolean
algebra, i.e.: a family of partially overlapping Boolean algebras. As discussed in [8],
if the elements of an orthomodular poset are the observable properties of a concurrent
system, then each Boolean algebra models the observable properties of a system com-
ponent.

We now present filters in coherent orthomodular posets as a generalization of filters
in Boolean algebras. Filters, and in particular prime filters, play an important role since
they correspond to states in ET systems.

Definition 8. Let P = (P,≤, 0, 1, ( . )′) be an orthomodular poset; f ⊆ P is a filter in
P if ∀x, y ∈ P :

1. f �= ∅;
2. (x ∈ f and x ≤ y)⇒ y ∈ f ;
3. (x, y ∈ f and x$y)⇒ x ∧ y ∈ f .

A filter f is said to be proper if f �= P , so 0 �∈ f and 1 ∈ f . A proper filter f is
prime if, ∀x, y ∈ P :

4. (x$y and x ∨ y ∈ f)⇒ (x ∈ f or y ∈ f).

Definition 9. Let P1 and P2 be orthomodular posets. An O-morphism from P1 to P2 is
a map β : P1 → P2 such that: ∀x, y ∈ P1

β(0) = 0;
β(x′) = (β(x))′;
x ⊥ y ⇒ β(x ∨ y) = β(x) ∨ β(y).

O-morphisms preserve order, orthogonality and compatibility. Moreover, the in-
verse image of a filter with respect to an O-morphism is again a filter, as stated in the
following.
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Proposition 2. Let P1 and P2 be orthomodular posets, and β a morphism from P1 to
P2. Let f ⊂ P2 be a filter of P2. Then β−1(f) is a filter of P1. If f is prime, then β−1(f)
is prime.

Definition 10. Let P = (P,≤, 0, 1, (.)′) be an orthomodular poset and PF(P) denote
the set of prime filters of P. P is prime iff ∀x, y ∈ P : x �= y ⇒ (∃f ∈ FP (P ) such
that x ∈ f ⇔ y �∈ f ).

Finite, prime and coherent orthomodular posets together with O-morphisms, as de-
fined above, form a category, denoted PCOP [8].

2.2 Relations among Models

In [24] the authors define a pair of functors between the categories of Elementary Net
systems and of Elementary Transition systems, proving that they form an adjunction.
The first functor coincides with the computation of the case graph of an EN system; the
second one gives a procedure of synthesis which, given an ET system, builds an EN
system whose case graph is isomorphic to the transition system. Among all EN systems
with isomorphic case graphs, the synthesis procedure yields the system with maximal
set of conditions.

The set of regions of an ET system can be partially ordered by set inclusion. The
result is a coherent prime orthomodular poset, where each state of the ETS corresponds
to a prime filter.

Proposition 3. Let A = (S,E, T, s0) be an Elementary Transition system. Let R(A)
be the set of all regions of A. Then (R(A),⊆, ∅, S, (S \ . )) is a coherent prime or-
thomodular poset. Let s ∈ S, and Fs = {r ∈ R(A) | s ∈ r}; then Fs is a prime
filter.

The correspondence between states and filters suggests a canonical way to construct
a transition system, starting from an abstract coherent prime orthomodular poset: take
all prime filters as states, and ordered symmetric differences as labels of transitions.

In this way, the transition system contains all global states and all state transforma-
tions consistent with the given structure of local properties.

Orthomodular posets do not contain any information neither on properties initially
valid nor on the specific events to be considered.

In Condition Event systems a class of forward and backward reachable cases is
considered instead of a particular initial case. In [8] the correspondence between the
categories of prime and coherent orthomodular posets and of Condition Event transition
systems has been formalized by means of two functors which form an adjunction.

2.3 Composing Elementary Net Systems

We now define the composite of two Elementary Net systems, N1 and N2, with re-
spect to a third Elementary Net system NI . The composition is driven by a pair of
N-morphisms, (β1, η1) and (β2, η2), respectively from N1 to NI , and from N2 to NI .

The morphisms are subject to the following restrictions: β−1
i : BI → Bi is total and

injective; ηi : Ei ⇀ EI is surjective. In the following, we will use the term N̂-morphism
to denote an N-morphism satisfying these restrictions.
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The following proposition is easily established.

Proposition 4. Let (N, cin) and (N ′, c′in) be EN systems and (β, η) be an N-morphism
from (N, cin) to (N ′, c′in), such that β−1

i : B′ → B is total and injective, and η :
E ⇀ E′ is surjective. Let N ′′ be the subnet of N generated by the set of conditions
B′′ = β−1

i (B′), and let simp (N ′′) be obtained from N ′′ by event simplification. Then
simp (N ′′) is isomorphic to N ′.

In the following, let Di denote the domain of the binary relation βi, and Gi denote
the domain of the partial function ηi:

Di = {b ∈ Bi | βi(b) �= ∅} Gi = dom(ηi)

Definition 11. Consider the following diagram in the category of Elementary Net sys-
tems:

NIN2 N1
� � η1, β1η2, β2

with the additional restrictions that ηi is surjective, and β−1
i is total injective, for i =

1, 2.
We define N1〈NI〉N2 = N = (B,E, F, cin) as follows:

1. B = (B1 \D1) ∪ (B2 \D2) ∪BI ,
2. E = (E1 \G1) ∪ (E2 \G2) ∪ Esync, where Esync = {〈e1, e2〉} | e1 ∈ G1, e2 ∈

G2, η1(e1) = η2(e2),
3. F is defined by the following clauses:

(a) ∀b ∈ (Bi \Di), ∀e ∈ (Ei \Gi), i = 1, 2

(b, e) ∈ F ⇔ (b, e) ∈ Fi (e, b) ∈ F ⇔ (e, b) ∈ Fi

(b) ∀b ∈ (Bi \Di), ∀e ∈ G1, ∀e2 ∈ E2

(b, 〈e, e2〉) ∈ F ⇔ 〈e, e2〉 ∈ E, (b, e) ∈ F1

(〈e, e2〉, b) ∈ F ⇔ 〈e, e2〉 ∈ E, (e, b) ∈ F1

(c) ∀b ∈ (Bi \Di), ∀e ∈ G2, ∀e1 ∈ E1

(b, 〈e1, e〉) ∈ F ⇔ 〈e1, e〉 ∈ E, (b, e) ∈ F2

(〈e1, e〉, b) ∈ F ⇔ 〈e1, e〉 ∈ E, (e, b) ∈ F2

(d) ∀b ∈ BI , ∀e = 〈e1, e2〉 ∈ Esync

(b, e) ∈ F ⇔ (β−1
1 (b), e1) ∈ F1, (β−1

2 (b), e2) ∈ F2

(e, b) ∈ F ⇔ (e1, β−1
1 (b)) ∈ F1, (e2, β−1

2 (b)) ∈ F2

4. cin = (c1in \D1) ∪ (c2in \D2) ∪ cIin.

From this construction it follows immediately that N = N1〈NI〉N2 as defined
above is an Elementary Net system. Moreover, the net system N maps onto N1 and N2.
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Definition 12. Define γi ⊆ B ×Bi and δi : E → Ei as follows:

– γ1 = {(b, b) | b ∈ B1 \D1} ∪ {(b, β−1
1 (b)) | b ∈ BI},

– γ2 = {(b, b) | b ∈ B2 \D2} ∪ {(b, β−1
2 (b)) | b ∈ BI},

– ∀e ∈ E1 \G1 : δ1(e) = e, δ2(e) = undefined ,
– ∀e ∈ E2 \G2 : δ1(e) = undefined , δ2(e) = e,
– ∀〈e1, e2〉 ∈ E : δ1(〈e1, e2〉) = e1, δ2(〈e1, e2〉) = e2.

Theorem 1. The pair (γi, δi) is an N̂-morphism from N = N1〈NI〉N2 to Ni, i = 1, 2.
and the following diagram commutes.

NI

N2

N1

N

�

�

�

�

η1, β1

η2, β2 γ1, δ1

γ2, δ2

From the previous commutative diagram and from Proposition 4 it follows that N
contains N1, N2 and NI as subnets. However, as discussed in [3], the operation is not a
pullback in the category of ENS.

The next result states that the composition respects N-morphisms. Let us start from
the diagram above and suppose N1 is redesigned, in a less abstract way, by means of
a new EN system N ′

1, which still fulfils the requirements specified by N1, i.e.: there is
an N̂-morphism (β′

i, η
′
i) : N ′

i → Ni, and suppose the same holds for N2 with respect
to N ′

2. Then, by composition of morphisms, N ′
1 and N ′

2 turn out to be composable with
respect to NI . Moreover, their composition N ′ = N ′

1〈NI〉N ′
2 maps uniquely, by an

N̂-morphism, to N , the composite of the less detailed models N1 and N2. This fact is
formalized in the following proposition.
Proposition 5. Let N = N1〈NI〉N2, and, for i = 1, 2, N ′

i be EN systems such that
there exist N̂-morphisms (β′

i, η
′
i) : N ′

i → Ni. Then N ′
1 and N ′

2 are composable w.r.t.
NI , yielding N ′ = N ′

1〈NI〉N ′
2 and there is a unique N̂-morphism (β, η) : N ′ → N

such that the following diagram commutes.

N ′
2

N2

NI

N

N1

N ′

N ′
1

�

�

�

�

�

�

�

� �
�

���

2.4 Composing Elementary Transition Systems

We now define the composition of two Elementary Transition systems, A1 andA2, with
respect to a third Elementary Transition system AI . The composition is driven by a pair
of G-morphisms, f1 and f2, respectively from A1 to AI , and from A2 to AI .
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The morphisms are subject to the following restrictions, for i = 1, 2: both fi :
Si → SI and gi : Ei ⇀ EI , the partial functions derived from fi, are surjective. In the
following, such morphisms will be called Ĝ-morphisms.

Let Li, i = 1, 2 be the set of events which are in Ei and not in the domain of the
partial function gi; and let H be the set of pairs of events 〈e1, e2〉 which are mapped to
the same event in AI by g1 and g2:

Li = {e ∈ Ei | ∃(s1, e, s2) ∈ Ti ∧ fi(s1) = fi(s2)}
H = {〈e1, e2〉 | g1(e1) = g2(e2)}

Definition 13. Consider the following diagram in the category of Elementary Transi-
tion systems with the above restrictions on the morphisms f1 and f2.

AIA2 A1
� � f1f2

We define A1〈AI〉A2 = A = (S,E, T, sin) as follows:

1. S = {(s1, s2) ∈ S1 × S2 | f1(s1) = f2(s2)},
2. E = L1 ∪ L2 ∪H ,
3. T is such that ((s1, s2), e, (s3, s4)) ∈ T iff one of the following conditions is true:

(a) (s1, e1, s3) ∈ T1 ∧ (s2, e2, s4) ∈ T2 ∧ 〈e1, e2〉 ∈ H ,
(b) (s1, e, s3) ∈ T1, s2 = s4 ∧ e ∈ L1,
(c) s1 = s3, (s2, e, s4) ∈ T2 ∧ e ∈ L2.

4. sin = (s1in, s
2
in).

It is immediate to prove that A is a transition system. We will sketch the proof that
its reachable part is an ETS.

Theorem 2. Let ζi ⊆ S × Si, i = 1, 2, be the projection of an element of S into Si,
i = 1, 2, i.e.:

ζi = {((s1, s2), si) | si ∈ Si}

Then ζi is a Ĝ-morphism from A = A1〈AI〉A2 to Ai, i = 1, 2, and the following
diagram commutes.

AI

A2

A1

A

�

�

�

�

f1

f2 ζ1

ζ2

Strictly speaking, G-morphisms are defined for ETS, however, their definition and prop-
erties hold for more general transition systems.

Theorem 3. The reachable part of A = A1〈AI〉A2 as defined above is an Elementary
Transition system.
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The theorem can be proved by first showing that A satisfies the axioms of separation,
and then showing that the reachable part of a transition system satisfying the axioms of
separation is elementary. The first part is easily established by using the properties of
separation in A1 and A2, and a fundamental property of G-morphisms, namely that the
inverse image of a region is a region.

As for ENS, also in this case the operation does not coincide with a pullback con-
struction in the category of ETS. However, in [3] it is proved that a similar construction
turns out to be a pullback in the richer category of asynchronous systems with synchro-
nising morphisms, a generalization of morphisms studied in [2].

As well as the composition operation for EN systems respects N -morphisms, the
composition for ET systems respects G-morphisms with the above restrictions: the
same commutative diagram as that obtained in Proposition 5 holds for ET systems.

2.5 Relations between the Composition of ENS and the Composition of ETS

LetA = A1〈AI〉A2 be the ET system obtained by composingA1 andA2 with respect to
AI . Let N(Ai), i = 1, 2, and N(AI) be the saturated EN systems obtained by applying
to Ai and AI , respectively, the synthesis procedure described in [15]. Then we get the
following.

Theorem 4. N(A1) and N(A2) can be composed with respect to N(AI), and the case
graph of N = N(A1)〈N(AI)〉N(A2) is isomorphic to A.

This theorem can be proved by showing that all conditions in N correspond, by
construction, to regions of A, and that these regions are enough to satisfy the axioms of
separation for A.

This result is summarized in the following commutative diagrams, in which the
arrows represent morphisms in the appropriate categories.

AI
h1←−−−−−− A1

h2

�⏐⏐ �⏐⏐g1

A2
g2←−−−−−− A

N(AI)
N(h1)←−−−−−−− N(A1)

N(h2)

�⏐⏐ �⏐⏐n1

N(A2)
n2←−−−−−−− N
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Abstract. Stochastic methods are commonly used for dependability
evaluation. In the mid 1970’s, stochastic evaluation was proposed for
combined performance/dependability evaluation, called performability
evaluation. Extending reliability evaluation to include performance re-
lated behaviors presented new challenges, most notably due to the large
difference in time scale of performance- and dependability-related events.
Stochastic Petri nets, invented shortly thereafter, played an integral part
in the development of performability evaluation methods. Most recently,
stochastic evaluation has been proposed to quantify the security or sur-
vivability that a system provides, taking into account malicious attacks
on the system. As with performability evaluation, attempts to stochasti-
cally evaluate system security and survivability met new challenges, and
researchers have attempted to use stochastic net models to quantify the
security and survivability a system will provide.

This invited presentation will survey the challenges, advances, and future
research directions in the use of stochastic evaluation for dependability,
performability, and security evaluation, paying particular attention to
methods that make use of stochastic Petri nets and extensions. More
specifically, I describe the challenges that were encountered as stochas-
tic evaluation of successively more complex system properties was at-
tempted, and show how net representations, together with new stochas-
tic methods, enable their evaluation. In doing so, I show the relationship
between methods for evaluating dependability, performability, and se-
curity, paying particular attention to issues that remain in creating a
methodology for stochastically quantifying the security and survivability
that a system provides to an end user.
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Abstract. The Temporal Logic of Distributed Actions (TLDA) is a
new temporal logic designed for the specification and verification of dis-
tributed systems. TLDA supports a modular design of systems: Sub-
systems can be specified and verified separately and then be integrated
into one system. The properties of the subsystems will be preserved in
this process. TLDA can be syntactically viewed as an extension of TLA.
We propose a different semantical model based on partial order which
increases the expressiveness of the logic.

Keywords: temporal logic, specification, verification, compositional se-
mantics, partial order

Introduction

The majority of existing specification techniques describes a system in an ab-
stract formalism, e.g. as a transition system, a Petri net or a state chart. From
such a model the behaviour of the system is usually derived, i.e. the set of all
possible courses of actions (or states) occurring in the system. To analyse the
systems means to reason about its behaviour in terms of a temporal logic. Thus,
a system is described in an abstract formalism and its properties are specified
as logical formulas.

Another way is to specify a system itself as a logical formula. We call such a
formula a specification of a system. This formula generates a set of models, that
is the set of actions (or states) courses of the system, in which the specification
holds. This idea originates from Pnueli [19], and was a bit later applied, among
others, by Lamport [15]. His Temporal Logic of Actions (TLA, [16, 1, 5]) is based
on this idea. This approach has some considerable advantages:

A property of a system is also represented as a logical formula. Thus, no
formal distinction is made between a system and a property. Hence, proving
that a system possess a property is reduced to proving a logical implication.

Furthermore, compositional reasoning is eased significantly: A large system is
composed of smaller components. Properties of the composed system should be
derivable from the properties of its components. The components are represented
as logical formulas. It can be shown that parallel composition of the components
can basically be represented by conjunction of the formulas representing the
components.

J. Cortadella and W. Reisig (Eds.): ICATPN 2004, LNCS 3099, pp. 98–116, 2004.
© Springer-Verlag Berlin Heidelberg 2004
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These valuable features of TLA are retained in our logic, called Temporal
Logic of Distributed Actions(TLDA for short). Distributed refers to the be-
havioural model of TLDA which is different from the model of TLA.

System behaviour is usually described by help of variables : A variable updates
its value in the course of time. TLA describes a system execution as a stuttering
sequence, e.g. an interleaving of variable updates in which each update can be
repeated finitely often. TLDA, in contrast, describes a system execution as a
partially ordered set of variable updates which will be called a run. This allows us
to distinguish between runs describing concurrent and nondeterministic variable
updates. Moreover, it can be determined, whether an update of a variable does
not change the value of the variable in a run or whether the variable is not
updated at all (see [8] for examples of such properties).

We assume that every system and, consequently, every run of a system have
infinitely many variables, but we will explicitly describe updates of a finite subset
of them only. These variables will be called system variables. The values of all
other variables may change arbitrarily. Therefore, a set of all runs of a system
will always be infinite. This set will be called the behaviour of the system.

Updates of variables occur either concurrently or are forced to occur coinci-
dently in a run at a given time. This principle resembles the main idea of a Petri
net. As a matter of fact, runs can be viewed as a particular class of occurrence
nets (as defined in [10, 21] for instance).

The paper is organised as follows: We start in Sect.1 with an example of a
system consisting of three components: a producer, consumer and buffer. In order
to specify the system, we introduce first the basics of the logic TLDA (Sect. 2).
We focus on modular design of systems: We show how to specify (Sect. 3) and
verify (Sect. 4 and 5) the system components using TLDA. In Sect. 6 we integrate
the components to one system and show that the properties of the components
will be preserved by the composition.

1 Introductory Example
We are going to describe a behaviour of a producer-consumer system with a
buffer having 1-item capacity: The producer spontaneously produces an item
and retains it as long as the buffer is not empty. After the buffer gets empty,
the item can be delivered to the buffer and the producer is ready to produce a
new item. If there is an item in the buffer, the consumer can remove it from the
buffer. Afterwards, he eventually consumes the item and is then ready to remove
a new item from the buffer.

Instead of treating the entire system, we decompose it first into several sub-
systems. This is not always a simple task, but in this case we can well consider
the producer-consumer system as consisting of three interacting components: a
producer, a consumer and a buffer (cp. [21] for example). Now we describe the
behaviour of the single components.

The producer alternates between two states: “ready to produce” (rp for short)
and “ready to deliver” (rd). Suppose that the producer is initially in the state
“ready to produce”. We assume a variable prod which can take the values rp or rd
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to display the current state of the producer. Hence, the sequence rp, rd, rp, . . .
of values of variable prod plus the set of updates of prod, each update explicitly
depicted as a box, form a run of the producer system:

...prod: rprp rdrd (1.1)

Likewise, for the consumer system we assume a variable cons to display the
consumer’s states “ready to remove” (rr) and “ready to consume” (rc). We fix
“ready to remove” as the initial state of the consumer. Finally, for the buffer
system we assume a variable buff ranging over {0, 1} to denote the buffer’s
states “empty” and “filled”. Suppose, the buffer is initially empty. Hence

...cons: rrrr rcrc (1.2)

is a run of the consumer system, and

...00 11buff : (1.3)

is a run of the buffer system. Recall that a run actually comprises infinitely
many variables. For example, a consumer’s run contains also the variables prod
and buff which can change arbitrarily. Consequently, there are infinitely many
consumer’s runs but in each of them variable cons will be updated like in (1.2).
We will always graphically outline only a finite part of a run concerning updates
of the system variables as done in (1.1)-(1.3).

We are now going to describe the behaviour of the producer-consumer system
with the 1-item buffer. In a run of the entire system, variable prod, for example,
will be updated from rp to rd as in (1.1). The same holds for cons and buff .
Thus, a run of the entire system has to be a run of the producer, consumer and
buffer system at the same time. This intuitively justifies the definition that the
behaviour of the composed system is the intersection of the behaviours of its
components.

The interaction between the components will be represented by forcing some
updates of the subsystem’s variables to occur coincidently. For example, deliv-
ering an item to the (necessarily empty) buffer by the producer immediately
entails filling of the buffer. Thus, the prod’s update from rd to rp has to occur
coincidently with the buff ’s update from 0 to 1. Such a coincident update in a
Petri net is called a transition. We adopt this naming in a very similar context
(see Sect. 2.1 for the definition). A run of the producer-consumer system with a
1-item buffer, σ1, is shown in (1.4).

...

...

...

σ1:
t1 t2 t3

t4 t5

00 0 11

C0 C1 C2 C3

prod:

cons:
buff :

rprprp rdrd rd

rrrr rcrc
(1.4)
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2 The Logic TLDA

In this section, we briefly introduce the representation of the semantic model of
TLDA, and then we define the syntax and semantics of our logic and introduce
some basic notions used in the paper.

2.1 The Semantic Model
The semantic model of a TLDA formula is a run as already intuitively introduced
and exemplified above in (1.1)–(1.4). The notation of a run resembles that of
an occurrence net known from Petri net’s theory (see [10] for instance). A run
consists of a history of each variable and a set of transitions.

History and Transitions. Let Var be an infinite set of variables and Val
an infinite set of values. A history of a variable x ∈ Var is the sequence of
its updates, i.e. a finite or infinite sequence H(x) = x0 x1 x2 . . . of values
xi from Val . xi is the local state of x at index i. We abbreviate H(x) to Hx.
As an example, Hprod = rp rd rp rd . . . is the history of variable prod, and
Hprod(0) = rp, Hprod(1) = rd etc. The histories of the variables constitute a
history of the run:

Let Val+ and Valω denote the set of all non-empty, finite and infinite se-
quences of values, respectively, and let Val∞ � Val+ ∪ Valω. Then

H : Var → Val∞

is a history.
A transition is an update of one variable or a synchronised update of several

variables; technically a mapping:

t : V → N0

where ∅ �= V ⊆ Var is finite. V = dom(t) includes all variables that are involved
in transition t, t(x) denotes the index of the involved update of x. In the run
σ1, transition t1 is an update of variable prod. Thus, prod is the only variable
involved in t1. In contrast, transition t2 depicts a synchronised update of variables
prod and buff . Hence, prod and buff are involved in t2.

The transitions in a run are (partially) ordered by a transitive successor
relation ≺. Immediate succession is indicated by arrows in a run. Transitions in
a run which are not related by ≺ are called concurrent. For instance, t3 and t4
as well as t3 and t5 are concurrent in σ1. We require that for every transition t
there is a finite number of transitions ti with ti ≺ t. This completes the notions
required for the definition of a run:

Run. Let H be a history, let T be a set of transitions. σ = (H,T ) is a run iff

– For every variable x ∈ Var and for all i with 0 ≤ i < l(Hx)− 1, there exists
exactly one transition t ∈ T with t(x) = i.

– For all t ∈ T and for all variables x ∈ dom(t) holds: 0 ≤ t(x) < l(Hx)− 1.
– The relation ≺ on T is irreflexive.

Runs (1.1)–(1.4) fulfill these properties.
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Since in a run σ the relation ≺ on T is transitive and irreflexive by definition,
≺ constitutes a partial order on the transition set of σ.

Cuts and Steps. ≺ can canonically be generalized to the local states of vari-
ables. A set of local states which are not related by ≺ forms a cut.

Formally, a mapping
C : Var → N0

is called a cut in σ iff for each t ∈ T and all x, y ∈ dom(t) holds:

if t(x) < C(x), then t(y) < C(y).

For instance, C0 with C0(prod) = C0(cons) = C0(buff ) = 0, as well as C1 with
C1(prod) = 1 and C1(cons) = C1(buff ) = 0 are cuts in σ1.

We say that a transition t ∈ T occurs at a cut C in σ if t updates variables
at the local states belonging to C, i.e. if t(x) = C(x) for each x ∈ dom(t).

From the definition of a cut arises an important observation: Every two tran-
sitions that occur at C are concurrent in σ.

Let UC be the set of transitions that occur at C. From a given cut C the
successor cut C′ of C is reached by occurrence of all transitions from UC . For
example, from the initial cut C0 in σ1 the cut C1 is reached by occurrence of t1.
The cut C3 is reached from C2 by occurrence of two transitions t3 and t5.

A cut C and its successor cut C′, together with the transition set UC form
a step SC in σ. Thus, SC will canonically be defined by the cut C. Note that
not every cut of a run σ can be reached by taking such maximal steps from
C0. Hence, the cuts do not constitute the run; they rather may be conceived as
observations of the run.

This completes the set of structural notions required in the sequel.

2.2 Syntax of TLDA
Vocabulary. A vocabulary of TLDA is given by the following sets: a set of
function symbols F , a set of predicate symbols P (the symbol for equality = is
one of them in particular), a set of special symbols and a set of variables.

Additionally, TLDA expressions can include brackets, which we use in order
to overwrite the binding priorities or just to increase readability.

Each predicate symbol and each function symbol has an arity. Constants can
be thought of as 0-arity functions.

The set of special symbols consists of the standard boolean connectives ¬
and ∧, the quantifiers ∃ and ∃̃ and the temporal operator �. The sets P , F and
the set of special symbols should be pairwise disjoint.

An infinite set of variables Varall is partitioned into infinite disjoint sets of:

– rigid variables Varrigid = {m, n, . . . },
– flexible variables Var = {x, y, . . . },
– primed flexible variables Var ′ � {x′|x ∈ Var} = {x′, y′, . . . },
– ∼-variables Ṽar � {ã| ∅ �= a ⊆ Var} = {{̃x}, {̃y}, {̃x, y}, . . . }.

{̃x} and {̃x, y} are abbreviated to x̃ and x̃y, respectively.
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Terms. The terms of our logic, like in classical predicate logic, are made up
of variables and functions applied to them. TLDA-terms over F are inductively
defined as follows:

– Any variable from Varrigid ∪Var ∪Var ′ is a term.
– If t1, t2, . . . , tn are terms and f ∈ F has arity n, then f(t1, t2, . . . , tn) is a

term.

Examples of terms are: y, x′, 2+n, (x−3∗y′)+z, where n is a rigid variable.

Formulas. Based on terms, we can continue to define the formulas of our logic.
Formulas are divided into two classes: step formulas and run formulas.

The set of step formulas over F and P is inductively defined as follows:

– If P is a predicate taking n arguments, n ≥ 1, and if t1, t2, . . . , tn are terms
over F , then P (t1, t2, . . . , tn) is a step formula.

– Any variable from the set Ṽar is a step formula.
– If F and G are step formulas, then so are ¬F , F ∧G and F ⇒ G.
– If x ∈ Varrigid ∪ Var ∪ Var ′ and if F is a step formula, then so is ∃xF .
– If F is a step formula, then so is ∃̃F .

Examples of step formulas are: x′ ≤ 1, y = (2 + n), ¬z̃ ∧ (m ≥ 0)⇒ (z = 15),
∃m (m = x2), ∃y′ (x̃y ⇒ (y′ = x)), n and m are rigid variables.

Note that we use some conventional arithmetical and logical abbreviations,
including boolean abbreviations true (for P ∨ ¬P ), false (for ¬true), ⇔, ≡, as
well as � (for ¬�¬).

The set of run formulas over F and P is inductively defined as follows:

– Any step formulas F is a run formula.
– If F and G are run formulas, then so are ¬F , F ∧G and F ⇒ G.
– If F is a run formula, then so is �F .
– If x ∈ Varrigid and if F is a run formula, then so is ∃xF .

�(z < m), �(¬z̃ ⇒ (x′ = x + 5)), �(∃m (m2 = y)) are examples of run
formulas, m is the only rigid variable occurring in them.

2.3 Semantics of TLDA

Now we explain briefly the difference between the sets of variables introduced
above.

Rigid variables stand for an unknown but fixed value and are commonly used
in any kind of classical logic.

Flexible variables will mostly be called program variables. They are intended
to describe changes in our systems: to every program variable a sequence of val-
ues, i.e. its history will be assigned. The histories represent an execution of a
system. Nevertheless, every program variable has exactly one value in a particu-
lar cut of a system run. A value of this variable in the successor cut of a system
run will be described by a corresponding primed program variable.
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The partition of variables into rigid and flexible variables is a well known
idea (see for example [18]) and primed variables have also been used before for
describing values of variables in a successor state ([16, 18]).

The ∼-variables are independent from the values assigned to the program
variables in a cut of a system run: The ∼-variables can only take boolean values
and provide information about the synchronization of variable updates: They
describe, which program variables are involved in the transitions of a step in a
system run. Some subsequent examples will clarify this concept.

The semantics of the logic resembles those for other temporal logics. We
assume a non-empty set Val of concrete values, called the universe, we interpret
each function symbol in F as a concrete function on Val , and each predicate
symbol in P as a predicate over Val . Formally, the interpretation I of (F , P)
consists of the following set of data:

– a non-empty set Val (the truth values true and false are in particular ele-
ments of Val),

– for each n-ary f ∈ F a function f I : Valn → Val , and
– for each P ⊆ P with n arguments a subset P I ⊆ Valn.

Evaluating Terms. Let r be a mapping r : Varrigid → Val which associates
with every rigid variablem a value r(m) of the universe. The values of all program
variables and primed program variables depend on a run.

Terms will be evaluated in steps of a run. So let σ = (H,T ) be a run and
let SC be a step of σ. We interpret a term in the set Val by replacing all vari-
ables with their values, as follows: Each rigid variable is replaced with its value
according to the mapping r. Each program variable x ∈ Var is replaced with
the value Hx(C(x)), i.e. with the value assigned to x at the C(x)th index in its
history Hx. This is intuitively the value of x in the cut C. Each primed program
variable x′ ∈ Var ′ is replaced with Hx(C′(x)), i.e. with the value of x in the
successor cut C′.

Formally, to compute the value of a term in SC under the interpretation I
and with respect to r we inductively define a (standard) mapping rS as follows:

rC(m) = r(m) if m ∈ Varrigid,
rC(x) = Hx(C(x)) if x ∈ Var ,
rC(x′) = Hx(C′(x)) if x′ ∈ Var ′, and

rC(f(t1, . . . , tn)) = f I(rC(t1), . . . , rC(tn)) if t1, . . . , tn are terms.

Evaluating Step Formulas. A model of a step formula consists of a step SC

of a run σ = (H,T ) and an interpretation I of (F ,P) (for convenience, we will
write simply SC in place of (S, I) when a model of a step formula is concerned).
Let r be a valuation mapping of rigid variables.

We define the notion SC ||=r ψ of ψ holding in S with respect to r for each
step formula ψ by structural induction on ψ:
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– SC ||=r P (t1, . . . , tn) iff (rS(t1), . . . , rS(tn)) ∈ P I .
– SC ||=r ã iff a ⊆ dom(t) for any t ∈ UC ,

i.e. we replace ã by the boolean value true, if a is a subset of the variables
involved in a transition t occurring at C, and by false otherwise.

– SC ||=r ¬F , as well as F ∧G and F ⇒ G are standard.
– SC ||=r ∃xF for x ∈ Varrigid iff SC ||=r[x←a] F for some a ∈ Val ,

where r[x←a](x) = a and r[x←a](k) = r(k) for all k ∈ Varrigid \ {x}.
– SC ||=r ∃xF for x ∈ Var iff there is a run σ∗ = (H∗, T ) with Hy(C(y)) =
H∗

y (C(y)) for all y ∈ Var \ {x} and Hx(C′(x)) = H∗
x(C′(x)) for all x ∈ Var

so that S∗
C ||=r F ,

i.e.F can be made true in SC by setting a new value in the x-History Hx at
index C(x) without changing the value in Hx at C′(x) and without chang-
ing the histories of all other variables y at C(y) and C′(y). Note that the
transition set T remains the same in σ∗. Hence, it can be shown that C is
a cut also in σ∗ and S∗

C is therefore a step in σ∗. Thus, only the value of x
can be changed, whereas the values of x′ and all other variables, inclusive
∼-variables, do not change. We analogously define:

– SC ||=r ∃x′ F for x′ ∈ Var ′ iff there is a run σ∗ = (H∗, T ) with Hx(C(x)) =
H∗

x(C(x)) for all x ∈ Var and Hy(C′(y)) = H∗
y (C′(y)) for all y ∈ Var \ {x}

so that S∗
C ||=r F .

– SC ||=r ∃̃F iff there is a run σ∗ = (H∗, T ∗) with Hx(C(x)) = H∗
x(C(x)) for

all x ∈ Var and C is a cut in σ∗ so that S∗
C ||=r F .

Note that ∃̃ does not quantifies a variable, but a step formula F . Thus, ∃̃F is
true in SC if we can take a new step from the cut C, in which F holds, i.e. if
we can make F true without changing the values of (unprimed) program
variables.

Since the ∼-variables are essential for the logic, we give here some examples
of their interpretation:

Let SC1 and SC2 be steps of σ1 in (1.4). In SC1 holds ˜prod buff , because there
is apparently a transition t2 occurring at C1 in which both prod and buff are
involved together. Consequently, it holds in particular that prod is involved in
this transition, so p̃rod is true in SC1 , too. The same holds for variable buff .

In SC2 hold p̃rod and c̃ons, because of t3 and t5 in which prod and cons are
involved, respectively. However, ˜prod cons does not hold in SC2 , since prod and
cons are not involved together in a transition.

Evaluating Run Formulas. Now we extend the semantics to run formulas.
A model of a run formula is a pair (σ,C) consisting of a run σ = (H,T ) and

a cut C of σ, and an interpretation I for (F ,P) (we will write for convenience
simply (σ,C) instead of (σ,C, I)). Analogously to step formulas, we define now
the notion (σ,C) |=r ψ of ψ holding in (σ,C) with respect to r for each run
formula ψ by structural induction on ψ:
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– (σ,C) |=r F for a step formula F iff SC ||=r F .
– (σ,C) |=r ¬F , as well as F ∧ G, F ⇒ G and ∃xF for x ∈ Varrigid are

standard.
– (σ,C) |=r �F iff (σ,C∗) |=r F for every cut C∗ of σ with C∗(x) ≥ C(x) for

all x ∈ Var .

Notations. We usually omit an explicit denotation of the mapping r and write
simply (σ,C) |= ψ for (σ,C) |=r ψ. Furthermore, if a run formula ψ holds in σ
at the initial cut C0, i.e. (σ,C0) |= ψ, we write σ |= ψ.

The semantic model of a TLDA formula Φ is a run of a system. The set of
all models of Φ will be denoted by Σ(Φ). Hence, Σ(Φ) is the behaviour of the
system specified by Φ.

Now, let Ci and Cj be cuts of a run. Ci ≥ Cj abbreviates Ci(x) ≥ Cj(x) for
all x ∈ Var .

The set of all variables except for the rigid occurring in a formula Φ will be
denoted by VA(Φ). Φ will be called a cut formula iff no primed or ∼-variables
occur in Φ, i.e.VA(Φ) ⊆ Var . A formula Φ′, obtained from a cut formula Φ by
replacing each variable x by the primed variable x′, will be called a primed cut
formula. Hence, VA(Φ′) ⊆ Var ′. From these definitions follows

Proposition 1 Let σ be a run, C a cut of σ, Φ a cut formula and Φ′ a primed
cut formula.
If (σ,C) |= Φ′, then (σ,C′) |= Φ.

Finally, V (Φ) � {x ∈ Var |x, x′ occurs in Φ or ã occurs in Φ and x ∈ a} denotes
the set of Var -variables occurring in Φ.

3 Component Specification

With the logic of Section 2 we are now ready to specify the producer-consumer
system of Section 1. We start with specifying the three subsystems. In Section 6
we show how to compose these specifications to obtain a specification of the
entire system.

To begin we specify the producer system. Initially, the producer is “ready to
produce”. Hence, the value of variable prod equals rp. Producing an item will be
viewed as an update of prod from rp to rd. Analogously, the update from rd to
rp should represent delivering of an item. This will be specified by the following
formulas Produce and Deliver :

Produce � prod = rp ∧ prod′ = rd

Deliver � prod = rd ∧ prod′ = rp

Both formulas are to be alternatively applied only in system steps which involve
variable prod . Hence the producer specification:

Producer � prod = rp∧
� (p̃rod⇒ Produce ∨Deliver)
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We similarly specify the consumer system. We assume the consumer is ini-
tially “ready to remove” and can either remove an item from the buffer or con-
sume an item. Thus,

Consumer � cons = rr ∧
� (c̃ons⇒ Remove ∨ Consume), with

Remove � cons = rr ∧ cons′ = rc, and
Consume � cons = rc ∧ cons′ = rr

Finally, the buffer system. We need two additional conditions to specify that
emptying of the buffer is only possible if the buffer contains an item at all and
filling of the buffer can happen only if the buffer is empty.

Buffer � buff = 0∧
� (b̃uff ⇒ Filling ∨ Emptying)∧
� (Filling ⇒ buff = 0)∧
� (Emptying ⇒ buff > 0), with

Filling � buff ′ = buff + 1
Emptying � buff ′ = buff − 1

The specifications of the producer, consumer and buffer allow so far that each
of those systems eventually gets stuck. To rule out such a behaviour we need a
progress assumption. Progress will subsequently be considered in Sect. 5.3.

4 Component Verification: Safety

Based on the component specifications presented in Sect. 3, we are now able
to deduce some (safety) properties of the systems. A property in our logic is
a set of runs specified by a formula P . Thus, we do not distinguish between a
behaviour of a system and a property of a system. We say that a property P
holds for a system specified by Φ iff the behaviour of the system is contained
in the property (see [9, 19] for instance). In the logic, Σ(Φ) ⊆ Σ(P ) holds iff
Φ⇒ P holds. Hence, proving that a property P holds in a system specified by Φ
amounts to proving the formula Φ ⇒ P , or in other words: to proving P under
the assumption Φ.

In this section we will exemplify a proof of a simple safety property holding in
the producer system. We will derive this property from the system specification
in a syntactic way using some inference rules of our natural deduction proof
calculus. We present below only a part of the calculus, that is the rules necessary
for the sample proofs.

4.1 Proof Rules

We denote an inference rule in the usual way: the set of premises of the rule is
written above the line, the conclusion stands below the line. Sometimes we write
a double line to denote that a rule can be applied in both directions: we may
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infer the lower formula from the upper one, as usual, but we may as well infer
the upper one from the lower one.

Figure 1 shows some selected rules of the propositional calculus. They are all
well known and do not need any explanation.

Φ, Ψ

Φ ∧ Ψ
∧ i

Φ ∧ Ψ

Φ
∧ e1

Φ ∧ Ψ

Ψ
∧ e2

Φ, Φ ⇒ Ψ

Ψ
mp

Φ,¬Φ

false
¬ e

false

Φ
⊥e

Φ
...
Ψ

Φ ⇒ Ψ
→ i

Φ ∨ Ψ,

Φ
...
χ ,

Ψ
...
χ

χ
∨e

¬Φ ∨ Ψ

Φ ⇒ Ψ
↔r

Φ ∧ (Ψ ∨ Ω)

(Φ ∧ Ψ) ∨ (Φ ∧ Ω)
distr

Fig. 1. Selected propositional rules

There are some fundamental rules for ∼-variables in our logic. Here we
present only one of them, claiming that if a program variable x is not involved
in any transition of a step SC of a run σ (i.e. (σ,C) |= ¬x̃ holds), then the value
of x may not change in that step. Hence the rule ∼r:

¬ x̃
x′ = x

∼r

Now we present three temporal rules which will later be used in our proofs.
These rules will be supplemented by two other temporal rules for proving liveness
properties in Sect. 5.2.

I ∧ Φ⇒ I ′, VA(I)={x}⊆Var

I ∧ �Φ⇒ � I
inv

...
Φ

�Φ
�i

�Φ

...
Φ
...

�e

The rule inv is a simplified version of an invariant rule and has the following
meaning: Let I be a cut formula containing only one variable. (Note, that this
assumption made for the rule stands above the line in a smaller font.) If I ∧ Φ
holding in a run σ at a cut C implies that I holds in the successor cut C′ of



Composition of Temporal Logic Specifications 109

C, too, which is equivalent with I ′ holds at C, then we can prove that I ∧ �Φ
implies � I. Thus, I is an invariant.

For reasoning about �-formulas we introduce proof boxes. We adopt this
notation with some slight modifications from [12]. By definition in Sect. 2.3,
a formula �Φ holds in a run σ at a cut C iff Φ holds at all cuts Ci with
Ci ≥ C. Hence, we could work on Φ in one of those cuts, say Cj , to obtain a new
formula, for example, Ψ . Since we have shown Ψ in an arbitrary cut Cj ≥ C,
we may deduce �Ψ at the cut C. This is the intuitive meaning of both rules
above: Reasoning in a concrete but arbitrary cut reachable from a given cut C
as a starting point is marked by going into a box. The rule �e says that if at
any point in a proof we have �Φ, we could open a box and put Φ into it. The
rule �i says that if we are in a box and could infer a formula Φ, then we could
leave the box and deduce �Φ.

4.2 Proving Safety Properties

Using the proof rules from the previous section we are now prepared for proving
safety properties holding in a system. As an example, we prove that the property
� (prod ∈ {rp, rd}) holds in the producer system. Hence, we show that we can
derive this formula from the specification Producer of the producer system, thus
we prove Producer ⇒ � (prod ∈ {rp, rd}).

In a proof we number all lines and we write on the right side a justification
for each line: the name of the applied rule and the numbers of lines used for it.
The scope of a temporary assumption (made in order to apply rule → i or ∨e)
will be demarcated by an indentation.

Hence, the proof for Producer ⇒ � (prod ∈ {rp, rd}) is shown in Fig. 2.
We can prove in a very similar way that, for example, � (cons ∈ {rr, rc})

and � (0 ≤ buff ≤ 1) hold in the consumer and buffer system, respectively.

5 Component Verification: Liveness

In this section we first introduce two new operators for proving liveness proper-
ties: a leads-to operator � and an entails operator �. Secondly, we add to our
proof calculus a few rules for proving liveness properties. We introduce subse-
quently the notion of progress and fairness. Finally, we show a sample proof of
a liveness property holding in the buffer system.

5.1 Liveness Operators

We usually want to prove liveness properties having the following form: When-
ever Φ holds once in a system, eventually Ψ holds, where Φ and Ψ each specify
a property holding in a global state of a system. As an example, for the buffer-
system we would like to prove: “Whenever the buffer is empty, it becomes even-
tually filled.” This sort of properties will be expressed with help of the leads-to
operator �.
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1. prod = rp ∧ � (p̃rod ⇒ (Produce ∨ Deliver)) given
2. prod ∈ {rp, rd} ∧ (p̃rod ⇒ (Produce ∨ Deliver)) assumption

2.1 p̃rod ⇒ (Produce ∨ Deliver) ∧e2 2
2.2 ¬p̃rod ∨ Produce ∨ Deliver ↔r 2.1
2.3 prod ∈ {rp, rd} ∧e1 2
2.4 prod ∈ {rp, rd} ∧ (¬p̃rod ∨ Produce ∨ Deliver) ∧i 2.2, 2.3
2.5 prod ∈ {rp, rd} ∧ ¬p̃rod) ∨ (prod ∈ {rp, rd} ∧ Produce)

∨(prod ∈ {rp, rd} ∧ Deliver) twice distr 2.4
2.6 prod ∈ {rp, rd} ∧ ¬p̃rod assumption

2.6.1 ¬p̃rod ∧e2 2.6
2.6.2 prod′ = prod ∼ r 2.6.1
2.6.3 prod′ ∈ {rp, rd} ∧e1 2.6 and 2.6.2

2.7 prod ∈ {rp, rd} ∧ Produce assumption
2.7.1 prod = rp ∧ prod′ = rd ∧e2 2.7 and def. Produce
2.7.2 prod′ ∈ {rp, rd} ∧e2 2.7.1 and math

2.8 prod ∈ {rp, rd} ∧ Deliver assumption
2.8.1 prod = rd ∧ prod′ = rp ∧e2 2.8 and def. Deliver
2.8.2 prod′ ∈ {rp, rd} ∧e2 2.8.1 and math

2.9 prod′ ∈ {rp, rd} twice ∨e 2.5–2.8
3. prod ∈ {rp, rd} ∧ (p̃rod ⇒ (Produce ∨ Deliver))

⇒ prod′ ∈ {rp, rd} → i 2, 2.9
4. prod ∈ {rp, rd} ∧ � (p̃rod ⇒ (Produce ∨ Deliver))

⇒ � (prod ∈ {rp, rd}) inv 3
5. � (prod ∈ {rp, rd}) mp 1, 4 and math

Fig. 2. Proof of � (prod ∈ {rp, rd})

Definition 1 Let σ be a run, let C be a cut of σ and let Φ and Ψ be cut formulas.
(σ,C) |= Φ � Ψ iff for all cuts Ci, Ci ≥ C holds: if (σ,Ci) |= Φ, then there is a
cut Cj , Cj ≥ Ci, such that (σ,Cj) |= Ψ .

From this definition follows immediately

Proposition 2 (σ,C) |= Φ� Ψ iff (σ,C) |= � (Φ⇒ �Ψ).

Now we define a one-step operator �(entails). Φ � Ψ intuitively means that if
Φ holds in a run σ at a cut Ci and all variables occurring in Φ are involved in
transitions that occur at Ci, then Ψ holds at the successor cut C′

i of Ci. Hence
the definition

Definition 2 Let σ be a run, let C be a cut of σ and let Φ and Ψ be cut formulas.
(σ,C) |= Φ�Ψ iff for all cuts Ci, Ci ≥ C holds: if (σ,Ci) |= Φ∧

∧
x∈V (Φ) x̃, then

(σ,C′
i) |= Ψ .

5.2 Proof Rules for Liveness

So far both operators are defined semantically. With help of the rule �r1 the
formula Φ � Ψ can be syntactically derived in case Φ and Ψ are cut formulas.
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This rule follows directly from Definition 2 and Proposition 1.

� (Φ ∧
∧

x∈V (Φ) x̃⇒ Ψ ′)

Φ� Ψ
�r1

Finally, we give a rule for inference of a leads-to formula Φ� Ψ for cut formulas
Φ and Ψ : If Φ entails Ψ in a run σ, and the run never gets stuck in a cut at which
the formula Φ holds, and if always all variables occurring in Φ can be involved
in a step of σ, then Φ� Ψ holds in σ. Formally

Φ� Ψ, Φ�
∨

x∈V (Φ) x̃, � (
∨

x∈V (Φ) x̃⇒
∧

x∈V (Φ) x̃)

Φ� Ψ
�r2

Obviously, the rule �r2 is circular. But the second premise can in most cases
be directly inferred from a system specification. More precisely, the progress
requirement for a specification formula sharing some variables with Φ usually
implies the formula Φ�

∨
x∈V (Φ) x̃ (see the subsequent section for definition and

an example). Some more leads-to rules are

� (Φ⇒ Ψ)
Φ� Ψ

�l1
��Φ

Ψ � Φ
�l2

Φ� Ψ, Ψ �Ω

Φ�Ω
�l3

5.3 Progress and Fairness

If an update U described by a step formula Φ does not take place anymore in a
run of a system, there are two possible explanations for this: Either the run (or
a part of it) gets stuck in a step, in which U could possibly occur. This often
indicates a failure in a system. Or another update involving the same variables
always occurs in the run instead of U . These two concepts are clearly separated
in our logic. In the first case we say, that the run ignores progress of the step
formula Φ specifying U . In the second case we say that the run ignores fairness
of Φ. The notion of progress originates from Petri nets theory (cf. [14, 20, 21]).

In order to define progress and fairness we introduce first for a step formula
Φ the notion of step variables, denoted by St(Φ):

St(Φ) � {x ∈ Var |x′ occurs in Φ or ã occurs in Φ and x ∈ a}

and, secondly, the notion of Enabled(Φ):

Enabled(Φ) � ∃̃Φ

By definition, Φ is enabled in a step SC of a run σ iff the step formula Enabled(Φ)
is true in SC . Enabled(Φ) is true in SC if it is possible to take a new step S∗

C

from the cut C such that the formula Φ becomes true in S∗
C .

Based on these notions we define now fairness of a step formula Φ.

fair (Φ) � ��Φ ∨ ��¬Enabled(Φ)
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(Note that this is the common definition of weak fairness. Strong fairness of Φ
will also be defined in the standard way. To simplify matters we omit here this
definition.) We say that a run σ respects fairness of Φ iff fair (Φ) holds in σ.

Let St(Φ) = {x1, . . . , xn} be the set of step variables of Φ.

progress(Φ) � �� (
∧

1≤i≤n

¬Enabled (Φ ∧ x̃i)) ∨��
∨

1≤i≤n

x̃i

A run σ respects progress of Φ iff progress(Φ) holds in σ.
We now revise our introductory example. Consider again the specification

Producer of the producer system in Sect. 3. Assume a run σp in which prod = rp
initially holds and in which variable prod is never involved in a step of the run.
We can easily state that σp is a proper run of the producer system, since the
formula Producer holds in σp. Hence, the specification Producer of the producer
system allows, for example, that the producer gets stuck in the state “ready to
produce” and will never produce an item. We can prevent this by an additional
requirement that every run of the producer respects progress of the specification
formula Producer. Thus,

Producerlive � Producer ∧ progress(Producer)
specifies a producer system that never gets stuck. Since St(Producer) = {prod},
we obtain

progress(Producer) � �� (¬Enabled(Producer ∧ p̃rod)) ∨��p̃rod

The formula Producer ∧ p̃rod is continuously enabled in every run, hence
��¬Enabled(Producer ∧ p̃rod) is always false. Thus, ��p̃rod is the progress
requirement for the producer system. Analogously, ��c̃ons and ��b̃uff ensure
progress for the consumer and buffer system, respectively. Hence, the formulas

Consumerlive � Consumer ∧ ��c̃ons and
Bufferlive � Buffer ∧ ��b̃uff

are the final specifications of the consumer and the buffer system, respectively.

5.4 Verifying Liveness Properties

As an example, Fig. 3 shows the proof of the property (buff = 0) � (buff = 1)
holding in the buffer system. Some other liveness properties that can be analo-
gously proven are (prod = rp) � (prod = rd) for the producer and Consume �

¬Enabled(Consume) for the consumer, for instance.

6 Parallel Composition

In this section we focus on parallel composition of systems and their specification
in TLDA. Let S1 and S2 be systems specified by formulas Φ1 and Φ2, respectively.
Parallel composition of S1 and S2 is defined as the intersection of their behaviours
Σ(Φ1)∩Σ(Φ2). From this definition follows immediately by logical reasoning that
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1. buff = 0 ∧ � (b̃uff ⇒ (Filling ∨ Emptying))∧ � (Filling ⇒ buff = 0)

∧� (Emptying ⇒ buff > 0) ∧ ��b̃uff given
2. � (b̃uff ⇒ (Filling ∨ Emptying)) ∧e2,∧e1 1
3. � (Emptying ⇒ buff > 0) ∧e1,∧e2 1
4. ��b̃uff ∧e2

5. b̃uff ⇒ (Filling ∨ Emptying) �e 2
6. Emptying ⇒ buff > 0 �e 3
7. (buff = 0) ∧ b̃uff assumption

7.1 Filling ∨ Emptying mp 5, 7
7.2 Filling assumption

7.2.1 buff ′ = buff + 1 def. Filling 7.2
7.2.2 buff ′ = 1 math 7, 7.2.1

7.3 Emptying assumption
7.3.1 buff > 0 mp 6, 7.3
7.3.2 false ¬e 7, 7.3.1
7.3.3 buff ′ = 1 ⊥e 7.3.2

7.4 buff ′ = 1 ∨e 7–7.3
8. (buff = 0) ∧ b̃uff ⇒ (buff ′ = 1) → i 7–7.4

9. � ((buff = 0) ∧ b̃uff ⇒ (buff ′ = 1)) �i 8
10. (buff = 0) � (buff = 1) �r1 9
11. (buff = 0) � b̃uff �l2 4
12. (buff = 0) � (buff = 1) �r2 10, 11

Fig. 3. Proof of (buff = 0) � (buff = 1)

the specification formula of the composed system is the conjunction Φ1∧Φ2 of the
specification formulas of the components. The idea of composition as conjunction
has been suggested in [6, 7, 3, 4, 17]. Works on compositional semantics based on
partial order are [11, 13].

We revise now our introductory example. Using the component specifications
from Sect. 3 we demonstrate how to specify the composition of the producer,
consumer and buffer system, in order to obtain a producer-concumer system
(with a buffer) as described in Sect. 1.

By definition, the parallel composition of the three subsystems will be speci-
fied by conjunction Comp � Producerlive∧Consumerlive∧Buffer live. We easily
convince ourselves that every run of the producer-consumer system, as for exam-
ple σ1 in (1.4), is a model of Comp. But Comp additionally evolves models that
are not proper runs of the producer-concumer system. (6.1) shows an example.

...

...

...

00 11
prod:

cons:
buff :

rprp rdrd

rrrr rcrc (6.1)
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The unwanted models do not properly synchronise the updates of prod, cons
and buff . Hence, we strive for a further formula, Sync, to express additional
constraints on the models. The final formula will then be the conjunction of
Producer, Consumer, Buffer and Sync.

The formula Sync talks about synchronised updates of prod, cons and buff
by help of the ∼-variables. Three properties are required: Firstly, delivery of
an item into the buffer by the producer immediately causes filling the buffer,
whereby the updates of prod and buff are synchronised. Secondly, removing an
item from the buffer by the consumer is to equate with emptying the buffer,
since the buffer has capacity of one item. The updates of cons and buff have to
be synchronised in this case. And finally, the updates of prod and cons are never
synchronised.

Sync � �¬ ˜prod cons

∧�(Deliver⇔ Filling⇔ ˜prod buff )
∧�(Remove⇔ Emptying⇔ ˜cons buff )

Hence, the following formula ProdCons specifies the producer-consumer system:

ProdCons � Producerlive ∧ Consumerlive ∧ Buffer live ∧ Sync

Obviously, the specification ProdCons of the composed system implies the speci-
fication formulas of its components, for instance Producerlive. Consequently, ev-
ery property P holding in the producer system holds in the producer-consumer
system, too, since ProdCons ⇒ P can be easily inferred from ProdCons ⇒
Producerlive and Producerlive ⇒ P . Hence, compositional reasoning is strongly
supported by the specification method using TLDA.

There are several ways in which systems can be composed with each other.
Sometimes system components are intended to run really in parallel. Such com-
ponents have always disjoint system variables. They are specified in TLDA by
formulas allowing an arbitrary synchronisation with others. These formulas have
usually the form of an implication and describe how a given system variable
changes if it is involved in a transition of the system. Examples of such formulas
are Deliver, Remove and Filling. Thus, Comp specifies a producer, consumer
and buffer system running in parallel.

But (6.1) shows that this is not the expected producer-consumer system,
since a producer-consumer system requires a proper synchronisation of its sys-
tem variables. We solve this problem by adding an appropriate synchronisation
formula Sync. This can be viewed as a parallel composition with a third compo-
nent. This demonstrates a particular specification method which properly works
in the majority of cases.

7 Conclusion

We suggest a new temporal logic, TLDA, for specifying and verifying distributed
systems. The logic can syntactically be viewed as an extension of TLA. TLDA,
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however, is interpreted on Petri nets-like partial order semantics. This allows
us to specify some properties, as for example concurrency vs. nondeterminism,
that can well be expressed in a partial order based formalism, but not in an
interleaving based formalism like TLA (see also [8]).

Furthermore, we have shown that TLDA supports a modular design of sys-
tems: subsystems can be specified and verified separately and then be integrated
into one system. The properties of the subsystems will be preserved in this pro-
cess, i.e. they hold in the composed system, too.
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2 Instituto Politécnico de Beja, Portugal

{jpb,lugo}@uninova.pt

Abstract. Behaviour specification in object-oriented design clearly ben-
efits from the use of a formal, or semi-formal, visual specification lan-
guage. This is attested by the adoption of a statecharts based notation
by the Unified Modelling Language specification, and also by the sev-
eral object-inspired Petri net classes. This paper defines a class of high-
level nets, named Composable Coloured Petri nets, allowing the use of
Coloured Petri nets in object-oriented design, namely for the specifica-
tion of synchronous and asynchronous communication among objects,
and the three most common abstractions: generalisation, classification,
and composition. Starting from Coloured Petri nets, the paper shows how
those abstractions can be modelled based on node fusion and with min-
imally intrusive syntax additions. Node fusions take two forms: one for
modelling message passing, abstracting the interactions between objects,
and another for modelling generalisation and composition, abstracting
the system static structure.

Keywords: object-oriented design, net composition, coloured Petri nets,
UML class diagrams.

1 Introduction

The original paper on statecharts by Harel [1] acknowledges Petri nets as “one
of the best known and best understood solutions” for the behavioural descrip-
tion of complex reactive systems but lacking a “satisfactory hierarchical decom-
position” mechanism. Also, the 1989 paper by Huber, Jensen and Shapiro [2]
states that “In the literature there is almost no work on hierarchies in Petri
Nets”. Fortunately, this is no longer true. Especially after the paper by Huber,
Jensen and Shapiro, numerous proposals for Petri nets hierarchical structur-
ing and abstraction mechanisms were defined and implemented (e.g. [3–10]).
Also, several extensions to Petri nets, with sophisticated abstraction constructs,
were inspired by object-oriented concepts [11]. One can view these extensions
as bringing object-oriented concepts to Petri nets with the goal of increasing
the available abstraction levels and variety. Most of the proposals achieve this
through additions to the well-known graphical and textual notations, and conse-
quentially, they diverge, sometimes significantly from the well-known Petri nets
� Work partially supported by a PRODEP III grant (Concurso 2/5.3/ PRODEP/2001,
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c© Springer-Verlag Berlin Heidelberg 2004



118 João Paulo Barros and Lúıs Gomes

syntax, semantics, or both. Unfortunately, the connection to the common object-
oriented concepts and notations, most notably the Unified Modelling Language
(UML)[12], is not always evident.

This paper also mixes Petri nets with object-oriented modelling. Our inten-
tion is to close the gap between high-level Petri nets and object-oriented notation
and concepts, especially the ones present in UML. We remain close to Coloured
Petri Nets (CPNs) [8] and rely, exclusively, on the addition of two distinct ab-
stractions, both based on node fusion. With this, we strive for a minimal number
of modifications to the usual CPN graphical and textual syntaxes.

We propose a class of nets named Composable Coloured Petri nets (CCPNs).
They differ from other “Petri nets with objects” proposals in the following points:

1. They are strongly based on CPNs.
2. They totally avoid modifications to the CPNs graphical notation.
3. They imply minimal additions to the CPNs textual notations.
4. They use a composition operator, for the specification of generalisation and

composition, and a different abstraction for message passing modelling.
5. They are reducible to a CPN.

Regarding semantics, Composable Coloured Petri nets are shown to be higher
level representations for Coloured Petri nets [8] and, by consequence, to place/
transition nets (e.g. [13, 8]). This makes available to CCPNs all the known theo-
retical and practical work on CPNs. From another perspective, this paper’s con-
tribution can be seen as an alternative to class behavioural specification by stat-
echarts [1] as presently adopted in the Unified Modelling Language (UML) [12].

The minimal modifications to the known CPNs syntax and the “syntactic
sugar” aspect of CCPNs also mean that the proposed higher-level structuring
mechanisms must rely on well-known Petri nets concepts, namely transition fu-
sion and place fusion. The former maps quite naturally to synchronous request
invocation (or synchronous message passing), and the latter to asynchronous
requests. Node fusions are also used to model two important abstractions: com-
position and (a form of) generalisation. Classification (an abstraction for a set
of instances sharing a data structure and a behaviour) is supported by coloured
tokens representing objects as pairs containing a class identifier (typically im-
plicit), an instance identifier, and an optional data structure.

The following section defines CCPNs and Sect. 3 three shows how they can be
translated to a CPN model. Section 4 defines a composition operation named net
addition, which can be used for better abstracting and composing the static net
structure. Section 5 shows how CCPNs, together with the addition operation, can
be used to model class and object attributes, message passing (through requests),
classification, generalisation, composition, and object life cycles. More concisely,
templates, navigability, visibility, and multiple invocations, are also discussed.
Section 6 presents an illustrative example inspired by the well-known readers-
writers and producer-consumer problems. Section 7 reviews related approaches
and, the last section, concludes with some pointers to future implementation
work.
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2 Composable Coloured Petri Nets

Inspired by the UML specification [12], we first define an object system as a set
of classes and a set of requests (also defined as classes) and assume the existence
of requests create/destroy for the dynamic creation/destruction of objects:

Definition 1 (Object System). An Object System is a tuple OS = (O,R, V,
C, class, attrib, Obj, E , ppq) verifying the requirements below:

1. O = {O1, O2, . . . , On} is a finite set of classes (non-request classes).
2. R = {R1, R2, . . . , Rm} is a finite set of request classes, such that O∩R = ∅.
3. V is a set of variables.
4. C is a set of constants.
5. class is a function defined from variables and constants into non-request

classes: class : (V ∪ C) → O.
6. attrib is an attribute function defined from classes into tuples of non-request

variables and constants: attrib : (O ∪R) → (V ∪ C)∗

7. Obj ⊆ O×N0×(V ∪C)∗ is a set of objects, where ∀(c, i, data) ∈ Obj, attrib(c)
= data.

8. {create, destroy} ⊆ R ∧ attrib(create) = attrib(destroy) = ∅
9. E ⊆ {e|e ∈ {SEND,RECV } × O ×R × (V ∪ C)∗} is a finite set of events

where: ∀(sr, c, r, pl) ∈ E , attrib(e) = attrib(r) = pl and
∀eS

1 = (SEND, c1, r, pl1), eR
2 = (RECV, c2, r, pl2) ∈ E , ∀1 ≤ i ≤ |attrib(c1)|,

class(attribi(eS
1 )) = class(attribi(eS

2 )) ∧ attribi(eR
2 ) �∈ C (the attributes are

compatible); we also say that class(eS
1 ) = c1 and class(eR

2 ) = c2.
10. ppq is a parameter passing qualifier function defined from event attributes

into one of three qualifiers: ppq : attrib(E) → {IN,OUT, INOUT }.

Notice that we distinguish between request senders and request receivers by
the association of qualifiers SEND and RECV to the sender and receiver event,
respectively. We omit the instance number in a request or event specification.
This implies that, by default, we are implicitly referring to class level requests.
If needed, the instance number should be part of the request attributes (prefer-
ably as the first one, as usually found in object-oriented programming languages
implementations).

We also define the attrib function on events. For a given event e, we also
use attribai (e) for the ith actual attribute, and attribfi (e) for the ith formal at-
tribute. We write eS =

req
eR for two events eS = (SEND, c1, req, pl1) ∈ ES and

eR = (RECV, c2, req, pl2) ∈ ER having the same request req and compatible
attributes. Additionally, for a request r ∈ R we also use attribIN(r) = {a ∈
attrib(r)|ppq(a) = IN}, as well as attribOUT (r) and attribINOUT (r) with the
obvious analogous semantics.

As already stated, this paper proposes a way to specify class behaviour in
an object system by a composition operation and a Petri nets class strongly
based on CPNs. Compared to place/transition nets, CPNs provide tokens as
data types. The tokens’ data values can be manipulated by expressions associ-
ated to arcs. A transition firing is dependent on the existence of specific data
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values. These are named transition bindings. The handling of data values cap-
tures symmetries in the model and, consequently, typically allows a significant
reduction in model size, compared to low-level nets. Additionally, it brings an in-
creased flexibility for the modeller as the model complexity can be split between
the graphical net structure and the net inscriptions (data values, expressions,
functions, etc.). Next we present the CPN definition (Def. 2) as in [8] where
further details can also be found. The definition assumes the existence of an in-
scription language allowing the specification of algebraic expressions, variables,
and functions. Functions Type and Var apply in that context: Type returns the
type(s) of variable(s) or function(s); Var returns the set of variables present in
an attribute (or parameter) list, an expression, or a function. The subscript MS

denotes multisets (bags), and B = {true, false}.

Definition 2 (Coloured Petri Net). A Coloured Petri net is a tuple N =
(Σ,P, T,A,N,C,G,E, I) satisfying the following requirements:

1. Σ is a finite set of non-empty types called colour sets (or simply colours).
2. P is a finite set of places.
3. T is a finite set of transitions.
4. A is a set of arcs such that: P ∩ T = A ∩ P = A ∩ T = ∅.
5. N is a node function defined from A into (P × T ∪ T × P )
6. C is a colour function mapping each place p ∈ P into a colour from Σ.
7. G is a guard function. It is defined from T into expressions such that

∀t ∈ T, T ype(G(t)) = B ∧ Type(V ar(G(t))) ⊆ Σ

8. E is an arc expression function. It is defined from A into expressions such
that: ∀a ∈ A, Type(E(a)) = C(p(a))MS ∧ Type(V ar(E(a))) ⊆ Σ where p(a)
is the place connected to a 1.

9. I is an initialisation function mapping each place p ∈ P into a multiset over
C(p).

Each arc has an associated function with free variables. Each of these vari-
ables’ type belongs to the set of net types denoted by Σ. On each transition t
firing, all variables in the respective input arcs are bound according to the token
values in the transition input places. Next we classify the transition variables:

Definition 3 (Transition Variables). Let N = (Σ,P, T,A,N,C,G,E, I) be
a CPN. For each transition t ∈ T we use the following definitions:

1. Each variable occurring in, at least, one input arc expression is a transi-
tion input variable: V arIn(t) = {v|∃p ∈ P, ∃a ∈ A,N(a) = (p, t) ∧ v ∈
V ar(E(a))}.

2. Each variable occurring in, at least, one output arcs expression is a transi-
tion output variable: V arOut(t) = {v|∃p ∈ P, ∃a ∈ A,N(a) = (t, p) ∧ v ∈
V ar(E(a))}.

1 We will also use t(a) for the transition connected to arc a.
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3. Each variable occurring in at least one input or output arc expression is a
transition variable: V ar(t) = V arIn(t) ∪ V arOut(t).

A transition binding is one set of bound transition variables. It is defined as
a function b, with V ar(t) as domain, that assigns a value to each transition vari-
able. Additionally, the values in a transition binding must allow the respective
transition guard to evaluate to true.

In a given object system, each class is defined by a CPN where some transi-
tions can have associated events and some places can be fused. A CCPN can be
seen as a way to interconnect a set of CPNs by a particular form of transition
fusion, allowing synchronous communication, and also by place fusion, allow-
ing asynchronous communication. We always assume that each CPN provides a
distinct scope for the respective variables. In other words, two variables in two
different classes are always distinct variables, unless related by pass-by-name in
events as presented later.

Next we define CCPNs (Def. 4)2. The paragraphs following the definition
explain it and should be read in parallel with it. Each CCPN contains a set of
CPNs. This set is denoted S. Generically, we will use Xs to denote “X of s ∈ S”,
and XS to denote the set

⋃
s∈S

Xs. For example: Ps denotes the set of places in

the CPN s ∈ S; PS stands for the set of all places in all CPNs in S.

Definition 4 (Composable Coloured Petri Net). Let OS = (O,R, V, C,
class, attrib, Obj, E , ppq) be an object system. A CCPN is a tuple N = (S,
nc, PF, TE) defining the behaviour of a set of classes {O1, . . . , On} ⊆ O sat-
isfying the following requirements:

1. S is a set of CPNs such that:
(a) ΣS ⊆ O∗

(b) nc is a net class function from nets in S to non-request classes in OS:
nc : S → O.

(c) The sets of net elements are pairwise disjoint:

∀s1, s2 ∈ S, s1 �= s2 ⇒(Ps1 ∪ Ts1 ∪As1) ∩ (Ps2 ∪ Ts2 ∪As2 ) = ∅

(d) V ar(TS) ⊆ V .
2. PF is a partition of the set of all places in S(2a,2b,2c,2d):

(a) PF ⊆ P(PS)
(b) PFE ∈ PF ⇒ PFE �= ∅
(c) ∀PFE1, PFE2 ∈ PF, (PFE1 �= PFE2)⇒ PFE1 ∩ PFE2 = ∅
(d) ∀p ∈ PS , ∃PFE ∈ PF, p ∈ PFE
(e) ∀PFE ∈ PF, ∀p1, p2 ∈ PFE, C(p1) = C(p2) ∧ I(p1) = I(p2)

2 In the following definitions the notation is similar to the one used by Christensen
and Petrucci for the definition of Modular Coloured Petri Nets (MCPNs)[7]. This
should allow the reader an easier comparison between CCPNs and MCPNs. Section 7
presents further comparison.
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3. TE is a partial function from transitions to events (3a), such that:
(a) TE : TS ↪→ E
(b) Event attributes must satisfy the following:

∃tS ,tR ∈ dom(TE), tS �= tR ∧ eS = TE(tS)⇒ eR = TE(tR) ∧ eS =
req

eR∧

attribIN (eS) ⊆ (V arIn(tS) ∪ C) ∧ attribOUT (eS) ⊆ V arOut(tS)∧
attribOUT (eR) ⊆ V arIn(tR) ∧ attribINOUT (eR) ⊆ V arIn(tR)∧
attribINOUT (eS) ⊆

(
V arIn(tS) ∩ V arOut(tS)

)
1. Each colour is a list of object system non-request classes (1a). Clearly, if all

operations on an object can be called independently from its internal state,
behaviour modelling is not necessary. For this reason, CCPNs do not enforce
all classes to be specified by a Petri net as this would be extremely counter-
productive. In fact, excessive behavioural modelling has been pointed out as
one of the leading causes of analysis paralysis [14]. Differently, each and every
net corresponds to one non-request class in the object system(1b). Finally, all
net nodes and arcs are considered to be disjoint (1c). All transition variables
are object system variables (1d). The latter can also occur in events.

2. Place fusion sets are disjoint place sets, possibly across different CPNs, which
are considered different occurrences of one single place. Each set in the PF
partition on PS is called a place fusion set. All places, in a given place fusion
set, have the same associated colour and the same initialisation expressions
(2e). We denote by [p] the fusion set containing place p ∈ PS .

3. Some transitions can have an associated event (3a). For each SEND event in
some transition, the corresponding RECV event must be associated to one
different transition (3b). Event attributes (which include request parame-
ters) must be included in proper subsets of the respective SEND and RECV
transition variables, according to their parameter passing qualifiers. We talk
about a SEND transition when a transition has one associated SEND event,
and about a RECV transition when the transition has one RECV event.

The following section details how CCPNs can be translatable to CPNs.

3 From CCPNs to CPN

This section defines CCPNs semantics by defining their translation to a single
CPN. As CPNs have a well documented (and implemented) semantics [8], this
translation implicitly defines the CCPNs semantics. As each CCPN contains
a set of CPNs the translation to a single CPN is centred in the two ways to
interconnect CPNs, namely the set of place fusion sets (PF ) and the association
of events to transitions through the partial function TE.

From the net model perspective, each transition t with TE(t) = ∅, and each
pair of one SEND event and one RECV event, define a synchrony group:
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Definition 5 (Synchrony group). Let N = (S, nc, PF, TE) be a CCPN. A
synchrony group is either a single transition t ∈ TS , with no associated events
or a triple containing one SEND transition, the non-request class in the SEND
event, and the RECV transition. The set of all synchrony groups is denoted by
SG:

SG ={t ∈ TS |TE(t) = ∅} ∪ {(tS , cS , tR) ∈ TS ×O × TS |
cS = class(TE(tS)) ∧ ∃s ∈ S, tR ∈ Ts ∧ nc(s) = cS , TE(tS) =

req
TE(tR)}

A synchrony group is said to be trivial if it contains a single transition in
the CCPNs. Accordingly, the set {t ∈ TS |TE(t) = ∅} is called the set of trivial
synchrony groups. Each synchrony group will correspond to a single transition in
the equivalent CPN, with all the input and output arcs of the original transitions.

The possibility of manipulating the event class parameter (cS) as a transition
variable allows the specification of polymorphic request invocations, through
translation to a disjunctive transition fusion. An example is presented in Sect. 6
(Fig. 9).

Although synchrony groups present some similarity to synchronous channels
of Modular Coloured Petri nets [6, 7], the synchrony groups rationale comes
from the need to model method invocation, as usually found in object-oriented
languages and defined in the UML specification. Furthermore, there is no concept
of a channel, as found also in OCP-nets [15], as there are no channel type function
or channel expressions. Event variables are a subset of the transition variables
with the restrictions defined in point 3b) in Def. 4. As such, synchrony groups
can be seen as a fusion of high level transitions but on a specific binding. This is
imposed by the SEND transition, on the IN formal parameters of the receiving
transition; and by the RECV transition, on the OUT actual parameters of the
sending transition. As for transitions, we refer to the guard of a synchrony group
sg as G(sg), which is the conjunction of the guards of the sg transitions and a
test on the event non-request class parameter (see point 5 in Def. 6).

Definition 6 (Synchrony group binding). Let sg = (tS , cS , tR) be a non-
trivial synchrony group and let eS = TE(tS) and eR = TE(tR). A binding b
of sg is a function defined on the transitions variables of the synchrony group,
V ar(sg) = V ar(tS) ∪ V ar(tR), such that:

1. V ar(tS) ∩ V ar(tR) = ∅
2. ∀1 ≤ i ≤

∣∣attriba(eS)
∣∣, class(attribai (eS)) = class(attribfi (eR))∧
attribai (eS) #→ attribfi (eR)

3. ∀v ∈ V ar(sg), b(v) ∈ Type(v)
4. G(tS)<b> ∧G(tR)<b>
5. class(eS) ∈ V arIn(tS)⇒ ∃c ∈ Type(class(eS)), class(eS) = c

Fig. 1 exemplifies the formation of a synchrony group from a request with at-
tributes. In the synchrony group, the variables “a” and “b” replace, respectively,
the variables “c” and “d” “by name”: “a” and “b” are the request actual param-
eters, “c” and “d” are the request formal parameter. The parameter passing is
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ClassA ClassB SG AB

p1p1 p2
p2

t1

p3p3

p4p4

t2

p5p5

p6 p6

<i, a>

<i, a>

[a = 1] [d = 0]
[a = 1 ∧ b = 0]

a) b)

<i><i>

<i, b>
<i, b>

<obj, d> <2, b><obj> <2>

<obj, c + d>
<2, a + b>

(SEND, classB,
req(2, INa, OUTb))

(RECV, s,
req(obj, INc, OUTd)) sg

Fig. 1. a)Synchronous request with parameters, and b) respective synchrony group.

an Algol-like “pass by name”. Note that the object identifier (“2” in the exam-
ple) is also part of the request and, consequently, also of the receiving transition
event parameters. On one hand, the class identifier (ClassB in Fig. 1) is used
to specify the net (class) where the corresponding RECV transition resides (the
one that should be considered as fused with the current SEND transition); on
the other hand, on the RECV event it identifies the class where the respective
SEND resides (“s” parameter in the example). Condition 5 in Def. 6 is used in
Fig. 9 to model polymorphism.

We can now define the equivalent Coloured Petri net:

Definition 7. For a given CCPNs, N = (S, nc, PF, TE) we define an equiva-
lent coloured Petri net CPN = (Σ′, P ′, T ′, A′, N ′, C′, G′, E′, I ′) where

1. Σ′ = ΣS
2. P ′ = PF
3. T ′ = SG
4. A′ = {(a, sg) ∈ AS × SG | t(a) ∈ sg}
5. ∀a = (a, sg) ∈ A′, N ′(a, sg) = N([p(a)], sg) ∨N ′(sg, a) = N(sg, [p(a)])
6. ∀p′ ∈ P ′, C′(p′) = C(p′)
7. ∀sg ∈ T ′, G′(sg) = G(sg)
8. ∀a′ = (a, sg) ∈ A′, E′(a′) = E(a)
9. ∀p′ ∈ P ′, I ′(p′) = I(p′)

4 Net Addition

Here we define a net composition operation (e.g. [2, 8, 16, 10]) based on the known
concept of net compositions by node fusion. This operation has two aims: to
provide an intuitive and uniform abstraction for generalisation and composition;
to be clearly separated from the other node fusions already provided by CCPNs.
For this reason, net addition should always be seen as applicable to CCPNs: in a
translation to a CPN, the implicit node fusions in CCPNs (TE and PF ) would
be applied next. Although the net addition definition (Def. 8) is quite long,
the intuition is very obvious: the interface nodes (INA and INB) are fused.
Markings, in interface places, are added. They must be compatible in the sense
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that both colours are equal or one “includes” the other (it includes all values
in the other’s domain). All the other nodes are part of the resulting net and all
arcs, and respective arc inscriptions, are preserved.

Definition 8. Let N = (S, nc, PF, TE) be a CCPN, and let NA, NB ∈ S be
two CPNs. We write NC = NA(INA) ⊕ NB(INB), where (PA ∪ TA) ∩ (PB ∪
TB) = ∅, |INA| = |INB|, and |INA| > 0 ⇒ INA = (inA1 , . . . , inAn) ∧ INB =
(inB1 , . . . , inBn) where, together, INA and INB define pairs of node fusions
named INF : INFAB = {(inA1 , inB1), . . . (inAn , inBn)} satisfying ∀1 ≤ i ≤
n, (inAi , inBi) ∈ PA × PB ∨ (inAi , inBi) ∈ TA × TB. We also use the following
definitions:

1. P (INFAB) = {(pA, pB) ∈ INFAB|{pA, pB} ⊆ (PA ∪ PB)}
2. T (INFAB) = {(tA, tB) ∈ INFAB|{tA, tB} ⊆ (TA ∪ TB)}

The resulting NC is defined as the following CPN:

ΣC = ΣA ∪ΣB

PC = (PA\P (INA)) ∪ (PB\P (INB)) ∪ P (INFAB)
TC = (TA\T (INA)) ∪ (TB\T (INB)) ∪ T (INFAB)
AC = AA ∪AB

NC = {a ∈ (AA ∪AB)|p(a) �∈ (INA ∪ INB) ∧ t(a) �∈ (INA ∪ INB)} ∪
{(a, ((pA, pB), (tA, tB))) ∈ ((AA ∪AB)× (PA × PB)× (TA × TB)) |

(a, (pA, tA)) ∈ NA ∨ (a, (pB, tB)) ∈ NB} ∪
{(a, ((tA, tB), (pA, pB))) ∈ ((AA ∪AB)× (TA × TB)× (PA × PB)) |

(a, (tA, pA)) ∈ NA ∨ (a, (tB , pB)) ∈ NB}
CC = {(p, c) ∈ (CA ∪ CB)|p �∈ (INA ∪ INB)} ∪

{((pA, pB), c)|(pA, c) ∈ CA ∧ CA ⊇ CB ∧ (pA, pB) ∈ INFAB}
GC = {(t, e) ∈ (GA ∪GB)|t �∈ (INA ∪ INB)} ∪

{((tA, tB), eA ∧ eB)|(tA, eA) ∈ GA ∧ (tB, eB) ∈ GB ∧ (tA, tB) ∈ INFAB}
EC = EA ∪ EB

IC = {(p,m) ∈ (IA ∪ IB)|p �∈ (INA ∪ INB)} ∪
{((pA, pB),mA +mB) |

(pA,mA) ∈ IA ∧ (pB ,mB) ∈ IB ∧ (pA, pB) ∈ INFAB}

5 Object-Oriented Design and Composable CPNs

In this section we present and discuss how several OOD concepts are supported
by CCPNs.

5.1 Attributes

Instance attributes and class level attributes are specified in lists inside tokens.
Typically, tokens include the instance number, the instance attributes, or both.
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The instance numbers inside place tokens allow the modelling of all class in-
stances by a single Petri net. The Petri net becomes the orthogonal superposition
of all object behaviours. This means the Petri net model is the object system
model: there is no need to think of multiple diagrams, one for each object of
the same class. Additionally, the concurrent execution of different object parts
(intra-object concurrency) is straightforwardly modelled by Petri nets inherent
capabilities, namely the graphical visualisation of forks and joins. Class level at-
tributes can be modelled by a place (named CLA in Fig. 2) containing only class
level attributes. A set of SEND and RECV transitions can then be used to ac-
cess (and possibly modify) the class level attributes. These transitions effectively
control the class level attributes visibility and model class level requests.

5.2 Requests

As in structured programming with procedure invocation, requests allow the
abstraction of the inner details of a complex operation provided by a class or ob-
ject. We see them as a fundamental abstraction when modelling object-oriented
systems.

A request is “an initial message from one object to another” [12, pp. 2-311].
The UML specification gives the following definition for signals and operations:

“Several kinds of requests exist between instances (e.g., sending a sig-
nal and invoking an operation). The former is used to trigger a reaction
in the receiver in an asynchronous way and without a reply, while the
latter applies an operation to an instance, which can be either done syn-
chronously or asynchronously and may require a reply from the receiver
to the sender. Other kinds of requests are used for example to create a
new instance or to delete an already existing instance.” [12, pp. 2-110].

As already presented, instance creation and destruction can be synchronous
or asynchronous.

Asynchronous. Signals, as defined in the UML specification, seem to imply
some form of event broadcast. Its non-local effect brings fundamental difficulties
in their modelling by Petri nets. To avoid extensions to Petri nets, and also to
CPNs, we propose the use of shared memory as the mean for signal communi-
cation. Shared memory is modelled by place fusion. Each signal is modelled by
a place fusion set. Each place belonging to a place fusion set should be anno-
tated with the set of places in the same fusion set or, alternatively, all should be
annotated with the identifier of the “real” place in the set.

The UML specification defines a signal as “The specification of an asyn-
chronous stimulus communicated between instances.” [12, p. Glossary-13]. A
restricted interpretation for this definition sees a signal as an asynchronous re-
quest between two objects, where one object knows the other. This interpretation
is readily modelled by a place fusion between the place where the request is put
and the place from where the request is retrieved. Place fusion sets also support
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a form of signal broadcast where one object sends a set of asynchronous requests
to a known number of receiving objects. In the simplest approach, these are then
left on their own: e.g. one receiving object can retrieve all the requests.

Synchronous. Synchronous requests are specified by synchrony groups. These
support synchronisation between several processes, as usually found in process
algebras (see Fig. 1). According to the UML specification, if the request is syn-
chronous the receiver must have a well-defined reply point. CCPNs can enforce
this by a pair of requests: from sender to receiver (method activation) and from
receiver to sender (method return). This second synchronisation is also the only
way for the requestor to “(...)suspend execution until the activity invoked by
the request reaches a well defined point and sends a reply message back to the
requestor.” [12, pp. 2-311]. Fig. 2a illustrates this double synchronisation. Notice
that the c and x parameters identify the calling object instance. This allows the
mentioned eventual reply to the requestor by a second synchrony group.

ClassA ClassB ClassC ClassD
CLA

<c,x,b>

<c,x,b>

<b>

<b>
(SEND, ClassB,

r1(1, a))

(RECV, c, r1(obj, x))

(SEND, c, r2(x))(RECV, c, r2(o))

(SEND, ClassD,
r3(a)) (RECV, c, r3(x))

(SEND, c, r4(x))

(RECV, c, r4(a))

a) b)

<a>

<a>

<a>

<a>

<a>

<a>

<a>

<o> <obj>

<obj>

<obj, c, x>

<obj, c, x>

Fig. 2. a)Double synchronisation for non-atomic operation invocation. b)Double syn-
chronisation for class level operation invocation; notice the use of the class level at-
tributes place (CLA) accessed by two transitions with associated class level requests,
and without an instance identifier in the request. Due to space limitations, the attribute
qualifiers (IN in all attributes) were omitted.

If the method does not return data and its execution is considered atomic
with no need for a reply request, it is enough to associate a code segment, in the
target programming language, to the RECV transition. This is also supported
by the CPN Tools and Design/CPN tools [17, 18] and can be helpful for code
generation purposes.

Class level methods are implicitly modelled if an event has no instance num-
ber and accesses the CLA place in the respective CPN.

5.3 Classification

Classification provides the association between a set of related instances and the
respective class. It is also extremely intuitive, as we are used to point sets of
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similar things (usually named objects) as belonging to a unique class. The simi-
larity encompasses behaviour (or provided functionality) and structure: e.g. the
set of human beings, or the set of doors. Nets easily model classification: the net
structure enforces a common behaviour among the several tokens (representing
objects) flowing along it. Additionally, high-level net (as CPNs) can also model
exceptional behaviour by the use of guards, arc expressions, or both. Basically,
each net is a class, and each object is associated to specific tokens.

5.4 Generalisation

Generalisation is a widely used abstraction as it relates classes in an intuitive
manner. A good example is the work on Taxonomy by Carl Linnaeus, which
allowed biologists to relate a large set of animal species classes through general-
isations. Yet, generalisation, usually referred as inheritance, has several already
well-known disadvantages (e.g. [19]). Basically, they result from the poor abstrac-
tion provided by class hierarchies as class inheritance “break encapsulation”. As
presented in [19], “parent classes often define at least part of their subclasses’
physical representation”. This implies that inheritance gives the subclass access
to details of its parent implementation.

In the UML specification the definition for generalisation is rather generic:

“Generalisation is the taxonomic relationship between a more general
element (the parent) and a more specific element (the child) that is fully
consistent with the first element and that adds additional information.”
[12, pp. 3-86]

If by “fully consistent” we mean method signature conformity, as commonly
found in mainstream programming languages (e.g. C++, Java) and if we want
net B to inherit from net A, we just need to extend net A with elements from net
B, while maintaining the RECV events in net A. This extension is implemented
through the defined net addition. This is the approach we propose here. Yet, it
should be clear that method signature conformity is not enough to ensure type
substitutability as the specialised class can modify the behaviour for a specific
method of the general class. This has already been pointed out (e.g. [20]), in the
context of distributed systems. Behavioural conformity becomes a much more
important issue [21] and it has already been extensively studied, also in the Petri
net context [22, 23]. Nevertheless, we believe, net addition can be a sufficiently
“low-level” operation to support other inheritance types between nets.

5.5 Composition

Composition is another useful abstraction for object-oriented modelling and,
arguably, a fundamental one [24]. On one hand it corresponds to yet another
intuitive way to organise objects: objects inside objects. On the other hand it
is to classes what methods (and the associated procedural abstraction) are to
code.
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Creator2 Creator4

toBeCreatedtoBeCreated

created

executeexecute

create
create

destroy

destroy

createA

destroyA

<>

<> executable

nonExecutable

executing

a) b)

M
M

Fig. 3. a)Class Creator2 modelling object creation and destruction; b) Class Creator4
modelling a more detailed life-cycle. M stands for the marking <1, D1 > + · · ·+ <
n, Dn > where n is the bound on the number of instances. Places createA and de-
stroyA are used only for object asynchronous creation and destruction. All arcs with
no inscription have the associated expression <i, Di>.

We consider two types of composition: one where the component is created,
and destructed, together with the composite object; other where the component
object can be created after the composite creation and can also be destructed
before the composite destruction. The first is sometimes called strong composi-
tion or just composition, and the second is sometimes called aggregation or even
association. Yet, the latter two terms are sometimes not well-defined even in the
UML specification [24].

We propose to model composition by net addition where the fusion nodes
include the create and destroy transitions or associated places for asynchronous
creation and destruction (see Fig. 3).

5.6 Object Creation and Destruction

The associated object system OS definition contains the create and destroy re-
quests. They are responsible for the respective creation and destruction of object
identifiers inside the associated Petri net class. The instance numbers of the ob-
jects, initially available to be created, are deposited in a place (toBeCreated
in Fig. 3). The create transition removes tokens from place toBeCreated and
deposits them in place created. These tokens can only be subtracted by the cor-
responding destroy transition. This gives rise to a simple complementary place
pattern, where one place contains the set of creatable objects for a given class
and its complementary place contains the already created objects (Fig. 3a). The
upper bound on the number of class instances (objects) allows the generation of
the complete state space (if its dimension allows it).

Considering a class C. The creation/destruction patterns (exemplified by
classes Creator2 and Creator4 in Fig. 3) can be seen as a separate class Clife

modelling the class objects life-cycle. The behaviour model is them specified by
another class (Cbehav). The former class is an obvious generalisation as many
classes of objects can exhibit the same life cycle. Therefore the Cbehav class in-
herits from Clife. With this we get a logical separation between the objects life
cycle definition and its behaviour model. This intra-class modularity simplifies
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the independent evolution of object life-cycles and object behaviours. For exam-
ple, it simplifies a natural extension to objects with more than two states in their
life cycle, namely objects as threads. This is illustrated in Fig. 3b by the Creator4
class for objects with four life cycle states: (toBeCreated, executable, executing,
and nonExecutable). In this case, part of the transitions between object states
will, probably, be made enabled by a scheduler.

Inheritance, is supported by net addition. Naturally, both the parent and the
child classes can explicitly contain their own create/destroy transitions. In that
case those should be fused, by considering them as interface nodes. Yet, we prefer
to avoid the structural repetition: if one class inherits from another containing
a create/destroy pattern, than it is enough to fuse all the relevant SEND and
RECV transitions in the child class with an execute transition that tests if the
intended object is in the correct state, or (if any object will do) simply tests if
some object is ready (see Fig. 3). This is used in the example to be presented.

By using net addition, class inheritance is supported by a construction at the
class level. This means the structural level in the Petri net. To avoid the use of
the same abstraction for modelling the static part and the inter-object object
interactions we defend the use of net addition, also for object composition. Yet,
if the create/destroy pattern is complex enough, the SEND/RECV mechanism
can be used. Anyway, the choice between composition (aggregation) and gener-
alisation (inheritance) still remains unclear and even subjective as illustrated,
for example, in chapter 24 of [25].

Finally, as previously noted, object creation can also be made asynchronously.
In that case the create transition is no longer an interface node transition but an
internal transition depending on an additional place which is made an interface
node (dotted places and arcs in Fig. 3a). This fused place enables the internal
create transition. A similar technique can be used for object destruction.

5.7 Other Concepts: Templates, Navigability, Visibility,
and Multiple Invocation

Other common object-oriented concepts can be readily added to the presented
CCPNs and net addition constructs. Here we briefly discuss templates and mul-
tiple invocations.

Class templates can be easily supported by CCPNs, through the addition
of a notation for template parameters. Navigability results from use of the
SEND/REQUEST events.

Visibility already exists at the level of public and private nodes: sets in the
PF partition with more than one place, contain public places; private places are
unitary places. Additional visibility would require more qualifiers (e.g. protected)
eventually also applying to net addition fusion.

Multiple invocation is conjunctive transition fusion. This can be readily sup-
ported if one allows the specification of multiple classes in each SEND event.
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6 Example

Here we briefly present the modelling of an example system by a CCPN. More
specifically we present an annotated UML class diagram and the set of annotated
CPNs in the CCPN.

The system contains seven active objects: one producer, three readers, one
writer, one consumer of type A, and one consumer of type B. It also contains
a passive object: the database, which provides methods to access the stored
data and a way to control the access. Finally, we also model a start-up object
responsible for the creation and destruction of all other objects.

First we present a UML class diagram (Fig. 4). The diagram presents general-
isation, composition, and association relations. All are annotated with the node
fusions supporting them. The system behaviour is the following: the DBSystem
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DBSystem

Writer Reader

Creator
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1

1

1

DB
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ConsumerAProducer
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createWriter/create,
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read/execute,
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ReqPut(IN d)

put/execute
get/execute
available/toBeCreated

ReqWrite(IN rec, IN d)

ReqGet(OUTrec, OUT d)
ReqPut(IN d)

Fig. 4. Class diagram with request and addition annotations.

singleton object (Fig. 8),containing its own create/destroy pattern, knows the
intended number of Readers, Writer, and DB to create (by composition). Those
objects already have their own create/destroy patterns inherited from the Cre-
ator class (Fig. 5). Then the writer singleton (Fig. 6) asks the Producer (Fig.
7) for the data and the recipient class. After, the writer asks the DB object to
put those registers (data plus recipient class name) in its database. The Reader
objects ask the DB for registers (Fig. 9), which are then passed to the respective
type of consumer: ConsumerA or ConsumerB (Fig. 7). Note here, the use of



132 João Paulo Barros and Lúıs Gomes
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Fig. 5. Class Creator modelling object creation and destruction; and class DB mod-
elling data access.

polymorphism through the use of a variable for the specification of the SEND
event class. For illustration purposes, we present the result after net addition of
the Reader and Creator classes, followed by the disjunctive fusion of the three
transitions (one SEND and two RECV) associated to ReqPut request (Fig. 9).
The latter fusion originates two transitions (named put/execute in the figure)
with guards that force the respective binding on rec ([rec = “ConsumerA”] and
[rec = “ConsumerB”]).

7 Related Work

Christensen and Hansen proposed the use of a set of CPNs connected by syn-
chronous channels [6]. This can be seen as a generalisation to CPNs of the usual
transition fusion in low level nets. Modular Petri nets [7] add a non-disjoint form
of place fusion. Their motivation resides in the possibility of allowing a modular
state space analysis for CPNs. Even so, the techniques are probably applicable,
even if in a restricted form, to CCPNs. This topic deserves further study as it
would allow the verification of larger state spaces in CCPNs models.

Maier and Moldt [15] OCP-Nets also use one CPN for modelling each class.
They force the use of two transition fusion pairs, similarly to the one presented in
Fig. 2, to model method activation and return. The transition fusion is strongly
based on synchronous channels. They propose the use of subtyping inheritance
with no demand for behaviour conformity. They use the same set of place and
transition fusions for message passing and for net composition. This means net
composition results exclusively from message passing. Interestingly, this some-
how mimics the problem, in the UML specification, where “the attempt to ab-
stract with the same construct both the static structure of the system and the
structure of interactions between objects is not free of problems.” [26].

The already mentioned Petri net tools implement Hierarchical Coloured Petri
nets (HCPNs) [18, 17]. As demonstrated, in theory [8] and practice, HCPNs are
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Fig. 9. Result after adding the Reader and Creator classes plus the invocation of the
ConsumerA and ConsumerB request ReqPut. Node fusions are shown in bold.

translatable to CPNs. A HCPN can be seen as a set of connected non-hierarchical
coloured Petri nets called pages. Each of these pages is seen by the others as
a macro transition. These are a kind of sub-nets connected to the page they
are in (super-page) by the fusion of places with port places inside the sub-net.
As such, they can be readily integrated with CCPNs as they provide a natural
complement to class decomposition and net addition.

8 Conclusion

Composable Coloured Petri Nets offer a way to minimise the gap between Petri
nets and object-oriented design. To that end they rely on a well-known class of
Coloured Petri nets, which are very well studied from a theoretical point of view
and provide excellent tool support.
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CCPNs provide an additional layer on top of CPNs, which allows the mod-
elling of synchronous and asynchronous requests closer to the syntax usually
found in mainstream object-oriented programming languages. Furthermore, the
structural composition operator named net addition, supports the modelling of
more “class-oriented” constructs, most notably inheritance. More dynamic com-
positions are supported by parameterised transition fusion. This allows further
net customisation and composition while avoiding additional complexity in the
net syntax and semantics.

The place fusion across CPNs is fundamentally the same as the one in Hi-
erarchical Coloured Petri nets. Future work will research this similarity and,
especially, the possibility of using or extending the CPN-Tools application to
support the presented SEND/RECV transition fusion, while strengthening the
connection between CCPNs and UML class diagrams.

Finally, we believe CCPNs offer an interesting alternative to statecharts (or
state diagrams) for the modelling of distributed objects behaviour. This is spe-
cially true in the cases where intra-object concurrency, and resource modelling
are more relevant, as Petri nets offer better scalability and better synchronisation
visualisation. Moreover their syntactical and semantical similarity to CPNs and
the exclusive use of well-known Petri net concepts as the underlying support,
provide a stable and precise ground to object-oriented design.
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Abstract. In this paper, a systematic rewriting of logical genetic reg-
ulatory graphs in terms of standard Petri net models is proposed. We
show that, in the Boolean case, the combination of the logical approach
with the standard Petri net framework enables the analysis of isolated
regulatory circuits, confirming their most fundamental dynamical prop-
erties. Furthermore, two more realistic applications are also presented,
the first dealing with the control of the early cell cycles in the developing
fly, the second dealing with flower morphogenesis.
The combination of logical and Petri net formalisms open new prospects
for the delineation of specific relationships between the feedback struc-
ture and the dynamical properties of complex regulatory systems. More-
over, this approach should ease the definition of integrated models of net-
works encompassing various kinds of interactions: genetic or metabolic
regulations, signal transduction cascades...

Keywords: regulatory graphs, gene regulation, discrete dynamics, qual-
itative analysis.

1 Introduction

Regulatory networks are found at the core of all biological functions, from bio-
chemical pathways, to gene regulation, and cell communication processes. Their
complexity often defies the intuition of the biologist and calls for the develop-
ment of proper mathematical methods to model their structure and simulate
their dynamical behaviour (for a recent review, see [3]). A large variety of for-
mal approaches has already been applied to biological regulatory networks, from
ordinary or partial differential systems, to sets of stochastic equations. However,
the lack of precise, quantitative information about the shape of regulatory func-
tions or about the values of involved parameters pleads for the development of
qualitative approaches.
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One qualitative approach consists in modelling regulatory networks in terms
of logical equations (using either Boolean or multi-level discretisation) [4, 15].
The development of logical models for various biological networks has already
led to interesting insight in network structures (in particular, regulatory feedback
circuits) and the corresponding dynamical properties [16]. Relying on the gener-
alised logical approach of R. Thomas, we have recently developed a software
tool, GIN-sim, which enables the biologist to specify a regulatory model and
check the qualitative temporal evolution of the system for given initial states
[1]. However, as the number of qualitative (i.e. logical or discrete) states grows
exponentially with the number of elements involved in the regulatory network,
there is a pressing need for proper analytical approaches to cope with the rapid
delineation of larger regulatory networks. In this respect, in a recent study, we
have derived a series of analytical results concerning properties of the dynamics
in the case of isolated regulatory circuits with arbitrary numbers of elements [13].

The Petri net (PN) formalism offers another, complementary framework to
deal with the analysis of the dynamical properties of large systems, either from a
qualitative or a quantitative point of view. Indeed, Petri nets have already been
applied to various types of biological networks. In particular, metabolic networks,
which are endowed with conservation laws, can be relatively easily represented
into the PN framework [12, 6, 7]. Several applications of PN to genetic regulatory
networks can also be found in the literature [5, 9]. However, these applications
largely rely on simulations and consequently provide limited insights in the gen-
eral properties of biological regulatory networks. Moreover, previous PN models
of genetic networks largely rely on sophisticated (application-driven) represen-
tations rather than on the definition of a systematic method to represent genetic
regulatory networks into standard PN.

At this stage, it should be interesting to articulate the logical generalised
approach with the PN formalism, in order to combine the delineation of the
dynamical roles of specific feedback structures, with the algebraic tools under-
lying the PN framework for the study of fundamental dynamical properties. In
this paper, we propose a rigourous and systematic rewriting of logical regulatory
models into specific PN, focusing on the Boolean case.

In the following section, the notion of logical regulatory graph is introduced.
Next, we define the corresponding Petri net and prove some basic general prop-
erties. The case of isolated regulatory circuits is then analysed in more details,
in order to illustrate the fact that their PN counterparts also enable the delin-
eation of the fundamental properties of such circuits. Afterwards, referring to
published logical models, we derive the Petri nets corresponding to two biologi-
cal regulatory networks, the first involved in the control of the cell cycle during
the early stages of Drosophila melanogaster development, the second involved in
the control of flower morphogenesis in Arabidopsis thaliana. Finally, conclusions
and prospects are proposed.

2 Logical Regulatory Graphs

In this section, we briefly describe regulatory graphs in the Boolean case, i.e.
when the expression state of each gene takes its value in {0, 1} (0 when the level



Qualitative Modelling of Genetic Networks 139

of the regulatory product is negligible, 1 when the regulatory product is present
at a “sufficient” level). For more details, see [1] where the formalism is described
in the general multi-valued case.

A regulatory graph is a labelled directed graph which represents interac-
tions between genes. Each interaction is oriented, and involves two genes: the
source and the target. An interaction is said to be operating whenever the
level of expression (or activity) of the source is sufficient (i.e. at level 1). An
interaction is called an activation when its effect on the targeted gene tends
to be positive, i.e to an increase of the level of expression of the target. It is
called a repression (or inhibition) when its effect on the targeted gene tends
to be negative i.e to a decrease of the level of expression. Note, however, that
effective activatory or inhibitory effects generally depend on the presence or the
absence of cofactors. Indeed, one gene can be the target of several interactions.
For each gene gj , we define the subset I(j), called input of gj and containing
the source genes of all incoming interactions on gj. Note that as we consider
here the Boolean case, there are no multi-arcs between genes and therefore the
interactions are fully defined by their sources and targets. When the expression
levels of the genes are given, we know which interactions are operating, and we
represent their global effects through logical parameters defined as follows.

For each gene gj , the application Kj , called logical function, associates a
parameter Kj(X) to each subset X of I(j). The value of this parameter defines
the level to which gj tends when X is the set of operating incoming interactions.
As we consider here the Boolean case, these functions take their values in {0, 1}.
Thus, for each gene, the corresponding logical function allows the qualitative
specification of the effects of any combination of incoming interactions.

Consequently, we can describe a regulatory graph by three components:
– a set of nodes G = {g1, . . . , gn},
– a set of arcs defined by the sets I(j), j = 1, . . . , n,
– a set of parameters K = {Kj(X), j = 1, . . . , n,X ⊆ I(j)}.

In order to represent the (discrete) dynamics of the system, we define a second
type of graphs, called dynamical graphs, where vertices represent states of
the system (i.e. n-tuples giving the expression levels of the n genes), and edges
represent transitions between states. In most applications, dynamical graphs are
generated either on the basis of a fully synchronous assumption [19] or on the
basis of a fully asynchronous approach [16].

3 Regulatory Petri Nets

Consider a Boolean regulatory graph R = (G, I, K). In this section, we define
the Petri net corresponding to R, i.e. whose dynamics simulates the dynamical
behaviour of the genetic regulatory network.

3.1 Preliminary Rewriting

The most natural way is to define a finite capacity Petri net, with inhibitor arcs
(Figure 1):



140 Claudine Chaouiya et al.

– to each gene corresponds a place gj , j = 1, . . . , n,
– to each parameter Kj(X), j ∈ {1, . . . , n}, X ⊆ I(j) corresponds a transition
tgj ,X .

Transition tgj ,X is enabled as soon as all the places of the set X are marked
and all the places of the complementary set of X in I(j) (denoted I(j) \X) are
empty. So the places of I(j) are the input places of the transition tgj ,X , with the
places of X connected to tgj ,X by standard arcs, and the places of (I(j) \ X)
connected to tgj ,X by inhibitor arcs.

Place gj is an output (resp. input) of tgj ,X if Kj(X) = 1 (resp. if Kj(X) = 0).
We now need to ensure two constraints:

1. there is no “consumption” of the tokens in the places of X ; this constraint is
satisfied by adding read arcs for these places (self-loops); indeed, the present
regulatory products of the input genes activate the transcription of the reg-
ulatees, but are not consumed;

2. the number of tokens in each place should be limited to 1 (Boolean case); this
constraint can be satisfied by adding a capacity restriction for each place.

Figure 1 illustrates the PN representation of activation versus inhibition.

K1(∅) = 0, K1({g2}) = 1 K1(∅) = 1, K1({g2}) = 0

g1 g2 g1 g2

tg1,g2

g1 g2

tg1

tg1,g2

g1 g2

tg1

Fig. 1. Petri nets corresponding to the activation of g1 by g2 (left) and to the inhibition
of g1 by g2 (right).

Remark 1. Note that the case of a self-regulation is slightly different. Indeed,
if gj is a self-regulator, there is one transition tgj ,X for each parameter Kj(X),
j ∈ {1, . . . , n}, X ⊆ I(j) verifying: Kj(X) = 0 if gj ∈ X and Kj(X) = 1 if
gj �∈ X (gj �∈ X means that gj is absent, and Kj(X) = 0 does not lead to any
change on gj , and gj ∈ X means that gj is present, and Kj(X) = 1 does not
lead to any change on gj). Consequently,

– when gj ∈ X (Kj(X) = 0), gj is only an input of transition tgj ,X .
– when gj �∈ X (Kj(X) = 1), gj is an input connected by an inhibitor arc, and

a “standard” output of transition tgj ,X .

Property 1. This Petri net is equivalent to the Boolean regulatory graph R, i.e.
R can be reconstructed from it.
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3.2 Boolean Regulatory Petri Nets

Let us now consider the net obtained by a complementary-place transformation
(cf [11], p. 543): a complementary place gi is defined for each place gi, such that
the sum of tokens in places gi and gi equals 1 for each i = 1, . . . , n (Figure 2).
The set of places P contains now 2n elements: P = G∪G, with G = {g1, . . . , gn}.
With this transformation, the capacity restriction is automatically satisfied, and
inhibitory arcs are not further needed.

K1(∅) = 0, K1({g2}) = 1 K1(∅) = 1, K1({g2}) = 0

g1 g2 g1 g2

g1

tg2,g1

g2

g1

tg1

g2

g1

tg2,g1

g2

g1

tg1

g2

Fig. 2. Regulatory Petri net corresponding to the activation of g1 by g2 (left) and to
the inhibition of g1 by g2 (right), respectively.

Definition 1. Given a Boolean regulatory graph, R = (G, I, K), the associated
Boolean regulatory Petri net (BRPN) N(R) = (P, T, Pre, Post) is defined
as follows:

– P = G ∪ G = {g1, g1, . . . , gn, gn} is the set of places,
– T = {tgi,X , i = 1, . . . n, X ⊆ I(i)} is the set of transitions,
– Pre : P × T → {0, 1} is the mapping defining arcs between places and

transitions (Pre-conditions),
– Post : T × P → {0, 1} is the mapping defining arcs between transitions and

places (Post-conditions).

The functions Pre and Post are defined as follows:

1. Case gi �∈ I(i) (gi is not a self-regulator). For a given transition tgi,X , only
the following terms have to be defined (all the other terms being equal to
zero):

Pre(gi, tgi,X) = Post(tgi,X , gi) = 1−Ki(X) , (1)
Pre(gi, tgi,X) = Post(tgi,X , gi) = Ki(X) , (2)
Pre(gj , tgi,X) = Post(tgi,X , gj) = 1 ∀gj ∈ X , (3)
Pre(gj , tgi,X) = Post(tgi,X , gj) = 1 ∀gj ∈ I(i) \X . (4)
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2. Case gi ∈ I(i) (gi is a self-regulator). Consider a given transition tgi,X .
– if gi ∈ X, the only case to be considered is Ki(X) = 0 (cf. Remark 1).

Therefore, the only terms to be defined are:

Pre(gi, tgi,X) = Post(tgi,X , gi) = 1 , (5)
Pre(gj , tgi,X) = Post(tgi,X , gj) = 1 ∀gj ∈ X , gj �= gi , (6)
Pre(gj , tgi,X) = Post(tgi,X , gj) = 1 ∀gj ∈ I(i) \X . (7)

– if gi �∈ X, the only case to be considered is Ki(X) = 1. Therefore, the
only terms to be defined are:

Pre(gi, tgi,X) = Post(tgi,X , gi) = 1 , (8)
Pre(gj , tgi,X) = Post(tgi,X , gj) = 1 ∀gj ∈ X , (9)
Pre(gj , tgi,X) = Post(tgi,X , gj) = 1 ∀gj ∈ I(i) \X , gj �= gi . (10)

Equations (1)-(2) state that if the parameter Ki(X) equals 1, gi is an output
and gi an input of the corresponding transition tgi,X . In other words, there
can be an increase of the level of the product of gi if it is not already present.
Symmetrically, if Ki(X) = 0, then gi is an output and gi is an input of the
corresponding transition tgi,X .

In the case of a self-regulation, two situations are considered, both leading to
a change of the value of gi. Equation (5) states that if gi ∈ X (i.e. the product of
gi is present), then gi is an input and gi an output of the corresponding transition
tgi,X . Conversely, equation (8) states that if gi �∈ X (i.e. the product of gi is
absent) then gi is an input and gi an output of the corresponding transition
tgi,X .

Equations (3)-(4), (6)-(7) and (9)-(10) state that the regulatory products
contributing to the combination of interactions involved in Ki(X) (i.e. which
are in X) are the inputs of the corresponding transitions and are not consumed
by these transitions.

Remark 2. Consider a BRPN N(R). Definition 1 gives a unique rewriting N(R).
But if we consider two complementary places, p and p, we have no way to de-
termine which one corresponds to the presence of the regulatory product. Con-
sequently, Property 1 does not hold anymore.

We shall use the following notation:

– for i = 1, . . . , n: K̂i(X) = 2Ki(X)− 1 ;
– di denotes the number of parameters for gi. If gi �∈ I(i), then di = 2#I(i).

Otherwise, if gi is auto-regulated, then di is smaller and depends on the
combined effect of incoming interactions together with the self-regulation
(cf. Case 2 in Definition 1);

– X1
i , . . . , X

di

i denote the subsets of I(i) which characterise the parameters for
gi. (The order between these subsets is a meaningless convention.)
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Property 2. The incidence matrix C = PostT − Pre is a 2n × (
∑

i=1...n di)
matrix. Its components take their values in {−1, 0, 1}, and C has the following
structure:

C =

⎛⎜⎜⎜⎜⎝
C1 0 · · · 0
0 C2 · · · 0

0 0
. . . 0

0 0 · · · Cn

⎞⎟⎟⎟⎟⎠ , where Ci =

(
K̂i,X1

i
. . . K̂

i,X
di
i

−K̂i,X1
i
. . . −K̂

i,X
di
i

)
.

It is important to point out that the incidence matrix of a BRPN does not
correspond to the structure of the underlying graph, because of the read arcs.

Definition 2. Given a regulatory Petri net (P, T, Pre, Post), a valid marking
M : P → {0, 1} corresponds to a state of the Boolean regulatory graph (G,K)
and verifies:

∀gi ∈ G, M(gi) = 1−M(gi). (11)

The following property is straightforward and ensures the conservation of the
validity of the markings as the system evolves.

Property 3. Given a regulatory Petri net (P, T, Pre, Post) with a valid initial
marking, any reachable marking is still valid and therefore the BRPN is 1-safe
(i.e. the marking of any place is at most 1).

Property 4 shows the equivalence between the asynchronous dynamical graph
associated with the Boolean regulatory graph and the reachability graph of the
corresponding BRPN. A state in the dynamical graph is described by a valid
marking, i.e. the current values associated to each element (1 if the regulatory
product gi is present at this state, 0 otherwise). Note that we only consider the
fully asynchronous assumption, as it is generally the case in the Petri net frame-
work, but we could also consider the fully synchronous assumption, modifying
the firing rule (in this case, all enabled transitions should fire simultaneously).

Property 4. There exists a transition between two states S1 and S2 in the asyn-
chronous dynamical graph related to a Boolean regulatory graph R = (G, I, K),
iff there exists an enabled transition t in the associated BRPN such that M1 ver-
ifies M1[t〉M2 (t is enabled by M1 and its firing leads to the marking M2) with,
for all i = 1, . . . n,

M1(gi) = S1(i) M1(gi) = 1− S1(i) ,
M2(gi) = S2(i) M2(gi) = 1− S2(i) .

4 Regulatory Circuits

As mentioned in the introduction, in the context of the logical approach, several
authors have emphasised the crucial dynamical roles of regulatory circuits. More



144 Claudine Chaouiya et al.

specifically, positive circuits (i.e. involving an even number of inhibitions) have
been associated to multi-stationary behaviour, whereas negative circuits (in-
volving an odd number of inhibitions) can generate sustained periodic behaviour
[16]. A circuit is said functional when it generates the corresponding dynamical
property. In this section, we derive a general PN formulation for these two classes
of regulatory circuits and check their dynamical properties.

In the case of isolated regulatory circuits, each gene gi is the target of a unique
interaction exerted by gi−1, and is the source of a unique interaction towards
gi+1 (here and in the sequel, indices are considered modulo n, i.e. i + n = i).
Note that sets I are singleton sets, uniquely defined and therefore they will be
omitted.

In this section, to simplify the notations, we will denote

Ki({gi−1}) by Ki(gi−1), Ki(∅) by Ki,
tgi,{gi−1} by ti,i−1, tgi,∅ by ti.

Let C = (G,K) be a regulatory circuit, with G = {g1, . . . , gn} and K =
{Ki, Ki(gi−1)}i=1,...,n (I(i) = {gi−1}; cf. [13] for a more detailed description).
In this simpler context, the notion of activation versus inhibition (cf. Section 2)
can be simply expressed depending on the values of the parameters. Consider
the interaction from gi to gi+1,

– if Ki+1 = 0 and Ki+1(gi) = 1, i.e. the presence of the regulatory product of
gi increases the expression level of gi+1, then we say that this interaction is
an activation; it is labelled with the sign εi = +1,

– if Ki+1 = 1 and Ki+1(gi) = 0, i.e. the presence of the regulatory product of
gi decreases the expression level of gi+1, then we say that this interaction is
an inhibition; it is labelled with the sign εi = −1.

The structure of the regulatory Petri net N(C) corresponding to a Boolean circuit
is described by the following property (see also Figure 3):

Property 5. Consider a Boolean regulatory circuit C = (G,K). The correspond-
ing regulatory Petri net N(C) is given by the following components:

– P = G ∪ G = {g1, g1, . . . , gn, gn} is the set of places, with cardinal 2n.
– T = {ti, ti,i−1, i = 1, . . . n} is the set of transitions, with cardinal 2n.
– Pre : P × T → {0, 1} is a 2n × 2n matrix. The only terms which may be

non-zero are:

Pre(gi, ti) = 1−Ki Pre(gi, ti) = Ki

Pre(gi, ti,i−1) = 1−Ki(gi−1) Pre(gi, ti,i−1) = Ki(gi−1)
Pre(gi−1, ti,i−1) = 1 Pre(gi−1, ti) = 1.

– Post : T × P → {0, 1} is a 2n × 2n matrix. The only terms which may be
non-zero are:

Post(ti, gi) = 1−Ki Post(ti, gi) = Ki

Post(ti,i−1, gi) = 1−Ki(gi−1) Post(ti,i−1, gi) = Ki(gi−1)
Post(ti,i−1, gi−1) = 1 Post(ti, gi−1) = 1.
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Fig. 3. Three-element regulatory circuits and the corresponding Petri nets. Left: pos-
itive circuit. Right: negative circuit. Note that transitions between g1 and g3 are re-
peated, illustrating the general structure of the net.

We use the following notation already introduced in 3.2, for i = 1, . . . , n:

K̂i = 2Ki − 1
K̂i,i−1 = 2Ki(gi−1)− 1.

Using the Property 5, we can further characterize the regulatory Petri nets cor-
responding to Boolean circuits as follows:

Property 6. Let N(C) = (G ∪ G, T, Pre, Post) be the regulatory Petri net cor-
responding to the Boolean regulatory circuit C. The incidence matrix C has a
block-diagonal 2n× 2n form:

C =

⎛⎜⎜⎜⎜⎝
C1 0 · · · 0
0 C2 · · · 0

0 0
. . . 0

0 0 · · · Cn

⎞⎟⎟⎟⎟⎠ ,

where

Ci =
(
−1 1
1 −1

)
if gi−1 is an activator for gi, and

Ci =
(

1 −1
−1 1

)
if gi−1 is an inhibitor for gi.

Proof. It follows from Property 2 that the incidence matrix C is block-diagonal
in the case of a circuit. The blocks are:

Ci =

(
K̂i K̂i,i−1

−K̂i −K̂i,i−1

)
;

using Property 5, we further have Ki = 0, Ki(gi−1) = 1 if gi−1 activates gi, and
Ki = 1, Ki(gi−1) = 0 if gi−1 inhibits gi. �
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4.1 Isomorphic Petri Nets

For a given length n, all positive (resp. negative) circuits have the same type of
dynamical properties. It should thus suffice to study one representative for each
of these classes. This property is expressed through the notion of isomorphic
Petri nets.

Definition 3. Let N = (P, T, Pre, Post) and N ′ = (P ′, T ′, P re′, Post′) be two
Petri nets. N and N ′ are said to be isomorphic Petri nets when there exists
a graph isomorphism φ : (P ∪T, Pre∪Post)→ (P ′ ∪T ′, P re′ ∪Post′) such that
φ(p) ∈ P ′ for each p ∈ P and φ(t) ∈ T ′ for each t ∈ T (note that adjacency is
preserved).

For n ∈ N, n � 1, let C+
n be the regulatory circuit g1

+1→ g2
+1→ · · · +1→ gn

+1→ g1

with n genes and all interactions positive and let C−n be the regulatory circuit
g1

−1→ g2
+1→ · · · +1→ gn

+1→ g1 with n genes and all interactions positive except the
first one.

Property 7. Let R be a regulatory circuit g1
ε1→ g2

ε2→ · · · εn−1→ gn
εn→ g1, with

εi = +1 or −1. If R is positive, then N(R) is isomorphic to N(C+
n ). If R is

negative, then N(R) is isomorphic to N(C−n ).

Proof. Let us assume R has at least 2 negative interactions.
Let gi

−1→ gi+1 and gj
−1→ gj+1 be two negative interactions, i < j. By ex-

changing in N(R) the transitions tk+1 and tk+1,k, and the places gk and gk for
each k, i + 1 � k � j, one obtains an isomorphic Petri net N ′. Now, N ′ is
clearly the Petri net corresponding to the circuit obtained from R by replacing
the sequence

gi
−1→ gi+1

εi+1−→ · · · εj−1−→ gj
−1→ gj+1

by
gi

+1→ gi+1
εi+1−→ · · · εj−1−→ gj

+1→ gj+1.

Hence, if the indices i and j correspond to two consecutive negative interactions
(i.e. such that εk = +1 for each k, i < k < j), by iterating the above process, one
obtains either C+

n when R is positive, or a circuit with one negative interaction
when R is negative. In the latter case, if gi

−1→ gi+1 is the negative interaction,
then the “rotation” φ : gk #→ gk+i−1, gk #→ gk+i−1, tk+1 #→ tk+i, tk+1,k #→
tk+i,k+i−1 is an isomorphism between N ′ and N(C−n ). �

Consequently, in the sequel, we restrict our study to C+
n and C−n .

4.2 Positive Circuits

In [13], we have proved that an isolated functional positive circuit (i.e. for proper
logical parameter values) generates two stable states, which are mirroring each
other (a component is “on” in one state iff it is “off” in the other state).
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Property 8. Let N(R) = (P, T, Pre, Post) be a regulatory Petri net correspond-
ing to an isolated functional positive regulatory circuit, then there are exactly
two dead valid markings M1

d and M2
d which are mirroring each other. Each of

these two markings is reachable from any valid marking.

Proof. Using Property 7, we can restrict the proof for N(C+
n ). We will first prove

that there exists two mirroring dead markings M1
d and M2

d .
For any i = 1, . . . n, two transitions have to be considered. Transition ti

(corresponding to parameter Ki = 0) has two input places which are gi and gi−1.
It is not enabled under a marking M satisfying: M(gi) = 0 or M(gi−1) = 0. And
transition ti,i−1 (corresponding to parameter Ki(gi−1) = 1) has two input places
which are gi and gi−1. It is not enabled under a marking M satisfying: M(gi) = 0
or M(gi−1) = 0. The conjunction of these two constraints leads to M(gi) =
M(gi+1), ∀i = 1, . . . n. The only two markings satisfying these constraints areM1

d

such that M1
d (gi) = 0,M1

d (gi) = 1, ∀i, and M2
d such that M2

d (gi) = 1,M1
d (gi) =

0, ∀i.
Now, let M be a valid marking different from M1

d and M2
d . Then for M , there

exists an index i such that M(gi) �= M(gi+1). Two cases have to be considered:

1. M(gi) = 1 and M(gi+1) = 0: ti+1,i is enabled and its firing preserves all the
values of M except for i+1 (the token in gi+1 has been transferred to gi+1).
Thus the firing of ti+1,i leads to a marking with a smaller number of 0 values
for places g (consequently a smaller number of places g marked).

2. M(gi) = 0 and M(gi+1) = 1: ti is enabled and its firing preserves all the
values of M except for i+ 1 (there is now no token in gi+1). Thus the firing
of ti leads to a marking with a smaller number of 1 values for places g
(consequently a smaller number of places g unmarked).

More generally, for M different from M1
d and M2

d , there obviously exists (because
it is a circuit) an index i for which M(gi) = 1,M(gi+1) = 0 and an index k for
which M(gk) = 0,M(gk+1) = 1. Therefore, using the above argument, there
exists an enabled sequence σ1 such that M [σ1〉M1

d (iteratively decreasing the
number of places g marked), and a sequence σ2 such that M [σ2〉M2

d (decreasing
the number of places g marked). This proves that M1

d and M2
d are reachable

from any valid marking. �

4.3 Negative Circuits

As mentioned above, negative regulatory circuits typically generate periodic dy-
namical behaviour. In [13], we have shown that an isolated functional negative
circuit leads to a dynamical graph where all states feed a specific dynamical
circuit of length twice the number of elements in the circuit.

Property 9. Let N(R) = (P, T, Pre, Post) be a regulatory Petri net correspond-
ing to a negative regulatory circuit and E be the set of all the valid markings
which enable exactly one transition.
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1. No dead marking is reachable from any initial valid marking.
2. E has 2n elements and is organised as a cycle.
3. Each marking in E is reachable from any valid marking.
4. N(R) is live for any initial valid marking.

Proof. By Property 7, we can restrict the proof to the case of N(C−n ).

1. The argument is similar to that used in the positive case. If M is a dead
marking reached from an initial valid marking, then it is valid by Prop-
erty 3, and for any i �= 1, the tuple (M(gi),M(gi),M(gi+1),M(gi+1)) is
either (0, 1, 0, 1) or (1, 0, 1, 0), and the tuple (M(1),M(2),M(3),M(4)) is ei-
ther C(0, 1, 1, 0) or (1, 0, 0, 1) because the first interaction is negative. These
constraints are clearly incompatible: for instance, if the marking M starts
with (0, 1, 1, 0), then M has to be (0, 1, 1, 0, 1, 0, . . . , 1, 0), but then the tuple
(M(gn),M(gn),M(g1),M(g1)) is (1, 0, 0, 1), whereas it should be either
(0, 1, 0, 1) or (1, 0, 1, 0).

2. Let M be a valid marking. If i �= 1, the interaction between gi and gi+1 is
positive, so

M [ti+1〉 ⇔M(gi) = M(gi+1) = 1 (see Fig. 2)
⇔ (M(gi),M(gi),M(gi+1),M(gi+1)) = (0, 1, 1, 0) (M valid).

Similarly, M [ti+1,i〉 ⇔ (M(gi),M(gi),M(gi+1),M(gi+1)) = (1, 0, 0, 1).
Otherwise, the interaction between g1 and g2 is negative, and thus

M [t2〉 ⇔ (M(g1),M(g1),M(g2),M(g2)) = (0, 1, 0, 1)
M [t2,1〉 ⇔ (M(g1),M(g1),M(g2),M(g2)) = (1, 0, 1, 0) .

Let us define:

Mi+1 = (1, 0, 0, 1, . . . , 0, 1,
gi

0 ,
gi

1 , 1, 0︸ ︷︷ ︸
ti+1

, . . . , 1, 0) for i �= 1,

Mi+1,i = (0, 1, 1, 0, . . . , 1, 0,
gi

1 ,
gi

0 , 0, 1︸ ︷︷ ︸
ti+1,i

, . . . , 0, 1) for i �= 1,

M2 = (0, 1, 0, 1︸ ︷︷ ︸
t2

, 0, 1, . . . , 0, 1),

M2,1 = (1, 0, 1, 0︸ ︷︷ ︸
t2,1

, 1, 0, . . . , 1, 0).

Then, we have, for all j = 1, . . . n:

M ∈ E and M [tj〉 ⇐⇒M = Mj ,

M ∈ E and M [tj,j−1〉 ⇐⇒M = Mj,j−1 .

Thus, E = {Mj, Mj,j−1, j = 1, . . . n} and has exactly 2n elements.
Clearly E is organised as a cycle since Mi[ti〉Mi+1,i[ti+1,i〉Mi+1 for any i.
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3. Given a valid marking M , we denote #M the number of indices i such that
M(gi) = 1. Note that M2 is the unique marking s.t. #M2 = 0 and M2,1 the
only one s.t. #M2,1 = n.
Let M �∈ E be a valid marking. Obviously, 0 < #M < n. Consider J(M) =
{j | 1 � j � n,M(gj) = 0 and M(gj+1) = 1}. In particular, an index j �= 1
belongs to J(M) iff tj+1 is enabled.
Follow a marking path from M to E along which #M decreases: while
J(M) �= ∅ and J(M) �= {1}, for all j ∈ J(M) and j �= 1, we have M [tj+1〉M ′,
with #M ′ = #M − 1. Finally,
– if J(M) = ∅ then M = M2 ∈ E,
– if J(M) = {1} then M = M3,2 ∈ E.

4. The liveness is a straighforward consequence of 2 and 3. �

For regulatory Petri nets corresponding to negative circuits, it can also be proved
that the number of enabled transitions at each valid marking is odd, and that
firing one transition decreases this number either by 0 or 2.

5 Applications

In what follows, we present two biological illustrations of our rewriting of Boolean
regulatory networks into Petri nets. The first application consists in a simplified
model of the protein network controlling the cell cycle during the early stages
of the development of the fly Drosophila melanogaster. The second application
consists in a genetic regulatory network involved in the control of flower morpho-
genesis in the plant Arabidopsis thaliana. In both cases, the generalised logical
approach (though still Boolean) led to interesting insight about the dynamical
and biological roles of specific feedback circuits, as well as to the prediction of the
behaviour of the system in new situations (mutations, perturbations) [18, 10].

5.1 Drosophila Cell Cycle

Extensive genetic and molecular data has been collected on the various compo-
nents and individual interactions at the basis of the cell cycle and its properties.
To integrate these diverse pieces of data, several authors have been working
on the development of dynamical models [17]. Here, for the sake of simplicity,
we consider a simple Boolean model involving the minimal number of compo-
nents susceptible to generate the observed oscillatory behaviour during the early
stages of Drosophila embryonic development [18]. At that time, the core of the
cell cycle control network involves four main active regulatory compounds: the
MPF complex (i.e., the Mitosis Promoting Factor, made of the association of
proteins Cyclin B and Cdc2), and the proteins Fizzy, Wee1, and String. Cross-
interactions between these four compounds can be summarised in the form of
the regulatory graph shown in Figure 4. In the context of the logical approach,
it proved possible to derive the parameter values enabling the generation of a
unique periodic attractor, matching the periodic properties observed in the real
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MPF KM

KM,WS

KM,S
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Fizzy KF,M

Wee1 KW

String KS,M

Fig. 4. A simple logical model of the gene network controlling the first cell cycles during
Drosophila embryogenesis. Left: Regulatory graph. Right: non-zero parameters for the
four core regulators.
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Fig. 5. Asynchronous dynamical graph encompassing all possible state transitions for
the model defined in Figure 4.

system (see Figure 4 for the parameter values, and Figure 5 for the correspond-
ing asynchronous dynamical graph). In order to illustrate the translation rules
described above, we derive hereafter the BRPN of this parameterised model and
check its properties in reference to the Petri net analytical framework.

In the sequel, M will stand for MPF , F for Fizzy, W for Wee1 and S for
String. The resulting BRPN can be defined by the following matrices:

Pre =

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

tM tM,F WS tM,F tM,WS tM,F W tM,S tM,F S tM,W tF tF,M tW tW,M tS tS,M

M 0 1 1 0 1 0 0 1 0 1 0 1 0 1

M 1 0 0 1 0 1 1 0 1 0 1 0 1 0
F 0 1 1 0 1 0 0 1 1 0 0 0 0 0

F 1 0 0 1 0 1 1 0 0 1 0 0 0 0
W 0 1 0 1 1 0 1 0 0 0 0 1 0 0

W 1 0 1 0 0 1 0 1 0 0 1 0 0 0
S 0 1 0 1 0 1 0 1 0 0 0 0 1 0

S 1 0 1 0 1 0 1 0 0 0 0 0 0 1

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
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Post =

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

M M F F W W S S
tM 1 0 0 1 0 1 0 1

tM,F WS 0 1 1 0 1 0 1 0
tM,F 0 1 1 0 0 1 0 1

tM,W S 1 0 0 1 1 0 1 0
tM,F W 0 1 1 0 1 0 0 1
tM,S 1 0 0 1 0 1 1 0

tM,F S 0 1 1 0 0 1 1 0
tM,W 1 0 0 1 1 0 0 1

tF 0 1 0 1 0 0 0 0
tF,M 1 0 1 0 0 0 0 0
tW 0 1 0 0 0 1 0 0

tW,M 1 0 0 0 1 0 0 0
tS 0 1 0 0 0 0 0 1

tS,M 1 0 0 0 0 0 1 0

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

P ost
T −P re=

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

tM tM,F W S tM,F tM,WS tM,F W tM,S tM,F S tM,W tF tF,M tW tW,M tS tS,M
M 1 −1 −1 1 −1 1 −1 1 0 0 0 0 0 0
M −1 1 1 −1 1 −1 1 −1 0 0 0 0 0 0
F 0 0 0 0 0 0 0 0 −1 1 0 0 0 0
F 0 0 0 0 0 0 0 0 1 −1 0 0 0 0
W 0 0 0 0 0 0 0 0 0 0 1 −1 0 0
W 0 0 0 0 0 0 0 0 0 0 −1 1 0 0
S 0 0 0 0 0 0 0 0 0 0 0 0 −1 1
S 0 0 0 0 0 0 0 0 0 0 0 0 1 −1

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

In order to demonstrate that this system has a cyclical attractor, we can
refer to the absence of deadlock property.

Property 10. The system is deadlock-free.

Proof. We will prove that there is no marking such that no transition is enabled
in the BRPN C. In fact, such a marking should satisfy the following set of
constraints; each constraint defines the condition under which the corresponding
transition is not enabled, and is given by the relevant column of the Pre matrix:

tM : Md(M) = 1 ∨ Md(F ) = 1 ∨ Md(W ) = 1 ∨ Md(S) = 1

tM,F WS : Md(M) = 0 ∨ Md(F ) = 0 ∨ Md(W ) = 0 ∨ Md(S) = 0

tM,F : Md(M) = 0 ∨ Md(F ) = 0 ∨ Md(W ) = 1 ∨ Md(S) = 1

tM,WS : Md(M) = 1 ∨ Md(F ) = 1 ∨ Md(W ) = 0 ∨ Md(S) = 0

tM,F W : Md(M) = 0 ∨ Md(F ) = 0 ∨ Md(W ) = 0 ∨ Md(S) = 1

tM,S : Md(M) = 1 ∨ Md(F ) = 1 ∨ Md(W ) = 1 ∨ Md(S) = 0

tM,F S : Md(M) = 0 ∨ Md(F ) = 0 ∨ Md(W ) = 1 ∨ Md(S) = 0

tM,W : Md(M) = 1 ∨ Md(F ) = 1 ∨ Md(W ) = 0 ∨ Md(S) = 1

tF : Md(F ) = 0 ∨ Md(M) = 1

tF,M : Md(F ) = 1 ∨ Md(M) = 0

tW : Md(W ) = 1 ∨ Md(M) = 1

tW,M : Md(W ) = 0 ∨ Md(M) = 0

tS : Md(S) = 0 ∨ Md(M) = 1

tS,M : Md(S) = 1 ∨ Md(M) = 0

Using the constraints on tF and tF,M , we obtain Md(F ) = Md(M). Using the
constraints on tW and tW,M , we obtain Md(W ) �= Md(M). Using the constraints
on tS and tS,M , we obtain Md(S) = Md(M). The only two markings that verify
these constraints are (omitting the values for the complementary places):
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⎡⎢⎢⎣
M1

d (M) = 0
M1

d (F ) = 0
M1

d (W ) = 1
M1

d (S) = 0

⎤⎥⎥⎦ and

⎡⎢⎢⎣
M2

d (M) = 1
M2

d (F ) = 1
M2

d (W ) = 0
M2

d (S) = 1

⎤⎥⎥⎦
The marking M1

d enables tM,W and M2
d enables tM,FS . Therefore, there is no

marking such that no transition is enabled. �

We can further generate the complete reachability graph (for all the valid initial
markings), which exactly matches the graph of Figure 5 (taking into account
that we omit the marking of the complementary places).

Note that if the values of parameters KF and KF,M are exchanged (changing
the effect of gene MPF upon Fizzy, i.e. specifying an inhibition rather than
an activation), then Property 10 does not hold anymore. One can easily check
that markings [1, 0, 0, 1] and [0, 1, 1, 0] are indeed dead. This exchange of values
corresponds to the transformation of the unique negative circuit into a third
positive circuit in the regulatory graph (see Figure 4), consequently leading
to the loss of the oscillatory behaviour associated to the negative circuit (cf
Property 9).

5.2 Flowering in Arabidopsis

Let us now turn to a larger network involved in the control of flower morphogen-
esis in the model plant Arabidopsis thaliana. On the basis of a mutant analysis,
plant geneticists have proposed an abstract combinatory model (‘ABC model’) to
account for the differentiation of the flower meristem into the four typical flower
organs: carpels, stamens, sepals and petals [2]. More recently, on the basis of
new molecular genetic data, Mendoza et al. have proposed a Boolean regulatory
model involving 10 genes cross-regulating each other [10]. The corresponding
regulatory graph is shown in Figure 6. For proper parameter value sets, this
model encompasses 6 stable states, four of them matching the qualitative gene
expression patterns observed in the different flower organs, while the two last
stable states correspond to non-flowering situations.

For sake of simplicity, we focus here on a subset of six genes which play a
crucial role in the selection of specific flowering differentiative pathways, leaving
aside the genes which can be treated as simple inputs (EMF1, UFO, LUG and
SUP). A selection of parameter values is presented in Table 1 (Right). For this
parameter set, the system has four stable states, each corresponding to a gene
expression pattern associated with a specific flower organ.

Contrasting with the model of Drosophila cell cycle, we are now facing a
network, whose biological role consists essentially in selecting specific differenti-
ation pathways. Consequently, we do not expect to observe oscillatory behaviour
here, but rather a specific set of dead markings, each representing a logical stable
state, i.e. a specific gene expression state.

In the associated BRPN, we have 12 places (corresponding to the 6 genes
and the complementary places) and 22 transitions. Note that in the case of P
and I, which are auto-regulated, we consider only two parameters for each, as
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Fig. 6. Regulatory graph for the gene network controlling early flower morphogenesis
in the plant Arabidopsis thaliana.

Table 1. Left: Names, symbols and variables for the six core genes selected in Figure
6. Right: The transitions and associated parameter values for each of these six genes.

Gene name Symbol Variable
Terminal Flower 1 TFL1 T

LEAFY LFY L
APETALA1 AP1 A
AGAMOUS AG G
APETALA3 AP3 P
PISTILLATA PI I

T

tT 0
tT,L 0

L

tL 0
tL,A 0
tL,T 0

tL,AT 0

A

tA 1
tA,L 1
tA,G 0

tA,LG 0

G

tG 1
tG,L 1
tG,A 0
tG,T 0

tG,LA 0
tG,T A 0
tG,T L 0

tG,T LA 0

P

tP,P 0
tP,LP 0

I

tI,I 0
tI,LI 0

only KP,P = 0 and KP,LP = 0 (resp. KI,I = 0 and KI,LI = 0) are calling for a
change of the value of P (resp. I).

The Pre and Post matrices of the BRPN associated (we give Pre transposed
because of its size) are:

PreT =

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

T T L L A A G G P P I I
tT 1 0 0 0 0 1 0 0 0 0 0 0

tT,L 1 0 0 0 1 0 0 0 0 0 0 0
tL 0 1 0 0 1 0 0 1 0 0 0 0

tL,A 0 1 0 0 1 0 1 0 0 0 0 0
tL,T 1 0 0 0 0 0 0 1 0 0 0 0

tL,AT 1 0 0 0 1 0 1 0 0 0 0 0
tA 0 0 0 0 1 0 0 1 0 1 0 0

tA,L 0 0 0 0 0 1 1 0 1 0 0 0
tA,G 0 0 0 0 0 1 1 0 1 0 0 0
tA,LG 0 0 0 0 1 0 1 0 1 0 0 0

tG 0 1 0 0 0 1 0 1 0 1 0 0
tG,L 0 1 0 0 0 1 0 1 0 1 0 0
tG,A 0 1 0 0 0 1 1 0 1 0 0 0
tG,T 1 0 0 0 0 1 0 1 1 0 0 0

tG,LA 0 1 0 0 1 0 1 0 1 0 0 0
tG,T L 1 0 0 0 1 0 0 1 1 0 0 0
tG,T A 1 0 0 0 0 1 1 0 1 0 0 0

tG,T LA 1 0 0 0 1 0 1 0 1 0 0 0
tP,P 0 0 0 1 0 1 0 0 0 0 1 0

tP,LP 0 0 0 1 1 0 0 0 0 0 1 0
tI,I 0 0 1 0 0 1 0 0 0 0 0 1

tI,LI 0 0 1 0 1 0 0 0 0 0 0 1

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

Post =

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

T T L L A A G G P P I I
tT 0 1 0 0 0 1 0 0 0 0 0 0

tT,L 0 1 0 0 1 0 0 0 0 0 0 0
tL 0 1 0 0 0 1 0 1 0 0 0 0

tL,A 0 1 0 0 0 1 1 0 0 0 0 0
tL,T 1 0 0 0 0 0 0 1 0 0 0 0

tL,AT 1 0 0 0 0 1 1 0 0 0 0 0
tA 0 0 0 0 1 0 1 0 0 1 0 0

tA,L 0 0 0 0 1 0 1 0 0 1 0 0
tA,G 0 0 0 0 0 1 0 1 1 0 0 0

tA,LG 0 0 0 0 1 0 0 1 1 0 0 0
tG 0 1 0 0 0 1 0 1 1 0 0 0

tG,L 0 1 0 0 0 1 0 1 1 0 0 0
tG,A 0 1 0 0 0 1 1 0 0 1 0 0
tG,T 1 0 0 0 0 1 0 1 0 1 0 0

tG,LA 0 1 0 0 1 0 1 0 0 1 0 0
tG,T L 1 0 0 0 1 0 0 1 0 1 0 0
tG,T A 1 0 0 0 0 1 1 0 0 1 0 0

tG,T LA 1 0 0 0 1 0 1 0 0 1 0 0
tP,P 0 0 0 1 0 1 0 0 0 0 0 1

tP,LP 0 0 0 1 1 0 0 0 0 0 0 1
tI,I 0 0 0 1 0 1 0 0 0 0 0 1

tI,LI 0 0 0 1 1 0 0 0 0 0 0 1

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
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As shown by Property 11, this PN gives rise to four dead marking matching the
stable states, which correspond to the four flower organs.

Property 11. The system has four dead markings:⎡⎢⎢⎢⎢⎢⎢⎣
M1

d (T ) = 0
M1

d (L) = 0
M1

d (A) = 1
M1

d (G) = 0
M1

d (P ) = 0
M1

d (I) = 0

⎤⎥⎥⎥⎥⎥⎥⎦

⎡⎢⎢⎢⎢⎢⎢⎣
M2

d (T ) = 0
M2

d (L) = 0
M2

d (A) = 1
M2

d (G) = 0
M2

d (P ) = 1
M2

d (I) = 1

⎤⎥⎥⎥⎥⎥⎥⎦

⎡⎢⎢⎢⎢⎢⎢⎣
M3

d (T ) = 0
M3

d (L) = 0
M3

d (A) = 0
M3

d (G) = 1
M3

d (P ) = 0
M3

d (I) = 0

⎤⎥⎥⎥⎥⎥⎥⎦

⎡⎢⎢⎢⎢⎢⎢⎣
M4

d (T ) = 0
M4

d (L) = 0
M4

d (A) = 0
M4

d (G) = 1
M4

d (P ) = 1
M4

d (I) = 1

⎤⎥⎥⎥⎥⎥⎥⎦
Sepals Petals Carpels Stamens

The method for proving that these four markings are dead is very similar to that
used to prove Property 10 and amounts to show that a set of Boolean constraints
involving the Pre matrix is satisfied.

The four stable states corresponding to the four dead markings of Property 11
are reachable from an initial state with genes LEAFY (L) and APETALA 1 (A)
ON, all the others being OFF. The reachability can be easily verified through
the analysis of the reachability graph, but this method is not tractable for large
networks. More generally, the question of the reachability of stable states is
related to the notion of circuit functionality. We have shown that dead mark-
ings are reachable from any initial valid marking in the case of isolated positive
circuits. However, when a positive circuit is embedded in a more complex regu-
latory network, this behaviour may only occur in specific regions of the logical
state space, depending on the functionality domains of the corresponding circuit
(work in progress). The general question of finding all the dead markings of a
given regulatory Petri net goes well beyond the scope of the present paper and
requires further investigation.

6 Conclusions

The combination of a logical approach with the standard Petri net framework
offers a powerful set of analytical tools enabling the delineation of specific rela-
tionships between the feedback structure and the dynamical properties of com-
plex regulatory systems. Our combined modelling approach encompasses two
main steps:

1. A logical processing covers the model specification in terms of a generic
regulatory graph, followed by its parameterisation, taking advantage of the
flexibility of the definition of the logical parameters; the analysis of circuit
functionality can be used here to select specific parameter constraints and/or
to derive dynamical insights.

2. The PN corresponding to the resulting parameterised regulatory graph can
then be systematically generated, allowing the application of existing al-
gebraic methods to analytically evaluate dynamical properties such as the
absence or the presence of deadlocks, the occurrence of specific paths in the
reachability graph, etc.
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In the case of isolated circuits, we have recovered the main results inferred from
the logical framework. More specifically, an isolated functional positive circuit
gives rise to two dead markings in the corresponding PN. On the other hand, a
functional negative circuit leads to no dead marking but to a cyclical attractor in
the corresponding reachability graph. Our approach has been further evaluated
through the PN translation of two Boolean regulatory graphs involved in the
control of Drosophila cell cycle and in the differentiation of Arabidopsis flower
organs, respectively. Here again, we recovered the salient properties found in the
original logical model analyses.

The results presented here are encouraging for the analysis of more complex
regulatory networks, eventually combining genetic and metabolic interactions.
They also point towards a systematic characterisation of the structure of the
regulatory Petri nets, in order to derive specific theorems on induced dynamical
properties such as liveness, reversibility or reachability. This approach should
ease the analysis of large and complex regulatory systems which are difficult to
explore through systematic simulations. However, the representation of complex
regulatory networks requires the extension of our PN rewriting rules to encom-
pass multi-level logical systems. Finally, it is important to note that the fully
asynchronous approach used to generate the logical dynamical graphs covers
in fact various (and often incompatible) temporal behaviours. In principle, the
distinction between alternative temporal pathways can be forced through the de-
lineation of specific assumptions on transition delays or on priority rules. In this
context, the Generalised Stochastic Petri net approach [8] offers a framework en-
abling the representation of such assumptions taking into account experimental
noise.
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Finite Unfoldings of Unbounded Petri Nets
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Abstract. The aim of this paper is to introduce a concept for an efficient
representation of the behavior of an unbounded Petri net. This concept
combines a known method for the description of unbounded Petri nets,
namely coverability trees, with an efficient, partial order based method
developed for bounded Petri nets, namely Petri net unfoldings.

1 Introduction

A crucial problem in applying Petri net theory is the efficient description of the
behavior of a Petri net. Already in Petri nets with finitely many different states,
so-called bounded nets, the state space explosion ([13]) arises. There is a worst
case exponential growth in the number of reachable states with the increase
of the size of the Petri net. For example, a Petri net consisting of n different
and independent components, each with two different states, has a state space
of size 2n. Consequently, the representation of the behavior of bounded Petri
nets by the marking graph, representing all reachable states and their mutual
transitions, is too large and inefficient.

K. L. McMillan ([10]) introduced in his doctoral thesis a new approach to a
compact representation of the behavior of bounded Petri nets, which counters
the state space explosion. Later, the approach was extended by J. Esparza et al.
([7]). The approach is based on so-called branching processes, which are basically
constructed like acyclic process nets, generating a partial order. In addition,
branching processes can include events which are in conflict, so that alternative
process nets can be represented simultaneously.

As different branching processes of a Petri net can be included in each other,
one can define a partial order on them. The set of branching processes of a
bounded net has a maximal element with regard to this partial order, called
the unfolding. This unfolding of a bounded net can be infinite. However, by
McMillan’s approach a finite prefix of the unfolding can always be constructed.
This prefix is complete in the sense that all reachable states are represented,
even though it is much smaller than the state space in many cases. In addition,
actual causality between the events is explicitly represented, because branch-
ing processes include concurrent events. A further advantage of the finite and
complete prefix is that local states can be analyzed without focusing on global
states.

J. Cortadella and W. Reisig (Eds.): ICATPN 2004, LNCS 3099, pp. 157–176, 2004.
c© Springer-Verlag Berlin Heidelberg 2004
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Considering unbounded Petri nets, one needs other concepts to find a finite
representation of the state space. For this purpose, symbolic representations
have been invented, describing infinite sets of states. One such approach is the
coverability tree ([4]), where sets of reachable markings are combined to so-
called ω-markings. ω can be interpreted as “arbitrarily many” and refers to the
number of tokens in a place. A place gets an ω-entry by a ω-marking if it can be
pumped by a partial repetition of some occurrence sequence. So an infinite set
of reachable states of the Petri net is covered by an ω-marking with an ω-entry.
Similar to occurrence sequences, so-called ω-occurrence sequences can be defined.
Their compact representation is called the coverability tree. In addition, there
exist related concepts like coverability graphs ([8]). The state space explosion
problem also exists for coverability trees resp. graphs representing the modified
state space, because they are based on the same technique as the marking graph
for representing the state space.

The aim of this paper is to introduce a new concept for unbounded nets
similar to the idea of a complete and finite prefix of McMillan. For this purpose,
the concepts of coverability trees and branching processes are combined to de-
fine so-called ω-branching processes. Similar to branching processes for a Petri
net, there exists a maximal ω-branching process with respect to set inclusion,
called the ω-unfolding. All reachable states of the Petri net are covered by the
ω-unfolding, what makes it a coverability unfolding. In analogy to the method
of McMillan, a finite prefix of the ω-unfolding can be constructed. This prefix
includes the same information about the boundedness of places as the coverabil-
ity tree, but is often much smaller than the coverability tree, especially if the
underlying Petri net includes much concurrency. In addition, the advantages of
the McMillan prefix remain: local states can be analyzed without focusing on
global states and the causal dependencies of the events are displayed.

In the following section, the construction of the ω-unfolding is illustrated by
an example. The complete definition of the ω-unfolding, its finite prefix, theorems
and proofs are given in the third section.

2 Principles of Constructing the Finite Unfolding
of Unbounded Nets

ω-branching processes result from the combination of the concepts of coverability
tree and branching process. The main idea is to introduce a new marking for ω-
branching processes which corresponds to the ω-marking of the coverability tree.
For this purpose, ω-branching processes are as Petri nets with a labelling func-
tion, similar to branching processes. In addition, a new function is introduced,
called ω-function, which assigns to each condition of the ω-branching process
either the number 1 one or ω. ω will be interpreted as ‘arbitrarily many’, like in
the coverability tree. Each minimal condition, representing an initial token, is
mapped to 1 by the ω-marking. According to the occurrence rule, for a transition
t which can fire in the underlying Petri net, the minimal ω-branching process
can be extended by an event labelled by t.
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p1

p2
p3

t1t3
t2

p1 t1 p3

p2

t2
p2

p3

1

1 1

1

ω

Fig. 1. On the left hand side an unbounded Petri net is shown. The right hand side
shows the construction of an ω-branching process of this net. By comparing the cuts
(indicated by dashed lines), p3 is detected as unbounded place. The corresponding
condition is colored grey. Firing t2 causes the token growth in p3.

As ω-branching processes have the same structure as branching processes,
configurations and cuts can be defined in a similar way. In addition, a local
configuration is introduced for each event e which includes all events smaller
than e with regard to the partial order given by the acyclic structure. Using the
labelling function and the ω-function, an ω-marking will be defined for each cut
of an ω-branching process, called Markω. This marking is a mapping from the
places into the set IN ∪ {ω}. The marking Markω derived from an ω-branching
process and the ω-marking of a coverability tree of the Petri net are very similar.

Markω is defined by adding the values of the ω-function for all conditions of
a cut with the same label, i.e. for all those conditions which represent tokens in a
particular place. The result of the summation of ω with an arbitrary other value
is ω again. According to the interpretation of ω, this is interpreted as ‘arbitrarily
many’.

The ω-marking assigns to a condition the value ω if the corresponding place
of the Petri net (by which the condition is labelled) is unbounded. Similar to the
coverability tree, this is detected by comparing the marking with earlier mark-
ings. Translated to ω-branching processes, this means to for each new condition
the marking Markω of the corresponding local configuration with Markω of all
earlier local configurations. An earlier configuration is a configuration included
in the later one. If an ω-marking can be found so that the earlier marking is
equal to or bigger than the later one on all places not mapped to ω, the condi-
tions labelled by ‘growing’ places are mapped to ω by the ω-mapping (Figure
1). A condition having an ω-entry can be interpreted as the potential of arbi-
trarily many tokens in the corresponding place. So a further consequence for the
construction of ω-branching processes is that conditions with the value ω are
‘carried over’. This means that, for each ω-condition in the preset of an event,
there exists one and only one ω-condition in the postset of the event with the
same label. This happens according to the idea that an ω-condition represents
‘arbitrarily many’ tokens in a particular place, so if a token is removed from a
particular place, there remain arbitrarily many tokens. So the occurrence rule
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p1 t1 p3

p2 t2 p2

p3 t3 p1

p3

1 1

1 1

ω

ωThe ω - condition 
is ‚carried over‘.

p1 t1 p3

p2

t2 p2

p3

t3
p1

p3

1 1

1 1

ω

ω

ω

Fig. 2. Further construction of the ω-branching process of the Petri net of Figure 1.
The upper part of the figure illustrates how an ω-condition is ‘carried over’. In the
lower part the unboundedness of place p1 is detected.

in ω-branching processes is defined similar as in the coverability tree (Figure 2).
Cut-off events of the ω-unfolding are defined very much like the cut-off events
of McMillan ([10]). A prefix of the ω-unfolding is computed (called Preω) by
stopping the construction at cut-off events until no more extensions are possible
(Figures 3 and 4).

3 Basic Definitions

In this section we give basic definitions necessary for defining ω-unfolding. Due
to lack of space, we omit formal definitions of the coverability tree, unfoldings
and related results. For more details about these concepts see e.g. [4] and [7].

Definition 1 (Net). A net N is a triple (S, T, F ), where S is a set of places,
T is a set of transitions, satisfying S ∩ T = ∅, and F ⊆ (S × T ) ∪ (T × S) is a
flow relation.



Finite Unfoldings of Unbounded Petri Nets 161

p1 t1 p3 t3 p1

p2 t2 p2

p3 t3 p1

p3

1 1 1

1 1

ω
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t1 p3

t3
p1

t2 p2

p3

p1

p3

1

ω

ω
ω

ω
ω

p1 t1 p3

p2 t2 p2

p3 t3

p1

p3

1 1

1 1

ω
ω
ω

t2
p2

p3

1

ω

Fig. 3. Construction of the prefix Preω. In the upper part the dashed lines indicate the
two cuts with the same marking Markω. So the black colored cut-off event is detected.
In the lower part of the figure all cut-off events are marked black.

Places and transitions of a net are also called net elements or elements for
short.

Definition 2 (Subnet). Let N = (S, T, F ) be a net. A net N ′ = (S′, T ′, F ′) is
said to be a subnet of N , iff S′ ⊆ S, T ′ ⊆ T and F ′ = F ∩ ((S′×T ′)∪ (T ′×S′)).

A net is finite if the sets of its elements are finite. To avoid confusion, some-
times we will write N = (SN , TN , FN ) to denote N = (S, T, F ).

As usual, places are drawn as circles, transitions as boxes, and the flow rela-
tion is expressed using arcs connecting places and transitions.

Let N = (S, T, F ) be a net and x ∈ S ∪ T be an element of N . The preset
•x is the set {y ∈ S ∪ T | (y, x) ∈ F}, and the postset x• is the set {y ∈ S ∪ T |
(x, y) ∈ F}. Given a set X ⊆ S ∪ T , this notation is extended to sets as follows:

•X =
⋃

x∈X

•x and X• =
⋃

x∈X

x•
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ω
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t1

(ω,1,ω)

Fig. 4. The finite prefix Preω of the Petri net of Figure 1in the upper part. The lower
part shows a corresponding coverability tree.

For technical reasons, in the paper we consider only nets in which every
transition has nonempty presets and postsets.

A marking of a net N = (S, T, F ) is a function m : S → IN. Graphically, a
marking is expressed using a respective number of black tokens in each place.

Definition 3 (Occurrence rule). Let N = (S, T, F ) be a net. A transition
t ∈ T is enabled to occur in a marking m of N iff m(s) > 0 for every place
s ∈ •t. If a transition t is enabled to occur in a marking m, then its occurrence
leads to a new marking m′ defined by: m′(s) = m(s)−|F ∩{(s, t)}|+ |F ∩{(t, s)}|
for every s ∈ S. We write m

t−→ m′ to denote that t is enabled to occur in m
and that its occurrence leads to m′.

In words, m′ is derived from m by removing one token from every place in
the preset •t of the occurring transition t and adding one token to every place
in its postset t•.
Definition 4 (Occurrence sequence, reachability). Let N = (S, T, F ) be a
net and m be a marking of N .
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(i) A finite sequence of transitions σ = t1, . . . , tn, n ∈ IN is called a finite
occurrence sequence from m to mn if there exists a sequence of markings
m1, . . . ,mn such that

m
t1−→ m1

t2−→ . . .
tn−→ mn.

We say that the occurrence sequence σ is enabled to occur in m and that
its occurrence leads to mn. The marking mn is said to be reachable from
the marking m.

(ii) An infinite sequence of transitions t1, t2, t3 . . . is called an infinite occur-
rence sequence if there exists an infinite sequence of markings m1,m2 . . .
such that

m
t1−→ m1

t2−→ m2
t3−→ . . .

Remark 1. Given two markings m,m′ satisfying m′(s) ≥ m(s) for every place
s, observe that if an occurrence sequence σ is enabled to occur in m′ then it is
also enabled to occur in m.

Definition 5 (Petri net). A finite net with initial marking (Petri net) is a
quadruple (SΣ , TΣ , FΣ ,m0), where (SΣ , TΣ, FΣ) is a finite net and m0 is a mark-
ing of (SΣ , TΣ, FΣ) called initial marking.

In a Petri net markings, reachable from the initial marking m0, are called
reachable markings.

Definition 6 (Boundedness). Let Σ = (SΣ , TΣ , FΣ ,m0) be a Petri net.

(i) A place s ∈ SΣ is called n-safe (n ∈ IN) iff every reachable marking m
satisfies m(s) ≤ n.

(ii) Σ is called bounded if there exists an integer n such that all places of Σ
are n-safe.

Definition 7 (Net isomorphism).
Let N = (S, T, F ) and N ′ = (S′, T ′, F ′) be two nets. An isomorphism from N
to N ′ is a bijection h : S ∪ T −→ S′ ∪ T ′ satisfying:

(i) h(S) = S′, h(T ) = T ′;
(ii) ∀x, y ∈ S ∪ T : (x, y) ∈ F ⇔ (h(x), h(y)) ∈ F ′.

Definition 8 (Conflict). Let x1 and x2 be elements of a net N = (S, T, F ).
Elements x1 and x2 are in conflict, denoted by (x1, x2) ∈ � or x1 � x2, if there
exist distinct transitions t1, t2 ∈ T such that •t1 ∩ •t2 �= ∅, and (t1, x1), (t2, x2)
belong to the reflexive and transitive closure of F . In other words, x1 and x2 are
in conflict if there exist two paths leading to x1 and x2 which start at the same
place and are immediately branched (although later on they can be joined again).

Definition 9 (Occurrence net). An occurrence net is a net O = (BO, EO, FO)
satisfying:
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(i) | • b| ≤ 1 for every b ∈ BO.
(ii) | • e| ≥ 1 for every e ∈ EO.
(iii) O is acyclic, i.e. the (irreflexive) transitive closure of FO is a (strict) partial

order.
The transitive closure of FO is called the causal relation of O. It is denoted
by <. The reflexive and transitive closure of FO is denoted by ≤.

(iv) The set {y ∈ BO ∪EO | y < x} is finite for every x ∈ BO ∪EO;
(Every element x of O has finitely many elements which are smaller than
x according to the partial order <.)

(v) (x, x) �∈ � for every x ∈ BO ∪EO;
(No element of O is in a self-conflict. Therefore, there can be branching
places in O, but no joining places.)

Places of an occurrence net are called conditions and transitions of an occurrence
net are called events.

Definition 10 (Concurrency). Let x1 and x2 be elements of an occurrence
net. Then x1 and x2 are concurrent, denoted by (x1, x2) ∈ co or x1 co x2, if
neither x1 < x2 nor x2 < x1 nor x1�x2.

Remark 2. The set of conditions of an occurrence net which are minimal accord-
ing to < are denoted by Min(O). Obviously, every two elements of Min(O) are
concurrent.

Moreover, if x and y are in conflict then, for every x′ ∈ x• and every y′ ∈ y•,
x′ and y′ are in conflict, too.

Definition 11 (Configuration). Let O = (BO, EO, FO) be an occurrence net.
A configuration C of O is a set of events C ⊆ EO, satisfying:

(i) ∀ e, e′ ∈ EO : e ∈ C ∧ e′ < e⇒ e′ ∈ C (C is causally closed.)
(ii) ∀ e, e′ ∈ C : (e, e′) �∈ � (C is conflict-free.)

Definition 12 (co–set, cut). Let O be an occurrence net.

(i) A set B′ of conditions of O is called a co–set if all conditions b, b′ of B′

satisfy b co b′.
(ii) A cut is a maximal co–set (w.r.t. set inclusion).

Remark 3. Every configuration C of an occurrence net defines the cut Cut(C)
given by

Cut(C) = (Min(O) ∪ C•) \ •C.

Definition 13 (Local configuration). Let O = (BO, EO, FO) be an occur-
rence net and e ∈ EO an event. Then

[e] := {e′ ∈ EO|e′ ≤ e}

is called the local configuration of e.

It can be easily observed, that [e] is a configuration.
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4 Formal Results

4.1 ω-Branching Processes

A basis for the definition of ω-branching processes are (X, e)-extensions of oc-
currence nets, which are defined in the following way:

Definition 14 ((X, e)-extension of an occurrence net).
Let O′ = (BO′ , EO′ , FO′) be an occurrence net and X ⊆ BO′ a co–set. Then
O = (BO, EO, FO) is an (X, e)-extension of an occurrence net, if:

(i) BO′ ⊆ BO and BO \BO′ is a finite set;
(ii) EO′ ⊆ EO and EO \ EO′ = {e};
(iii) FO = FO′ ∪ {(x, e)} ∪ {(e, b)} for every x ∈ X and every b ∈ BO \BO′ .

So an (X, e)-extension of an occurrence net is generated by adding an event
e such that •e = X is a set of pairwise concurrent conditions and e• is a finite
set of new conditions.

Lemma 1. An (X, e)-extension of an occurrence net O′ is an occurrence net
again.

Proof. The definition implies immediately that every condition of the extended
occurrence net has at most one event in its preset. As the postset of the new event
includes only new conditions, the extended net remains acyclic. The number of
new elements and arcs is finite. Therefore the property of occurrence nets that
each element is preceded by finitely many elements still holds true. In addition,
no element of the extended occurrence net is in self conflict, as the preset of the
new event consists only of pairwise concurrent conditions. %&

Remark 4. LetO′ = (BO′ , EO′ , FO′) be an occurrence net andO = (BO, EO, FO)
the (X, e)-extension of O′. Then, for every x ∈ (BO \ BO′) ∪ {e} and every
y ∈ BO′ ∪ EO′ , we have x ≮ y.

Definition 15. Let be INω := IN ∪ {ω}. Then, for every n ∈ IN, we define

(i) n < ω;
(ii) n+ ω = ω + n = ω + ω = ω.

ω-branching processes are inductively defined, starting from the minimal ω-
branching process representing the initial marking. Then new events and their
modified postsets are added stepwise, generating new ω-branching processes.

Definition 16 (ω-branching process). Let Σ = (SΣ , TΣ, FΣ ,m0) be a Petri
net. Then ω-branching processes of Σ are inductively defined in the following
way:

1. βω = (O,ϕ, π) is an ω-branching process of Σ, where:
(i) O = (BO, ∅, ∅);

(O is an occurrence net without events, BO is a set of conditions.)
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(ii) ϕ : BO → SΣ;
(ϕ is the labelling function.)

(iii) for every place s ∈ SΣ, |{b ∈ BO | ϕ(b) = s}| = m0(s);
(BO represents the initial marking of Σ.)

(iv) π : BO → {1, ω} is a mapping satisfying π(b) = 1 for every condition
in b ∈ BO.
(The minimal ω-branching process includes no ω-conditions, i.e. no
unbounded place of Σ is detected.)

2. Let β′
ω = (O′, ϕ′, π′) = (BO′ , EO′ , FO′ , ϕ′, π′) be an ω-branching process.

Let X ⊆ BO′ be a co-set (X is a set of concurrent conditions of BO′) and
Xω = {b ∈ X | π′(b) = ω} (Xω is the set of ω-conditions of X).
Assume a transition t ∈ TΣ satisfying ϕ′(X) 1 = •t and |X | = | • t| (t is
enabled in ϕ(X)) such that EO′ includes no event e′ satisfying ϕ′(e′) = t
and •e′ = X (Every occurrence of a transition should be represented only
once).
Then βω = (O,ϕ, π) = (BO, EO, FO, ϕ, π) is an ω-branching process of Σ,
where

(i) O is an (X, e)-extension of the occurrence net O′;
(O is generated from O′ by adding a new event e with postset BO \
BO′ .)

(ii) ϕ(e) = t, ϕ(e′) = ϕ′(e′) for all e′ ∈ EO′ ;
(The existing labelling function is extended by e.)

(iii) ϕ(BO \BO′) = ϕ(Xω)∪ t•, |BO \BO′ | = |ϕ(Xω)∪ t • |, ϕ(b′) = ϕ′(b′)
for all b′ ∈ BO′ ;
(The existing labelling function is extended; BO \BO′ includes a con-
dition with the label of the corresponding place for the union of the
places in t• and those places in •t which have an ω-condition.

(iv) Define VSe := {Cut([e′]) | e′ ∈ EO′ ∧ [e′] � [e]} ∪Min(O′);
(This is the set of the cuts corresponding to those local configurations
of O′ which are subsets of the local configuration of [e]. Recognize that
Min(O′) representing the initial marking is included, too.)
Define UE := {b ∈ BO \BO′ | ϕ(b) ∈ ϕ(Xω)} and NUE = BO \(BO′∪
UE );
(UE is the set of conditions which are ’carried over’, as there exists
an ω-condition with the same label in the preset of e; NUE is its
complement.)
Define VMark (s) := ω for every s ∈ ϕ(UE ) and

VMark (s) :=
∑

{b∈Cut([e])∩BO′ |ϕ(b)=s}
π′(b) + |{b ∈ NUE | ϕ(b) = s}|

for all other s ∈ SΣ. (VMark is the comparison marking to detect
ω-conditions.)
Then π(b0) = ω for b0 ∈ BO \ BO′ , if one of the following conditions
is satisfied:

1 ϕ is extended to a set of conditions X by ϕ(X) = {ϕ(x) | x ∈ X}.
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(a) b0 ∈ ϕ(UE ).
(ω-conditions are ‘carried over’ and remain ω-conditions.)

(b) There exists an event e′ ∈ EO′ with Cut([e′]) ∈ VSe, so that every
place s ∈ SΣ \ {ϕ(b0)} satisfies∑

{b∈Cut([e′])|ϕ(b)=s}
π(b) ≤ VMark(s)

and the place ϕ(b0) satisfies∑
{b∈Cut([e′])|ϕ(b)=ϕ(b0)}

π(b) < VMark (ϕ(b0)).

(conditions with the label of unbounded places will be ω-conditions.)
(c) There exists a b ∈ Cut([e]) satisfying ϕ(b) = ϕ(b0) and π(b) = ω.

(If the corresponding cut of the local configuration of e includes an
ω-condition with the label of a certain place, so all new conditions
with the label of this place are ω-conditions.)

For every condition b ∈ BO\BO′ satisfying π(b) �= ω it holds π(b) = 1.
In addition, π(b′) = π′(b′) for all b′ ∈ BO′ .

As the basis of ω-branching processes are occurrence nets, the notions ‘con-
figuration’ and ‘cut’ are also defined for ω-branching processes. Remember that
in contrary to usual branching processes, where any cut represents exactly one
marking, any cut in an ω-branching process containing an ω-condition represents
a whole set of markings, which differ in the number of tokens in the place cor-
responding to the ω-condition. The question is, which of these markings should
be relevant to deal with conflict situation in such a cut. In our definition of ω-
branching processes two events are in conflict, if they share a condition in their
presets labelled with ω. This corresponds to the marking, when in the place is
exactly one token. Considering a marking with more than one token in the place,
one could formulate an alternative definition in which these two events would
be concurrent. This would correspond to the situation that sometime later when
the corresponding place contains enough tokens, these transitions can occur con-
currently.

A new marking Markω can be defined by the combination of labelling func-
tion and ω-function. This marking is similar to the ω-marking of the coverability
tree.

Definition 17 (Markω). Let C ⊆ EO be a configuration of an ω-branching
process βω = (BO, EO, FO, ϕ, π) of a Petri net Σ = (SΣ , TΣ, FΣ ,m0). Then
Markω(C) : SΣ −→ IN ∪ {ω} is a marking of Σ defined for every place s ∈ SΣ

by
Markω(C)(s) =

∑
{b∈Cut(C)|ϕ(b)=s}

π(b).

Remark 5. The way of computation of Markω derived ω-branching processes
is similar to the marking (Mark for short) derived from branching processes. In



168 Jörg Desel, Gabriel Juhás, and Christian Neumair

Mark , the number of conditions with the same label in the cut of a configuration
is computed. For the computation of Markω, the values 1 and ω of the ω-function
are added up for such conditions. So, if a cut of a configuration includes no ω-
conditions, Mark and Markω coincide.

4.2 ω-Unfoldings

By the subset relation, a partial order is given on the set of ω-branching processes
of a Petri net. The aim of the following section is to prove that there exists a
unique maximal ω-branching process with respect to this partial order, called
the ω-unfolding.

Remark 6. Let βω be an ω-branching process of a Petri net. Let β′
ω be a new ω-

branching process which is generated of βω by adding a new event e with label t

to a co-set X according to the above definition. Then we write β′
ω = βω∪

X

⇑ (e, t).

In the definition of ω-branching processes a new ω-branching process is gen-
erated from a given one by adding a new ‘possible’ event and the corresponding
modified postset. This way, a partial order on ω-branching processes can be
defined.

There is a unique maximal element (fix point) only if the order of the exten-
sions does not matter.

In the following Lemma we prove that the extension of a given ω-branching
process by two concurrent events and their modified postsets does not depend on
the order. The generated ω-branching process which might only have different
names for the new events and conditions. Such ω-branching processes are called
isomorphic.

Definition 18. Two ω-branching processes βω = (O,ϕ, π) and β′
ω = (O′, ϕ′, π′)

of a Petri net are called isomorphic if there exists a net isomorphism i : O→ O′

satisfying ϕ′ ◦ i = ϕ and π′ ◦ i = π .

Lemma 2. Let βω = (BO, EO, FO, ϕ, π) be an ω-branching process of a Petri net
Σ = (SΣ , TΣ, FΣ ,m0).

Let C1, C2 ⊆ EO be two configurations of βω and Cut(C1), Cut(C2) ⊆ BO be
the corresponding cuts.

Let be X1 ⊆ Cut(C1) and X2 ⊆ Cut(C2).
(X1 and X2 are sets of concurrent conditions because they are subsets of

cuts.)
Let t1, t2 ∈ T be two transitions of Σ satisfying •t1 = ϕ(X1), | • t1| = |X1|

and •t2 = ϕ(X2), | • t2| = |X2|. Assume that βω includes no event e satisfying
•e = X1 and ϕ(e) = t1 resp. •e = X2 and ϕ(e) = t2. (βω can be extended by two
events e1, e2.)

Define β1
ω = (B1

O, E
1
O, F

1
O, ϕ

1, π1) = βω∪
X1

⇑ (e1, t1) and

β2
ω = (B2

O, E
2
O, F

2
O, ϕ

2, π2) = βω∪
X2

⇑ (e2, t2).

Then β1
ω∪

X2

⇑ (e2, t2) and β2
ω∪

X1

⇑ (e1, t2) are isomorphic.
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Proof. It can be seen directly from the definition of ω-branching processes that

β1
ω∪

X2

⇑ (e2, t1) and β2
ω∪

X1

⇑ (e1, t1) exist.
First it will be shown that the events e1 and e2 are either concurrent or

in conflict in β1
ω∪

X2

⇑ (e2, t2) resp. β2
ω∪

X1

⇑ (e1, t1). For this purpose, we show

that the assumption e1 < e2 in β1
ω∪

X2

⇑ (e2, t2) yields a contradiction. The

corresponding conclusion for β2
ω∪

X1

⇑ (e1, t1) results then from the symmetry of
e1 and e2.

By •e2 ⊆ BO, e1 • ∩BO = ∅ and Remark 4 we get b1 ≮ b2 for every b1 ∈ e1•
and every b2 ∈ •e2 in β1

ω∪
X2

⇑ (e2, t2). Assuming e1 < e2, there would exist
conditions b1 ∈ e1• and b2 ∈ •e2 satisfying b1 < b2, or •e2 ⊆ e1• would hold

true, both leading to a contradiction. Obviously, e2 < e1 is not fulfilled in β1
ω∪

X2

⇑
(e2, t2) by Remark 4, because e2 is added after e1 and so it cannot be causally
before e1.

Let now be β1
ω∪

X2

⇑ (e2, t2) = (O1, ϕ1, π1) and β2
ω∪

X1

⇑ (e1, t1) = (O2, ϕ2, π2).

As e1 and e2 are in no order in β1
ω∪

X2

⇑ (e2, t2) resp. β2
ω∪

X1

⇑ (e1, t1), it follows
immediately from the definition of ω-branching processes that there exists a net
isomorphism i : O1 → O2 (choose the identity for all elements except of the
postsets of e1 and e2) so that ϕ2 ◦ i = ϕ1. In addition, for the computation
of the ω-function of the conditions in the postset of e1 resp. e2 one only needs
the preset of e1 resp. e2 and those events, which are smaller than e1 resp. e2
according to the partial order defined by the acyclic structure of the underlying
occurrence net. These are those events which happened before e1 resp. e2. They

are the same in β1
ω∪

X2

⇑ (e2, t2) and β2
ω∪

X1

⇑ (e1, t1) because e1 and e2 are not
ordered. So π2 ◦ i = π1. %&

For technical reasons we now define special ω-branching processes of a Petri
net, so-called ωk-branching processes (k ∈ IN). The ω0-branching process is the
minimal one which represents the initial marking. An ωk-branching process is
created in an inductive way by adding all concurrent events resp. events in
conflict and the corresponding postsets to an ωk−1-branching process.

Definition 19 (ωk-branching process). Let Σ = (SΣ , TΣ , FΣ ,m0) be a Petri
net. Then ωk-branching processes βωk

(k ∈ IN) are inductively defined in the
following way:

(i) βω0 is the minimal ω-branching process.
(ii) Let βωk−1 = (BO, EO, FO, ϕ, π) be a ωk−1-branching process.

Let {X1, . . . , Xn}, n ∈ IN be the set of all co-sets of BO such that there
are transitions t1, . . . , tn ∈ TΣ satisfying •ti = ϕ(Xi), | • ti| = |Xi| and
such that βωk−1 includes no event e satisfying •e = Xi and ϕ(e) = ti,
i = 1, . . . , n.

Then βωk
:= βωk−1∪

X1

⇑ (e1, t1) ∪ . . .∪
Xn

⇑ (en, tn).
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Remark 7. It follows immediately from Lemma 2 that an ωk-branching process
of a Petri net is unique up to isomorphism.

The ωk-branching process for k → ∞ will in the following be called ω-
unfolding. This ω-unfolding is unique up to isomorphism because of the de-
terministic definition of ωk-branching processes.

4.3 Constructing a Finite Prefix of the ω-Unfolding

The ω-unfolding of a Petri net is a unique structure, but it can be infinite. We
now define cut-off events of the ω-unfolding similar to cut-off events used to
generate a finite prefix of the unfolding in the case of bounded nets.

Definition 20. Let βω = (BO, EO, FO, ϕ, π) be the ω-unfolding of Petri net and
let e ∈ EO be an event of βω.

Then e is a cut-off event if βω contains an event e′ ∈ EO satisfying:

(i) Markω([e]) = Markω([e′]);
(ii) [e′] � [e].

In [7] it is shown that each adequate order can be used to define cut-off events
in order to generate a finite and complete prefix of the unfolding for bounded
Petri nets. For simplicity, we use the partial order on configurations defined by
the subset relation, which is obviously a partial order.

To construct smaller prefixes, the cutoffs are allowed to be made on the basis
of a so-called ‘additional imaginary starting event’, whose final state is the initial
marking.

A prefix of the ω-unfolding is generated by stopping the construction when
a cut-off event is reached until no more extensions are possible. Stopping the
construction at a cut-off event e means to add no events which are causally after
e. In the following, the so constructed ω-branching process of a Petri net will
be called Preω. To show that Preω of a Petri net is finite, the following lemma,
known as Dickson’s Lemma, is needed. The proof of the lemma can be found
in [4].

Lemma 3 (Dickson). Let S be a finite set and let ϕ1, ϕ2, ϕ3, . . . be an infinite
sequence of mappings from S to INω. There exists an infinite sequence of indices
(ik)k∈IN satisfying:

(i) il < im for all l < m, l,m ∈ IN;
(ii) ϕil

(s) ≤ ϕim(s) for all l < m, l,m ∈ IN and for every s ∈ S.

Now we prove the following theorem which shows that in an ω-branching
process the same markings Markω can always be found.

Theorem 1. Let βω be the ω-unfolding of a Petri net Σ = (SΣ , TΣ, FΣ ,m0).
Let LK ω := {[ei] | i ∈ IN} be an infinite sequence of local configurations of βω

such that [ej ], [ek] ∈ LKω and j < k imply [ej ] � [ek]. Then there exist indices
i1 and i2 satisfying Markω([ei1 ]) = Markω([ei2 ]).
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Proof. By contraposition, assume an infinite sequence of local configurations
satisfying the property above so that all corresponding markings Markω are
different.

By Dickson’s Lemma, there exists an infinite strongly monotonic sequence of
indices i1, i2, i3, . . ., such that, for each place s ∈ SΣ ,

Markω([ei1 ])(s) ≤ Markω([ei2 ])(s) ≤ Markω([ei3 ])(s) ≤ . . .

Let i and j be two subsequent indices of the sequence i1, i2, i3, . . .. By as-
sumption, Markω([ei])(s0) �= Markω([ej ])(s0) for at least one place s0 ∈ SΣ .
By the definition of ω-branching processes it follows Markω([ei])(s0) �= ω and
Markω([ej ])(s0) = ω. In addition, Markω([ei])(s) = ω implies Markω([ej ])(s) =
ω for every place s ∈ SΣ. So the marking Markω([ej ]) has more ω-entries than
Markω([ei]). This implies, that the number of ω-entries grows to infinity, con-
tradicting the finite number of places of Σ. %&

With the last result we can now prove that Preω of a Petri net is finite. We
will show that the number of included conditions and events is finite.

Theorem 2. Preω of a Petri net is finite.

Proof. By contradiction, assume a Petri net with infinite corresponding Preω.
Similarly to branching processes of bounded Petri nets ω-branching processes
of unbounded Petri nets have finitely branching events. Therefore an extension
of “König’s-Lemma” can be applied (see. Prop. 1 of [9]), which says that a
branching process is infinite if and only if it contains a path including an infinite
number of events. So an infinite path can be found, such that all markings
Markω of the local configurations of the events of the path are different, because
otherwise the criteria of a cut-off event would eventually be fulfilled. But the
existence of such an infinite path contradicts Theorem 1. %&

For technical reasons we define extensions of configurations of ω-branching
processes:

Definition 21 (Extension of a Configuration). Let C be a configuration of
an occurrence net O = (BO, EO, FO) and E ⊆ EO satisfying C ∩ E = ∅. Then
C⊕E := C∪E is an extension of the configuration C, if C∪E is a configuration
again.

Obviously, for two configurations C and C′ satisfying C � C′ a nonempty
set of events E can be found satisfying C ⊕ E = C′.

Definition 22. Let βω = (BO′ , EO′ , FO′ , ϕ′, π′) be an ω-branching process and
C be a configuration of βω. Then ⇑ C = (BO, EO, FO, ϕ, π) is the subnet of βω

satisfying BO ∪ EO = {x ∈ BO′ ∪ EO′ | x �∈ C ∪ •C ∧ ∀y ∈ C : (x, y) �∈ �} (ϕ
resp. π are the restrictions of ϕ′ resp. π′ to the elements of ⇑ C).

(⇑ C is the part of βω ‘after’ C.)
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Remark 8. Let C1 and C2 be two finite configurations of an ω-branching process
satisfying Markω(C1) = Markω(C2). Then there exists for each finite extension
C1⊕E1 a finite extension C2⊕E2, such that E1 and E2 are isomorphic. We will
then write E2 = I2

1 (E1).

Theorem 3. Let m be a reachable marking of a Petri net.
Then there exists a configuration Cω in Preω satisfying Markω(Cω)(s) =

m(s) for every place s satisfying Markω(Cω)(s) �= ω.

Proof. The (potentially infinite) unfolding (cf. [6]) of the Petri net includes a
configuration C satisfying Mark(C) = m.

The modified postset of an event e of an ω-branching process always in-
cludes at least the represented postset of the transition corresponding to e. So
the ω-unfolding includes for every configuration of the unfolding an isomorphic
configuration.

If Preω includes a configuration Cω which is isomorphic2 to the configuration
C, the occurrence rule in ω-branching processes implies that Markω(Cω) and m
are equal except for the places marked by ω.

If a configuration C′ isomorphic to C cannot be found in Preω, it can nev-
ertheless be found in the corresponding ω-unfolding of Σ. As C′ is not included
in Pre0ω, there exists a cut-off event e1 in C′ and we have C′ = [e1] ⊕ E1 for
a set of events E1. By the definition of cut-off events there is a local configura-
tion [e2] in Preω satisfying Markω([e2]) = Markω([e1]) and additionally [e2] is
a proper subset of [e1]. By Remark 8, the ω-unfolding includes a configuration
C2 = [e2]⊕I2

1 (E1). As [e2] is a proper subset of [e1], C2 includes less events than
C′. In addition, Markω(C′) and Markω(C2) are equal on all places not mapped
to ω. Assume that Markω(C′) and Markω(C2) are not equal for all places.
Then Markω(C′) can only have more places marked by ω than Markω(C2).
This is because the number of possible comparison cuts for the detection of ω-
conditions is larger for the conditions of C′ than for the conditions of C2. If C2

is a configuration not included in Preω , the above procedure can be repeated
and so a configuration C3 can be found satisfying Markω(C′)(s)=Markω(C3)(s)
for every place s not marked to ω. The configuration C3 then includes less
events than C2. So with every step the number of events of new configura-
tion decreases. Therefore a configuration Cω in Preω can be found satisfying
Markω(Cω)(s) = Markω(C′)(s) = Mark(C)(s) = m(s) for all places s not
mapped to ω. %&

Theorem 4. Let Σ = (SΣ , TΣ, FΣ ,m0) be a Petri net and C a configuration of
Preω of Σ. Then there exists a reachable marking m for every a ∈ IN, such that
every place s ∈ SΣ satisfies:

m(s) = Markω(C)(s) if Markω(C)(s) �= ω
m(s) ≥ a if Markω(C)(s) = ω.

2 A configuration in an ω-branching process is isomorphic to a configuration in another
ω-branching process if there is a bijection between events preserving labelling by
transitions and partial order on events.
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Proof. Let Markω(C) be a marking of Preω and let Sω ⊆ SΣ be the set of places
s satisfying Markω(C)(s) = ω. Let a ∈ IN.

We prove that there exists a reachable marking m of Σ which assigns at least
a tokens to each place of Sω and coincides with Markω(C) on all places not in
Sω. To this end, we construct a linearization e1, . . . , ek of C satisfying either
ei < ej or ei co ej for all i < j, i, j ∈ {1, . . . , k}. So every subsequence of the
form e1, . . . , el, 1 ≤ el ≤ ek is, as set, a configuration of Preω. This determines
the following linearization of markings:

m0 = Markω(∅) e1−→ Markω({e1})
e2−→ Markω({e1, e2})

e3−→ . . .

ek−→ Markω({e1, . . . , ek}) = Markω(C)

Now we construct an occurrence sequence with the corresponding reachable
markings for Σ of the form

m0
ϕ(e1)−→ m1

σ1−→ m′
1

ϕ(e2)−→ m2
σ2−→ m′

2

ϕ(e3)−→ m3 . . .
σk−1−→ m′

k−1

ϕ(ek)−→ mk
σk−→ m′

k.

The σi are defined in such a way that m′
k satisfies the properties of m.

Let be s0 ∈ Sω. By the definition of ω-branching processes there is a unique
index i = i(s0), such that:

Markω({e1, . . . , ej})(s0) �= ω for every ej ∈ C satisfying 1 ≤ ej < ei

Markω({e1, . . . , ej})(s0) = ω for every ej ∈ C satisfying ei ≤ ej ≤ ek.

In addition, there is an event ej ∈ C such that there exists a subsequence of
ej , . . . , ei (we will write ej ⇒ ei(s0)), satisfying the property, that the occurrence
sequence ϕ(ej ⇒ ei(s0)) increases the number of tokens in s0 and does not change
the token count in all places s of S satisfying Markω({e1, . . . , ei})(s) �= ω.

However, it is possible that the token count in places marked by ω before the
event e1 decreases. The token count in such a place will decrease at most for the
number of events of the sequence ej ⇒ ei(s0) (we will write |ej ⇒ ei(s0)|). These
are those events which are necessary to pump the place s0. Every marking which
coincides with Markω({e1, . . . , ei}) in all places not marked by ω and which
assigns at least |ej ⇒ ei(s0)| tokens to the other places enables the occurrence
sequence ϕ(ej ⇒ ei(s0)).

In the sequel, (ϕ(ej ⇒ ei(s0)))x stands for firing the occurrence sequence
ϕ(ej ⇒ ei(s0)) x-times. Let be Sn = {s ∈ Sω|i(s) = n} for n = 1, . . . , k; we will
write Sn = {s1n, . . . , s

|Sn|
n }. We define the occurrence sequence

σk = (ϕ(ej ⇒ ei(s1k)), ϕ(ej ⇒ ei(s2k)), . . . , ϕ(ej ⇒ ei(s
|Sk|
k )))a

to ensure that every place s in Sk has at least a tokens. As the number of tokens
in Sk−1 can be decreased by ϕ(ek) and σk, we define accordingly

σk−1 = (ϕ(ej ⇒ ei(s1k−1)), ϕ(ej ⇒ ei(s2k−1)), . . . , ϕ(ej ⇒ ei(s
|Sk−1|
k−1 )))(a+1+|σk|)

to ensure, that the occurrence sequence ϕ(ek), σk is enabled after firing σk−1

and assigns at least a tokens to each place of Sk−1.
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In general, for i = k, k − 1, . . . , 1 the sequence σi is defined by

σi = (ϕ(ej ⇒ ei(s1i )), ϕ(ej ⇒ ei(s2i )), . . .

. . . , ϕ(ej ⇒ ei(s
|Si

i |)))(a+(k−i)+|σk |+|σk−1|+...+|σi+1|)

As the marking Markω(∅) has no ω-entries, the occurrence sequence σ1 decreases
the token count in no place and is therefore enabled in Markω({e1}).

As the token count of places not in Sω is not changed by any occurrence
sequence ϕ(ej ⇒ ei), also σi does not change it. So Markω(C) and m′

k are equal
for those places. %&

Remark 9. If a marking Markω(C) has exactly one ω-entry for a place s0, a
minimal local configuration [e] can be directly found in Preω which increases
the token count of s0 and corresponds to a local configuration of the unfolding.
e is the event which is in the preset of an ω-condition included in Cut(C) and
labelled by s0.

If a marking Markω has ω-entries for more than one place, a minimal local
configuration which increases the token count of these places and corresponds
to a local configuration of the unfolding cannot be found in general. But such
a configuration can be constructed according to the method of the proof of
Theorem 4.

Theorem 5. A place s0 of a Petri net is unbounded iff there exists a marking
in Preω satisfying Markω(C)(s0) = ω.

Proof. (⇐) Follows immediately from Theorem 4.
(⇒) Since Preω is finite, there exists only a finite number of markings Markω in
Preω. So there is a bound a ∈ IN such that all markings satisfy Markω(s0) < a or
Markω(s0) = ω. As the place s0 is unbounded, there exists a reachable marking
m in Σ satisfying m(s0) ≥ a. This marking does not coincide with a marking
Markω of Preω, so by Theorem 3 it must be covered by a marking Markω. This
implies, that there exists at least one marking in Preω satisfying Markω(s0) = ω.

%&

By Theorem 5 the next Corollary follows immediately.

Corollary 1. A Petri net is bounded iff no marking Markω of Preω has an
ω-entry.

The cut-off events used for the construction of Preω are defined on the sim-
plest adequate order. If we denote by Pre a complete and finite prefix of the
unfolding using the same adequate order, we can formulate the following result:

Theorem 6. If a Petri net is bounded, then Preω and Pre are isomorphic, i.e
there is a bijection between Preω and Pre which preserves labelling and structure.

Proof. By Corollary 1 bounded nets with initial marking have no ω-conditions.
The result follows immediately by the definition of Pre and Preω. %&
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5 Conclusion

We have presented a finite description of the infinite concurrent semantics for
unbounded Petri nets that identifies boundedness properties and approximates
the set of reachable markings employing coverability properties. The ω-unfolding
is a coverability unfolding in the sense that a finite prefix Preω can be constructed
in which all reachable markings of the corresponding Petri net are covered.

As the formal definition is based on induction, an algorithm can easily be
developed to compute Preω. So the next step is the implementation and the
analysis of such an algorithm. In this paper we did not focus on the construction
of an algorithm and computing its complexity, but rather developed a formal
basis for what we call Preω. Our prefix of the ω-unfolding closes a gap in theory,
namely a concept for unbounded nets which corresponds to the coverability tree
resp. graph for a partial order based semantics.

A further goal that deserves theoretical investigations is to find a special
adequate order to detect cut-off events. In [7] a special order for elementary net
systems is presented providing an improvement of the algorithm which computes
the complete finite prefix of the unfolding. A corresponding improvement might
exist for unbounded Petri nets as well.
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Abstract. In this paper we present the application of a compositional
modeling methodology to the re-engineering of Stochastic Well Formed
net (SWN) models of a contact center. The modeling methodology is
based on the definition of proper operators to connect submodels and it
is supported by the OsMoSys modeling framework. The paper describes
the implementation of a library of reusable SWN submodels of the con-
tact center components and the definition of proper SWN connectors to
easily develop models of different configurations of the system. We also
describe the solving process of the composed models and its integration
in the OsMoSys framework. Moreover, we discuss the advantages that
this approach, based on the definition of classes and instances of sub-
models, can provide to the application of SWN to complex case studies.

1 Introduction

Compositionality is an effective mean to cope with the complexity of real system
modeling and analysis. It can also be exploited to set up a framework where de-
signers, who may not be expert in formal modeling languages, compose models of
complex scenarios by just choosing building blocks from a library and connecting
them. The building blocks could hide complex models built by experts.

In the context of Petri nets (PN) a number of proposals have appeared in
the literature to add model (de)composition features to a formalism that is not
compositional in its basic definition (e.g. [1, 3, 10, 11]). In particular, in [13,
14] PNs are used to describe the behavior of object classes and communication
mechanisms are defined to allow the object models to inter-operate. The ap-
proach proposed in [7] adapts this model composition paradigm to Stochastic
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Well Formed nets (SWN) by extending it with a client-server model composi-
tion schema, inspired by the Cooperative Nets approach [12]. Such composition
schema is supported by OsMoSys, a multi-formalism modeling framework pro-
viding the mechanisms to define and apply composition operators and rules on
the top of formalisms that are not compositional in their original definition.

In this paper we present the application of a compositional modeling method-
ology to the re-engineering of the SWN models of a real contact center, and the
work done to implement a library of reusable submodels, a feature that was
considered as highly desirable in an earlier study on this application domain [6].
Both the contact center components modeling methodology and the implemen-
tation of a library of reusable building blocks, are based on the OsMoSys frame-
work. The approach to modeling of contact center scenarios that we apply in
this paper differs from the one described in [6] from two points of view: in [6]
the composition was performed on low level operators, namely transition su-
perposition, moreover the choice of the number of subnets to be composed, the
labels assignment and the exact sequence of calls to the composer tool (Algebra)
were all done manually, without any automatic support; in this paper instead
higher level composition operators have been defined, that have the effect of bet-
ter isolating the model of the components from the model of their interaction,
as a consequence the correct configuration of the connection subnets and the
needed sequence of calls to the composer tool can be automatically generated.
This highly simplifies the task of generating different scenarios by a user with
limited knowledge on the underlying formalism. In this paper we do not focus
on the analysis phase and on the results that can be obtained, since they would
be comparable to those already presented in [6], but rather on the advantages
of the proposed methodology in promoting model reuse and in facilitating the
composition task. An interesting next step would be to investigate the possibility
of exploiting the model structure to improve the efficiency of the analysis phase
through decomposition methods.

With respect to the work presented in [7], message sending is used as com-
munication paradigm (instead of client-server) and more complex connection
operators are introduced to represent the communication sessions between the
client and the site components of the contact center.

The paper is organized as follows. Sect. 2 describes the contact center case
study, Sect. 3 introduces the modeling approach and provides a brief introduction
to the OsMoSys framework, Sect. 4 defines the set of operators used to build the
compositional models of contact center scenarios and describes the SWN models
of the contact center components. In Sect. 5 the automatic process that generates
the final SWN model of the contact center scenarios is briefly presented. Finally,
Sect. 6 discusses the advantages of the proposed compositional approach and
highlights possible directions for future work.

2 Contact Center Scenarios

Contact centers are today an effective way for companies to manage client rela-
tionships and achieve some economical advantages, since they may lower post-sell
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assistance costs or allow companies to bypass usual distribution chains for selling
products or services.

Effectiveness and inexpensiveness of contact centers can only be exploited
through a correct design and proper management policies. Sophisticated policies
can require a very complex structure. Performances of a contact center can be
evaluated by simulation of a proper model of their architecture. A correct model
of a contact center architecture should be fed with incoming calls. Calls are
generated by a client pool. A client pool is influenced by the kind of product
or service the contact center offers and is a collection of customers, grouped in
customer classes. Customers can be grouped by the level of quality of service
they are entitled to, by behavior, by the service they access. It is thus necessary
to capture a good client pool model in order to build simulation scenarios able
to properly represent the real behavior of the contact center under evaluation. In
our modeling technique, site classes are developed, as well as client pool classes,
which are “glued” by connectors representing the communication infrastructure.

In this work we present some models of client pools and different site archi-
tectures.

Client pool models describe the behavior of customer classes and are char-
acterized by several parameters; from another point of view they can be seen as
workload generators for sites. Customers in a pool can be partitioned into classes
with different privileges and/or different propensity for hang up. The classes can
have different call generation rates, to describe different service needs, and dif-
ferent hang up rates. Sites are more complex. Customers always use a single
policy: they need a service, they call the contact center, they give up or wait,
they access the service or give up again, they leave the contact center. On the
other hand, sites can implement different policies in order to obtain different
QoS (Quality Of Service) classes for customer, they can have a variable number
of queues, a variable number of operators per queue, service times that depend
on the queue or the operator. Some queues could be specialized in handling some
type of requests, or different maximum queuing times before discarding a waiting
call.

While client pools and sites are the basic components of our scenarios, con-
nectors define how they can interact, and allow to define different contact center
topologies. The communications between pools and sites follow routing and ses-
sion handling rules, in other words they support the communication protocols
used by clients and sites to interact. In this work message sending is used as the
basis for implementing different protocols in a flexible way. Two protocols have
been defined and modeled: the first, C2SP (Client to Server Protocol) is used in
communications between a client pool (called in the following client for sake of
simplicity) and a site (in the following server); the other, S2SP (Server to Server
Protocol) in communications between sites. The C2SP is logically described in
Fig. 1.

Two kinds of messages can be sent from the client to the server: the first
(REQ) is used to initiate a communication session and request a service, the
second (HUP) is used to drop the communication instantaneously (regardless
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of whether the service has been furnished or not). Two other messages can be
sent from the server to the client: the first (NFY) signals the acceptance or the
refusal of a request (REQ), the second (END) signals the correct end of a service.
Services are considered as transactions in data bases: they are either completely
supplied or not at all. A server receiving a request (REQ) can either accept it
for service or not, depending on its instantaneous service capability. After the
server accepts the request, the client can either wait for service completion or
hang up the telephone without obtaining the service.

Figures from 2 to 4 depict some possible sessions. In Fig. 2, a simple connec-
tion refusal is showed. In Fig. 3, a correct service session is showed. In Fig. 4,
the service request is accepted by the server, but the client interrupts the service
by issuing a hang up signal (it asynchronously closes the communication).

The example situations depicted in Fig. 3 and 4 show the importance of hav-
ing message sending as a communication paradigm: in fact the protocol has been
designed in order to be interrupted asynchronously in any phase with different
behaviors.

The S2SP is logically described in Fig. 5. It is used whenever a site cannot
serve an incoming call for lack of resources as well in servicing units as in queues.
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When a server is in such a situation, it asks all other servers, using the request
(sREQ) signal, if any of them is able to service the request: all servers reply with
a RPL signal either accepting or refusing the request. If at least one answering
server is accepting, a place for the incoming call is reserved in the queues of
the first accepting server which notifies the acceptance using the RPL signal,
while all other servers receive a purge (PRG) message. If no answering server is
accepting, the call is lost. When a server receives a PRG, it drops the reservations
it holds. The acceptor server receives a MSG signal carrying the original client
request and answers the requesting server with a sNFY signal, analogous to
the NFY signal in C2SP. The rest of the protocol uses the sEND and sHUP
signals, like END and HUP in C2SP. Figures from Fig. 6 to Fig. 8 depict some
possible sessions. Fig. 6 describes the situation in which a call is transferred to
another server which does not accept it (for lack of resources). Fig. 7 describes
an accepted call transfer. A situation where the client hangs up is illustrated in
Fig. 8.

An example of a simple complete session involving both protocols is given in
Fig. 9. In this situation we have one client and four servers. The server connected
with the client has no resources to handle an incoming call: it asks the other
servers for a transfer. Two servers are available and the fourth refuses the request.
One of the available servers receives the call for service while the other receives
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a PRG message in order to free booked resources. The service is completed by
the “winner” server regularly.

Several scenarios have been selected in order to model and study the most
interesting situations. The first scenario, depicted in in Fig. 10, is the simplest.
It includes a single client and a single server, thus only the C2SP is involved, and
a simple connector which is in charge of maintaining essential information about
a single communication session. In Fig. 11, a more complex situation is showed:
a single client can request a service to one of two servers, non-deterministically
chosen. As in the previous scenario, only the C2SP is involved, because the ser-
vice is to be supplied either by one server or the other, with no possibility of call
transfer. Servers are not connected to each other but both are connected to the
client. In this case, non-determinism drives the creation of a connection, while the
rest of the protocol is fully deterministic (after the choice of a server, the whole
communication continues between it and the client). In this case, the connector
is in charge to manage both routing and maintaining session information.

The last scenario we considered is in Fig. 12. In this case, three clients are
connected to three interconnected servers, so both protocols are involved. In this
situation the modeler can evaluate the impact on global QoS of transferred calls.
The scenario also allows for the evaluation of the effects of unbalanced clients
(clients with different call generation rates) or asymmetric servers (servers with
different call management policies or capabilities).
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Fig. 12. Scenario 3

Several performance indexes can be evaluated on these scenarios, in order
to evaluate the system load, effective QoS or customer satisfaction (in terms of
number of successful calls), effects of a certain configuration on the client be-
havior, effects of call management policies on the overall performances. Relevant
measures that can be obtained are: average number of busy operators, average
number of waiting calls, number of refused calls, number of hang-ups, number
of hang-ups while servicing, average waiting time, average service time (see [6]).

3 Methodological Issues

The compositional modeling methodology we apply in this paper to the call
center scenarios described in the previous Section is aimed at aiding the user
in the task of building complex SWN models. The goal is to provide predefined
SWN submodels and proper SWN connectors to compose them. The submodels
must represent the components of the system to be analyzed, in this case the
components of the call center system. On the contrary, the connection operators
do not depend on the specific application domain. They model general patterns
of communication and can be used to realize networks of submodels according
to different topologies, for multiple classes of applications. The operatord intro-
duced this paper are general enough to be used in other client-server contexts.

From the user point of view both submodels and connection operators are
“black boxes” that define input and output ports. The interface of a submodel
(of a connection operator) is the set of its input and output ports. An input port
may only be connected to an output port, and some information (parameters)
must be specified when solving the model (see Section 5). Indeed, an interface
can be understood as it was a function prototype: a list of formal parameters
is associated to each interface that declares types and variable names. These
formal parameters represent data that must be used in the communication or to
provide a required service.

In the following we say high level model the model built by the user and con-
sisting of a network of black boxes, and low level model the SWN “implemen-
tation” of each submodel or connection operator. The SWN implementations
of submodels and operators differ since the SWN net of an operator must be
generated on the fly: its net structure depends on the actual numbers of sub-
models that it connects in the system configuration. Indeed, once the end-user
has built an high level model, the final SWN model is automatically built by
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performing a complex sequence of tasks. We call this procedure the “solution
process” of the high level model and it is performed by means of proper tools
(post-processing phases), as explained in Sect.5. At the low level, the input and
output ports are places and/or transitions and the formal parameters are color
classes, variable tuples, guards. Their values are automatically evaluated during
the solution process [7].

This approach to system modeling is partially supported by the OsMoSys
modeling framework [16] and the DrawNET tool [8, 9] that have been developed
to implement and study multi-formalism and compositional approaches for the
analysis of complex systems.

In OsMoSys family of models (model classes) can be defined and instanti-
ated to obtain model objects. Model objects are used as building blocks to obtain
composed models by means of proper interface elements and composition oper-
ators. The interface elements correspond to the input and output ports and the
composition operators correspond to the connection operators. The instantiation
of an object model may require that the user specify some information (e.g. a
service rate, the number of clients in the pool, etc) needed to fully define the
object.

The DrawNET tool is a configurable GUI for graph-based formalisms, to
create and edit models. The basis for the tool configurability is a meta-formalism
used to define the elements of any formalism a user may want to use. DrawNET
allows to implement all the features of the OsMoSys modeling methodology
and provides both a graphical representation and an XML (eXtended Markup
Language) based description of the model. In this paper we use DrawNET to
built both the high level model and the SWN implementations of the call center
submodels.

Fig. 13 shows the high level model of the contact center Scenario 2 described
in Sect. 2. The clientPool node is an instance of the Client model class whose
SWN implementation, shown in Fig. 14, is provided in the OsMoSys library of
submodels. In the OsMoSys terminology, the clientPool node is a model object.
The same holds for the nodes siteA and siteB that are two different instances
of the Site model class (in Fig. 15). The three model objects are connected by
means of an instance of the Session Route operator (the memoryRouter node in
the figure), also available in the OsMoSys library of operators. The Session Route
operator is in charge of modeling the C2SP protocol and the communication
session (see Section 4). The arcs between the nodes are used to link the interface
elements that correspond in the model composition.

4 Modeling the Contact Center Scenarios

In this Section we describe the model objects used to build the contact center
scenarios and introduce the connection operators defined to compose the client
and the site model objects. The final SWN models are automatically generated
by the OsMoSys framework according to the input format accepted by GreatSPN
[5] which is the tool used for computing the performance indices. For sake of space
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Fig. 13. The model of a contact center scenario in OsMoSys
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the SWN formalism [4] is not described here; however, models are presented in
an intuitive style without going into the technical details of the formalism.

4.1 Modeling the Client Pool and Site Components

In this section the low level models of the three components are described, namely
the SWN models of the client pool, simple site and enterprise site. Each compo-
nent includes a behavior (represented by the SWN net structure), a number of
parameters (to be set upon instantiation) and a set of input/output interfaces:
the interface information of the low level models is the only visible part at the
high level model.

The client pool model is depicted in Fig. 14: the figure is a screenshot of the
SWN model within the DrawNET GUI: some details are lacking, like the guards
associated with transitions, but we shall highlight in the textual description the
important information needed in the context of the complete model composition.
The bold transitions in the model are timed, while the others are immediate:
timed transitions (request, hang1) have an associated rate, which is parametric
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and must be assigned a proper value when the model class is instantiated. The
other parameters of the model are the color classes, which include three sets
of client identifiers (each corresponding to a set of clients with different QoS
requirements) and a site identifier class, and finally the identifier of the specific
site (or set of sites) to which the client pool can issue its service request (initial
marking of place pSite). Interfaces are highlighted by dashed boxes. The out-
put interfaces specified at the high level in the component are outRequest and
outHang, representing the issue of a request or hang up message, which in the
low level model translates into composition labels1 associated respectively with
transitions request and hang1.

The input interfaces are instead inNotify (used both to notify the start of
a service or the impossibility of issuing the service) and inEndServ (used to
notify the end of service): in the low level model these are connection labels
associated with places notify and pEnd. The tokens circulating in the net are all
“colored” with a client identifier; moreover, the tokens in place notify also include
an additional information which allows to distinguish between “start of service”
and “service not available” messages: the tokens of the first type are “consumed”
by transition giveup while tokens of the second type are consumed by transition
service (this is accomplished by associating a “guard”, omitted in figure, to both
the transitions). The behavior of the client is easily readable in the model: it
starts with a token in pClient and waits (state pWait) for a notification. While
in this condition it may decide to issue an hang up message; otherwise if service
starts it waits (state pServicing) for the end of service.

The simple site model is depicted in Fig. 15: its parameters are the rate of
transition serving, representing the service rate of operators at the site (which
may depend on the type of operator and the type of client), and the rate of
transition timeout (defining how long a client request should wait before sending
a “service not available” notification). The client, site and operator identifier
classes are also parametric, as well as the unique identifier associated with the
specific site represented by the model (this model could be easily extended to
represent a set of homogeneously behaving sites). The input interfaces of this
model are inAccept and inHangup, which are the composition labels of places
accept and hangUp respectively. The output interfaces are outEnd and outNotify,
the first is a composition label associated with transition end, the second is
associated with both transitions freeOp and notifyNo. Tokens circulating in the
net carry the identifier of the clients being served, and an operator identifier is
used for accounting of resources use. Interface transitions freeOp and notifyNo
have an associated “guard” (omitted) indicating the content of the notification
message (“start of service” and “service not available” respectively) they must
originate. The behavior of the site upon issuing a request can be easily read on
the net structure: notice that when an hang up message is received from the
client, its identifier must be removed by the site net: this is done through the
immediate transitions flush and flush2.

1 Composition labels are used in the automatic construction of the complete low level
model, to “glue” the components and connection operator SWN models.
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Fig. 16. The “Enterprise site” model class

Finally the more complex enterprise site model is depicted in Fig. 16. In the
figure the submodel corresponding to the behavior of the simple site, still pos-
sible in the enterprise site, is highlighted (upper left corner), the only difference
corresponds to the behavior after the firing of the timeout transition which ac-
tivates the lower left part of the net, that models the attempt to forward the
call to another site, instead of just sending back a “service not available” mes-
sage to the client. Vice versa, the additional subnet in the right part of the net
represents the reaction of the site to an incoming forwarding request by another
analogous site. The only additional parameter in the enterprise site model is
the service rate for remote clients (which might or might not be the same for
local clients); the additional interfaces correspond to the messages of the S2S
protocol: the output ports outSrequest (labeling transition sRequest), outSnotify
(labeling transitions sNotifyNo and sNotifyYes), outShangup (labeling transition
remHang), and outSend (labeling transition remEndOut); the input ports inScon-
firm (labeling place sConfirm), inShangup (labeling place remHangIn and finally
inSend (labeling place sEnd). Some new transitions in the model are labeled with
input and output ports name that already existed in the simple site model: for
example transition remEnd is labeled outEnd, while transitions remNotifyNo and
remNotifyYes are labeled outNotify (and have an associated guard to send back
the correct notification message). Indeed these transitions are used to forward
the reply messages coming from the site that is actually serving its request to a
client whose call has been redirected.

4.2 Interfaces and Connection Operators

In Sect. 3 we explained that model objects and connection operator nodes are
composed by means of proper interface elements.
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The model classes that represent components of the contact center scenarios
are clients (a client represents a pool of clients grouped according to some cus-
tomer characterizations) and two different kinds of sites: 1) enterprises interact
both with clients and other sites (Fig. 12), 2) small sites (sites for short) only
interact with clients (Fig. 11). The SWN model of each class is pre-defined and
stored in the submodel library. The connection operators represent the communi-
cation channel pattern among the contact center components. Here we introduce
the following operators:

– simple message;
– route;
– session route;
– anycast;
– reroute.

The semantics of each operator is defined by a SWN connection net. In the
following we provide a brief description of each operator, but for the sake of
brevity we do not explain in details the corresponding SWN nets and omit the
formal parameter lists associated to their interface elements.

Simple message and route connection operators. The simple message is repre-
sented by an arc in the high level model and its corresponding low level SWN
net is shown in Fig. 17, in which the interface elements of the two model objects
Sender and Receiver (the transition labeled portOut and the place labeled portIn,
respectively) are connected by means of the simple message operator.

portOut

Sender

portIn

Receiver

Fig. 17. The simple message connection
operator

portOut

Sender
portIn

Receiver(R1)

portIn

Receiver(R2)

[s=R1]<c>

[s=R2]<c>

Fig. 18. The route connection operator

The simple message operator, in turn, consists of an arc connecting a tran-
sition with a place. The transition and the place (shadowed in the figure) are
the interface elements of this operator. The end-user is not aware of the net
implementations of these three blocks. He/she only knows that Sender has an
output interface and Receiver has an input interface and uses them to connect
the blocks by the message sending operator. When the low level models are com-
posed during the solution process, the interface elements (in this case the two
transitions and the two places) are superposed according to their labels.

The message sending paradigm adopted in developing the contact center
models allows us to model communications at a lower level, with respect to
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the client-server paradigm used in [7]. The immediate advantage we obtained in
this way is the possibility of capturing the characteristics of the model with a
thinner grain, e.g. it is possible to avoid leaving a client blocked in a wait state
during the service, with respect to the communication, and is easier to model
communication faults situations.

The low level SWN net of the route connection operator is shown in Fig. 18.
The interface elements are the transitions whose label name is sendOut and
the places whose label name is acceptIn. During the composition phase the two
transitions and the couple of places are superposed. When the receiver R1 (R2)
is selected as a target for a request by the sender (by binding variable s to R1
(R2)), the arc between the transition sendOut and the place acceptIn of R2 (R1)
vanishes, and a message is sent only to receiver R1 (R2).
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Fig. 19. The session route connection operator

Session route connection operator. In Fig. 19 the structure of the connection net
corresponding to the session route operator is sketched, in the case of one client
and two sites. It is used to implement the example in Fig. 13 and consists of
8 places and 7 transitions (shadowed in the figure). On the left side, the figure
depicts the composition of the connection net with the client in Fig. 14. The
transition labels are in bold, the names in brackets are the names of places and
transitions in the low level model of the client (site) and have been added to
make it clear which elements of the net correspond to the class model interface.
In the composition phase the RequestOut transition and the respective grey
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transition of the operator are merged, the same for the two transitions HangOut.
Analogously, the place notifyIn and the place endIn of the client are merged with
the respective grey places of the operator interface. The same occurs on the sites
side (on the right).

The session route operator is used to route messages for connection oriented
communication sessions (for which it is required keeping the association between
the identities of the participants along all the session). A session is opened when
a request arrives from a client (transition requestOut). The destination site is
randomly chosen between SiteA and SiteB (place Pchoice), but once the site is
selected (if siteA (siteB) is selected variable s is assigned the value S1 (S2)), the
couple client-site is determined for that session and this information is stored
by a token in place Pmemory. According to the C2SP protocol described in
Sect. 2, the client receives a notification message that its request has been ac-
cepted (transition notifyOut - place notifyIn). During the session the messages
are routed to their destination using the information stored in the Pmemory
place, when the session is closed the token is removed. In this case (one client
pool) this information is useful to deliver the hung up message to the right site.

Anycast connection operator. More complex operators are needed to model the
contact center scenario in Fig. 12 in which the enterprise sites can communicate
with the purpose of assigning a client that cannot be served for lack of resources
to another site. The behavior of the anycast connection operator is similar to
the anycast addressing mode of the TCP/IP networks. It transmits a request to
all destinations, then collects the responses and chooses among them a “winner”
discarding the other ones. The SWN net structure of the anycast operator is
sketched in Fig. 20.

An enterprise (called “the sender” in the following) sends a request that
is broadcasted to the other enterprise sites. The responses are collected into
the pAcquire place. If there is at least one affirmative response ([resp = true])
the tOK transition fires and the affirmative responses are transferred to the
pResponse place. If no response is affirmative, they all are flushed out (by the
tNO transition) and a negative notification is sent to the client. In the case in
which there is at least one affirmative response, the anycast operator chooses to
which site it will transfer the user request. The tWin transition will be enabled to
fire only once due to the inhibitor arc from pWinner which will only contain the
identity of the winner server. The tConfirmNo transition is enabled by pWinner
to completely flush out other affirmative responses in the pResponse place and
to provide “purge” messages to the enterprise sites that sent them. When all
“purge” messages have been sent, the winner is notified by firing the tConfirmYes
transition; concurrently the winner identity is notified to the sender. Notice that
possible conflicts among transitions are solved by the priority levels π1 and
π2 (π2 > π1) in order to avoid uncorrect negative answers propagation to the
sender.

Reroute connection operator. The reroute connection operator is used to imple-
ment the S2SP protocol and it is based on the anycast and route operators, as
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Fig. 20. The anycast connection operator

shown in Fig. 21. Indeed, the reroute operator could be interpreted as a strong
aggregation of the anycast and route operators intended as an high level repre-
sentation of the corresponding SWN model (class). Strong aggregation is used in
OsMoSys to encapsulate model classes into new ones so creating new sub-models,
whose components are not visible to the external environment. The interface of
an aggregation may be the union of the interface elements of its sub-components,
as for the reroute operator, but it is also possible to hide some of them (for ex-
ample because they have been used to connect the components). The reroute
operator is used to establish a communication session between two enterprises i
and j in order to export a client from i to j. To this aim the anycast is used to
assign the client to another site (if possible), then the route operator is used to
route the messages needed to export the client.

Composition of scenarios The composition of scenarios is easy thanks to the
simple interface of client and sites model classes and the very expressive connec-
tors. Actually it is questionable whether the connectors should not be defined
as model classes themselves: the only problem is due to the fact that the ac-
tual underlying low level model may change depending on the number of client
pools/sites they link, this would require the possibility of defining model classes
that are parametric also in their internal structure, a feature currently not al-
lowed in OsMoSys.

Compared to the models and composition schemes proposed in [6] the client
pool and site interface is simpler due to the separation of the interaction protocol
(which has been moved into the connectors) from the component behavior. On
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Fig. 21. The reroute connection operator

the other hand the components presented in this paper are not designed to
represent several client pools (requesting service to different sites) or several
sites folded together in a unique model: this can be done in a rather simple
way as far as components are concerned, but poses some subtle problem in the
way colors are propagated by connectors that we decided not to discuss in this
paper for simplicity of presentation. Moreover from the high level modeler point
of view it is simpler to see each black box as a separate object in his scenario,
rather than as several objects.

5 The Solution Process

The solving process of contact center scenarios is performed in three main
steps pursued by proper software tools of the OsMoSys framework called post-
processors. The post-processing steps are: 1) High level model analysis; 2) Com-
ponents instantiation; 3) Final model generation.

The input of the first phase is the high level model and its output is a graph
representing the connections between the nodes (model objects and operators).
These connections are semantically checked for preserve coherence and consis-
tency. The second step is in charge of instantiating low level object models from
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classes by using the instantiation values provided by the end-user. The output is
the low level models graph in which the model objects have been associated to
their low level models. The core of the solution process is the last post-processing
step. In this step the following tasks are performed:

– the SWN nets of the connection operators are generated;
– all the SWN components of the final model (expressed by means of the

DrawNET XML format) are automatically translated into GreatSPN files;
– a composition script is created. For SWN this script contains the proper set

of Algebra tool commands [2] in order to merge the SWN nets and obtain
the final SWN global model.

The complete solution process is depicted in Fig. 22. For sake of brevity we do
not provide a detailed description of the entire solution process, but we describe
the automatic generation of the SWN nets of the connection operators that have
been introduced in this paper.
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Final model
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Results

Fig. 22. Solution process of contact center models

The SWN net of a connection operator is created in three phases:

– internal structure generation;
– interface elements generation;
– net coloring.

The internal SWN net of a connection operator is customized for each op-
erator (it describes its behavior) and its generation is performed by the post-
processor according to a static pre-defined description.

On the contrary, the interface is dynamically defined according to the low
level models graph and the proper set of interface transitions and places must
be generated. Each SWN interface element of a connection operator must have
a label identical to the label associated to the SWN interface element that im-
plements the interface of the low level model to be composed with the operator.
These labels are later used by the composition tool (Algebra for the SWN) in
order to merge transitions and places. Then the right arcs must be added to
connect the new transitions and places to the internal SWN net.

The last step colors the whole net starting from the interface transitions to
the interface places through the internal elements of the net. This process is
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made with information taken by: the connected output interface, the internal
structure of the operator and the SWN low level models of the objects.

We use the anycast operator in Fig. 20 as example. In the first step the inter-
nal structure of the net is incrementally built up; so the tNo, tOk, tConfirmNo,
tConfirmYes, tWin, tSourceConfirm transitions and the pAcquire, pResponse,
pWinner places are added to the compositional net independently from the in-
volved objects interfaces; then arcs among these elements are generated. In the
second step, the interface transitions (places) of the low level model are created
and labeled with the value taken from the high level model interfaces linked by
the anycast node; these labels are also propagated during the generation of the
low level topological graph. In the last step we start coloring the net; consider
for example the transition labeled remRequestOut on the client side. The list of
the formal parameters associated to the remRequestOut transition has also been
propagated from the high level interface description. In this (simple) case a list
of variables are written as functions on the arcs towards the two remAcceptIn
places.

6 Conclusions and Future Work

In this paper we showed how a component-based SWN approach and the Os-
MoSys framework can be used to decrease the distance between a practical
computer aided approach to contact center modeling and the power of formal
methods. Complex services management policies have been integrated in an ex-
tensible object based tool. Compared to the models and composition schemes
proposed in [6] the client pool and site model interface has been simplified, and
the introduction of powerful connectors has made their composition easier.

Our work on methodology will evolve toward a better comprehension of mod-
eling power and opportunities offered by connectors. We want investigate if they
are to be intended in an abstract way or they should model something that is
strictly related to the application field, moreover we want to study and define
the rules needed to perform the automatic net coloring of the connector opera-
tors that link folded models objects representing different instances of the same
classes. We also will explore the chances of introducing composition of connec-
tors in our methodology as another means to further exploit modularity. Another
interesting methodological extension concerns the possibility of relating model
classes through a behavior inheritance concept (e.g. the enterprise site model
class inherits and extends the behavior of the simple site). Consequently the ap-
plication modeling framework will be enriched by introducing several advanced
aspects from the real contact center world.
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Abstract. We investigate the decidability of the problem of generalised
soundness for Workflow nets: “Every marking reachable from an initial
marking with k tokens on the initial place terminates properly, i.e. it
can reach a marking with k tokens on the final place, for an arbitrary
natural number k”. We start with considering simple correctness criteria
for Workflow nets and reduce them to the check of structural properties
formulated in terms of traps and siphons, which can be easily checked. We
call the nets that possess those properties Batch Workflow nets (BWF-
nets). We show that every sound WF-net can be transformed to a BWF-
net with the same behaviour. Then we use algebraic methods to prove
that generalized soundness is decidable for BWF-nets and give a decision
procedure.

Keywords: Petri nets; workflows; verification; soundness, decidability.

1 Introduction

Petri nets are widely used for the modelling and verification of workflows. In
[1], the class of Workflow (Petri) nets (WF-nets) was defined. A Petri net is
a WF-net iff it satisfies certain structural properties, namely it possesses one
source place (initial place) and one sink place (final place) and all other nodes
lie on paths from the source to the sink place. The main correctness criterion
introduced there was soundness. A WF-net is sound iff (1) from any marking
reachable from the initial marking it is possible to reach the final marking, (2)
whenever the final place becomes marked from the initial marking, the final
marking is reached, (3) no transitions are dead in the initial marking. (The
initial (final) marking of WF-nets consist of a single token in the initial (final)
place.) Soundness for WF-nets is decidable, and the decision procedure has been
implemented e.g. in the WOFLAN tool [8].

In [4] we showed that the notion of soundness from [1] is not compositional,
and moreover, it does not allow for handling of multiple cases in the WF-net.
We introduced there a generalized soundness notion that amounts to proper
∗
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termination of all markings obtained from markings with multiple tokens on
the initial place, which corresponds to the processing of batches of cases in
the WF-net. With proper termination for marking m obtained from a marking
with k tokens on the initial place, we mean that there exists a firing sequence
leading from m to the marking with k tokens on the final place. We proved
that generalised soundness is compositional. The original soundness notion from
[1] corresponds to 1-soundness in our case. Deciding generalised soundness is
harder than deciding 1-soundness, since the straightforward approach involves
an infinite number of checks of proper termination. We did not solve the problem
of soundness in [4] but defined a class of nets (ST-nets) that are sound by
construction. In this paper we prove that the problem of (generalised) soundness
is decidable for arbitrary WF-nets and describe a decision procedure for it.

We start with considering simple behavioural correctness criteria for WF-
nets: non-redundancy and non-persistency. Non-redundancy means that every
place can be marked and every transition can fire, provided that the initial place
contains enough tokens, while non-persistency means that all places (except for
the final one) can become empty again, lest some garbage would be left after
the processing of the case is finished. We show that the WF-nets meet non-
redundancy and non-persistency requirements iff they satisfy a simple structural
characterisation: all proper siphons of these nets contain the initial place and
all proper traps contain the final place. We call this class of WF-nets Batch
Workflow nets (BWF-nets). We show that every WF-net is either not sound (in
case it contains persistent places) or it can be transformed to a BWF-net with
the same behaviour (by removing redundant places and transitions).

In the second half of the paper we consider the problem of (generalised)
soundness for BWF-nets and prove that this problem is decidable. The decidabil-
ity proof is based on two ideas. First, we extend the set R of markings reachable
from the initial markings upto a set G that has a ‘regular’ structure and show
that the notion of soundness can be equally defined by requiring proper termi-
nation of all markings of this extended set G. And second, we use the regularity
of G to show that it is enough to check proper termination for the markings of
a finite subset Γ of G to prove the proper termination of all markings from G.
Thus, the infinite set of markings in the initial formulation of the problem of
generalised soundness can be reduced to a finite set due to the clean algebraic
model of Petri nets.

The rest of the paper is organised as follows. In Section 2, we sketch the basic
definitions related to Petri nets and Workflow nets. In Section 3 we introduce
the notion of Batch Workflow Nets. In Section 4 we prove that the problem
of generalised soundness is decidable. In Section 5 we illustrate the decision
procedure for soundness on a concrete example. We conclude in Section 6 with
discussion of the obtained results and directions for future work.

2 Preliminaries

N denotes the set of natural numbers, Z the set of integers and Q the set of
rational numbers. Q+ stands for the set of non-negative rational numbers.
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Let P be a set. A bag (multiset) m over P is a mapping m : P → N. The
set of all bags over P is NP . We use + and − for the sum and the difference
of two bags and =, <,>,≤,≥ for comparisons of bags, which are defined in a
standard way. We overload the set notation, writing ∅ for the empty bag and ∈
for the element inclusion. We write m = 2[p] + [q] for a bag m with m(p) = 2,
m(q) = 1, and m(x ) = 0 for all x �∈ {p, q}. For the sum over the elements of
a bag m we write

∑
p∈m f (p) (assuming that every p appears in the sum m(p)

times) rather than
∑

p∈m m(p) · f (p).

Transition Systems. A transition system is a tuple E = 〈S , Act,T 〉 where S
is a set of states, Act is a finite set of action names and T ⊆ S × Act × S is a
transition relation. A process is a pair 〈E , s0〉 where E is a transition system and
s0 ∈ S an initial state. We denote (s1, a, s2) from T as s1

a−→ s2, and we say
that a leads from s1 to s2. For a sequence of transitions σ = 〈t1, . . . , tn〉 we write
s1

σ−→ s2 when s1 = s0 t1−→ s1 t2−→ . . .
tn−→ sn = s2, and s1

σ−→ when s1
σ−→ s2

for some s2. In this case we say that σ is a trace of 〈E , s0〉. Finally, s1
∗−→ s2

means that there exists a sequence of transitions σ ∈ T ∗ such that s1
σ−→ s2.

Petri Nets. A Petri net is a tuple N = 〈P ,T ,F+,F−〉, where:

– P and T are two disjoint non-empty finite sets of places and transitions
respectively, the set P ∪ T are the nodes of N ;

– F+ and F− are mappings (P × T ) → N that are flow functions from tran-
sitions to places and from places to transitions respectively.

F = F+ − F− is the incidence matrix of net N .
We present nets with the usual graphical notation.

Markings are states (configurations) of a net. Depending on the context, we
interpret a marking m of N either as a bag over P (in Section 3) or as a vector
from P → N (in Sections 4 and 5)).

Given a transition t ∈ T , the preset •t and the postset t• of t are the bags of
places where every p ∈ P occurs in •t F−(p, t) times and in t• F+(p, t) times.
Analogously we write •p, p• for pre- and postsets of places. We overload this
notation further and apply preset and postset operations to a set B of places:
•B = {t | ∃ p ∈ B : t ∈ •p} and B• = {t | ∃ p ∈ B : t ∈ p•}. Note that •B and
B• are not bags but sets. We will say that node n is a source node iff •n = ∅
and n is a sink node iff n• = ∅. A path of a net is a sequence 〈x0, . . . , xn〉 of
nodes such that ∀ i : 1 ≤ i ≤ n : xi−1 ∈ •xi .

A transition t ∈ T is enabled in marking m iff •t ≤ m. An enabled transition
t may fire. This results in a new marking m ′ defined by m ′ def= m − •t + t•. We
interpret a Petri net N as a transition system/process where markings play the
role of states, firings of the enabled transitions define the transition relation and
the initial marking corresponds to the initial state. The notion of reachability for
Petri nets is inherited from the transition systems. For a firing sequence σ in a net
N , we define •σ and σ• respectively as

∑
t∈σ

•t and
∑

t∈σ t•, which are the sums
of all tokens consumed/produced during the firings of σ. So m σ−→ (m+σ•−•σ).
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We denote the set of all markings reachable in net N from marking m as R(m).
The set of markings from which marking m is reachable is denoted as S(m).

We will use the well-known Marking Equation Lemma:

Lemma 1 (Marking Equation). Given a finite firing sequence σ of a net N :
m σ−→ m ′, the following equation holds: m ′ = m + F+ · −→σ −F− · −→σ , or in other
words, m ′ = m + F · −→σ .

Note that the reverse is not true: not every marking m ′ that is representable
as a sum m + F · v for some v ∈ NT is reachable from the marking m.

Traps and Siphons. (see [2]) A set R of places is a trap if R• ⊆ •R. The
trap is a proper trap iff it is not empty. A set R of places is a siphon if •R ⊆
R•. The siphon is a proper siphon iff it is not empty. Important properties of
traps and siphons are that marked traps remain marked and unmarked siphons
remain unmarked whatever transition firings would happen. As follows from the
definition, traps and siphons are dual by their nature.

Place Invariants. (see [5]) A place invariant is a row vector I : P → Q such
that I · F = 0. When talking about invariants, we consider markings as vectors.
We will say that markings m1 and m2 agree on a place invariant I if I ·m1 = I ·m2

(see [3]).

Lemma 2. Two markings m1,m2 agree on all place invariants iff the equation
m1 + F · x = m2 has some rational-valued solution for x .

The main property of place invariants is thus that any two markings m1,m2

such that m1
∗−→ m2 agree on all place invariants. The check whether the two

markings m1,m2 agree on all place invariants can be done by a simple check
whether I · m1 = I · m2, where I is a matrix that consists of all basis place
invariants as rows.

Workflow Petri Nets. In this paper we primarily focus upon the Workflow
Petri nets (WF-nets) [1]. As the name suggests, WF-nets are used to model
the ordering of tasks in workflow processes. The initial and final nodes indicate
respectively the initial and final states of processed cases.

Definition 3. A Petri net N is a Workflow net (WF-net) iff:

1. N has two special places: i and f . The initial place i is a source place, i.e.
•i = ∅, and the final place f is a sink place, i.e. f • = ∅.

2. For any node n ∈ (P ∪T ) there exists a path from i to n and a path from n
to f . (We call this property the path property of WF-nets.)

In this paper, we study the processing of batches of tasks in Workflow nets,
meaning that the initial place of a Workflow net may contain an arbitrary number
of tokens. Our goal is to provide correctness criteria for the design of these
nets. One natural correctness requirement is proper termination, which is called
soundness in the WF-net theory. We will use the generalised notion of soundness
for WF-nets introduced in [4]:



Generalised Soundness of Workflow Nets Is Decidable 201

Definition 4. Let N be a WF-net. We say that marking m ∈ R(k [i ]) terminates
properly in N iff m ∗−→ k [f ].
N is k -sound for some k ∈ N iff all m ∈ R(k [i ]) terminate properly.
N is sound iff it is k-sound for all k ∈ N.

We will use terms initial and final markings for markings k [i ] and k [f ] re-
spectively (k ∈ N). We will write 0 for the vector representation of marking ∅,
i for the vector representation of marking [i ] and f for the vector representa-
tion of [f ]. For every marking m reachable from an initial marking k [i ] holds:
I ·m = I ·(k ·i), and if marking m terminates properly in N , then I ·m = I ·(k ·f).

3 Batch Workflow Nets

We are interested in the correct and optimal design of WF-nets. Ideally, correct-
ness requirements should be formulated as requirements on the structure of the
net (thus, they can be easily checked) and they should guarantee the correct-
ness of the net behaviour. In this section, we consider behavioural criteria of the
correct design and reduce them to structural ones.

3.1 Structural Non-redundancy for Workflow Nets

Besides soundness, a logical requirement for the correct design of a WF-net is
non-redundancy, namely: every transition of the net can potentially fire and every
place of the net can potentially obtain tokens, provided that there are enough
tokens in the initial place. WF-net N1 in Fig. 1 does not satisfy this requirement
because transition d can never fire and place s can never get tokens. So d and s
are redundant. At the same time, it should be possible for every place (except for
f ) to become unmarked again – otherwise the net is guaranteed to be not sound,
as e.g. net N2 in Fig. 1 – place s can obtain tokens but it can never become
unmarked after that, i.e. this place is persistent. In formal terms:

N1 N2

a
  i

c

b
  p

  f
d

s

a
  i

b
  p

  f
d

s

c

Fig. 1. Redundant and persistent places

Definition 5. Let N = 〈P ,T ,F+,F−〉 be a WF-net.
A place p ∈ P is non-redundant iff there exist k ∈ N and m ∈ NP such that
k [i ] ∗−→ m ∧ p ∈ m.



202 Kees van Hee, Natalia Sidorova, and Marc Voorhoeve

A place p ∈ P is non-persistent iff there exist k ∈ N and m ∈ NP such that
p ∈ m ∧m ∗−→ k [f ].
A transition t is non-redundant iff there exist k ∈ N and m ∈ NP such that
k [i ] ∗−→ m t−→.

The following lemma presents these desirable behavioural properties in more
general terms:

Lemma 6. (1) A WF-net N has no redundant places iff every marking is ma-
jorated by a marking reachable from some initial marking k [i ], i.e.
∀m ∈ NP : ∃ k ∈ N,m ′ ∈ R(k [i ]) : m ′ ≥ m.
(2) A WF-net N has no persistent places iff every marking is majorated by a
marking from which some final marking k [f ] is reachable, i.e.
∀m ∈ NP : ∃ k ∈ N,m ′ ∈ S(k [f ]) : m ′ ≥ m.

Proof. (1) If every marking can be majorated by a marking reachable from some
k [i ], then every marking [p], p ∈ P can be majorated and p is non-redundant.
In the opposite direction: for every p there exist kp ,mp , such that kp [i ] ∗−→ mp

where mp ≥ [p]. Then we can majorate a given marking m by a marking m ′ =∑
p∈m mp reachable from

(∑
p∈m kp

)
[i ].

(2) can be proved similarly. %&

As an immediate consequence we obtain the following property:

Lemma 7. A WF-net N has no redundant places iff it has no redundant tran-
sitions.

Proof. Let N has no redundant places. Consider an arbitrary transition t ∈ T .
By applying property (1) of Lemma 6 to •t we obtain that t can get enabled,
and hence it is non-redundant.

Now assume that N has no redundant transitions. Consider an arbitrary
place p ∈ P \ [i ]. Since N is a WF-net, •p �= ∅, and since all transitions are
non-redundant, transitions from •p can fire and so p can get marked. Thus p is
non-redundant. %&

Non-redundancy and non-persistency are behavioural properties. They imply
though the following restrictions on the structure of the net: all proper siphons
of the net should contain i and all proper traps should contain f . If N contained
a proper siphon without i , the transitions consuming tokens from places of that
siphon would be dead, no matter how many tokens are inserted into i . Similarly,
if N contained a trap without f , the net could not terminate properly. It is
not surprising that the absence of traps and siphons is a necessary condition
for the correctness of the design. What is more interesting is that the absence
of such siphons and traps is a sufficient condition for the absence of redundant
and persistent places respectively: if a net has a redundant place, there exists
a proper siphon without i , and if a net has a persistent place, there exists a
proper trap without f , i.e. these behavioural and structural characteristics are
equivalent for WF-nets:
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input : A Petri net N = (P ,T ,F+,F−) and S ⊆ P ;
output: X ⊆ S ;

X = S ;
while there exists p ∈ X and t ∈ •p such that t �∈ X • do X = X \ {p};
return(X);

Fig. 2. Algorithm for finding the maximal siphon in a set of places S

Theorem 8. Let N = 〈P ,T ,F+,F−〉 be a WF-net. Then the following holds:
(1) N has no redundant places iff P \ {i} contains no proper siphon.
(2) N has no persistent places iff P \ {f } contains no proper trap.

Proof. (1) Let X ⊆ P \{i} be a proper siphon. Note that i �∈ X and, hence, X is
unmarked in any initial marking k [i ]. Since an unmarked siphon stays unmarked,
places from X are redundant.

In the opposite direction: Let X ⊆ P \ {i} be the set of all redundant places
of N . We will prove that X is a siphon. Consider some t �∈ X •; •t contains no
places from X and hence all places from •t are non-redundant. Then for every
place p in •t there exists a marking mp ≥ [p] reachable from some kp [i ], kp ∈ N.
Taking a sum of corresponding initial markings we obtain an initial marking
from which a marking m ≥ •t can be reached. Thus t can fire and all places
from t• can obtain tokens, i.e. they are non-redundant. Therefore, t• ∩ X = ∅
and so t �∈ •X . Hence (T \ X •) ⊆ (T \ •X ), and so X is a siphon. Thus every
WF-net with redundant places contains a proper siphon in P \ {i}.
(2) can be proved analogously. %&

To check that P \ {i} contains no proper siphon it is enough to compute the
largest siphon X in P \{i} in a standard manner [7] (see Fig.2): initialize X with
P \ {i} and remove places that belong to t• for some t such that t �∈ X • until
the fixed point is reached. The largest trap not containing f can be computed
with a similar algorithm.

As a spin-off of the check for absence of traps and siphons, we get a check of
the path property of a WF-net:

Lemma 9. Let N = 〈P ,T ,F+,F−〉 be a Petri net with a single source place
i and a single sink place f , and every transition of N has at least one input
and one output place. Moreover, P \ {i} contains no proper siphon and P \ {f }
contains no trap. Then N is a WF-net.

Proof. Consider an arbitrary node n and the set X of all places such that for
every place p ∈ X there is a path from p to n. We will show that X is a proper
siphon, which implies that i ∈ X and so there exists a path from i to n.

The set X is nonempty: If n is a place then n ∈ X (since there is a path
from n to n), and if n is a transition then its input places are in X . X it is a
proper siphon: For every transition t , if t ∈ •X then there is a path from t to
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n, and hence there is a path from places from •t to n and so every input place
of t is in X . Since •t �= ∅, we have t ∈ X •. Thus, X is a proper siphon indeed.

Similarly, the set of places to which there is a path from n is a trap, and so
there is a path from n to f . Thus N is indeed a WF-net. %&

Thus we obtained a characterization that guarantees non-redundancy and
non-persistency for WF-nets, and moreover it serves as a check of the path
property.

3.2 Batch Workflow Nets

Since we are interested in the class of WF-nets that have no redundant or per-
sistent places, we introduce the notion of Batch Workflow nets by imposing
requirements on the structure of the net:

Definition 10. A Batch Workflow net (BWF-net) N is a Petri net that has the
following properties:

(1) N has a single source place i and a single sink place f ;
(2) every transition of N has at least one input and one output place;
(3) every siphon of N contains i;
(4) every trap of N contains f .

The purpose of imposing structural requirements in the BWF-net definition
resembles the purpose of one of the requirements on sound WF-nets from [1].
Sound WF-nets are defined there as nets where
(1) ∀m ∈ R([i ]) : m ∗−→ [f ],
(2) ∀m ∈ R([i ]) : m ≥ [f ]⇒ m = [f ],
(3) ∀ t ∈ T : ∃m,m ′ : [i ] ∗−→ m t−→ m ′.

Our definition of soundness is stronger than requirement (1) from the above
definition: it corresponds to 1-soundness in our definition. We do not use re-
quirement (2) since it follows immediately from (1) (we prove the implication in
a generalized form that is applicable to nets with multiple tokens on i):

Lemma 11. Let N be a WF-net such that ∀m ∈ R(k [i ]) : m ∗−→ k [f ]. Then
∀m ∈ R(k [i ]) : m ≥ k [f ]⇒ m = k [f ].

Proof. Consider a marking m ∈ R(k [i ]) such that m ≥ k [f ], i.e. m = m ′ + k [f ]
for some m ′ ≥ ∅. Since m ∈ R(k [i ]), m ∗−→ k [f ], i.e. m ′ + k [f ] ∗−→ k [f ]. Since
f • = ∅, we have m ′ ∗−→ ∅. However, every transition of a WF-net has at least
one output place. Thus m ′ = ∅ and so m = k [f ]. %&

We do not include requirement (3) in the definition of soundness. In fact we
do not require all the transitions to be live in (N , [i ]), since we allow batches of
tasks to be processed in the net. The definition of BWF-nets implies that the
net has no redundant transitions, which corresponds to (3).
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N1N
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b
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  f

Fig. 3. Removing redundant places and transitions from WF-net N

In the rest of the paper we focus on the problem of soundness for BWF-nets.
Working with BWF-nets instead of WF-nets does not limit the applicability of
our approach:
Let a WF-net N be given. First, we find a maximal siphon X in P \ {i}. All
places from X are redundant (see Theorem 8). Thus, transitions from X • never
get enabled and are redundant as well. Hence, by removing places from X and
transitions from X • together with the corresponding ingoing and outgoing arcs
we obtain a net N1 with the same behavior as the one of net N , whatever initial
marking k [i ] is chosen for these nets. N1 is either not a WF-net any more (the
path condition gets violated, or the place f is removed – see Fig. 3) and so we
can make the conclusion that N was ill-designed, or N1 is a WF-net with the
same behavior as the original net N but without redundant places. So N1 is an
improved version of N . Further, we check whether net N1 has persistent places.
If yes, we may conclude that N1 is not a sound WF-net. Otherwise, N1 is a
BWF-net.

4 Soundness Is Decidable

In this section, we show that the problem of soundness is decidable for BWF-
nets. As indicated above, this implies decidability of (general) soundness for
WF-nets. We first discuss the necessary theoretical issues and then move to the
actual decision procedure.

4.1 Decidability of Soundness

Proper termination for a given marking can be easily checked by using standard
reachability algorithms. Deciding soundness is more intricate: A straightforward
approach would require an infinite number of checks of proper termination (by
checking proper termination for every marking reachable from some arbitrary
initial marking). We shall try and reduce the check of soundness to the check of
proper termination for a finite set of markings.

Consider the set of all markings reachable from some initial marking in a
BWF-net N : R =

⋃
k∈N

R(k · i). Every R(k · i) is a subset of the set

Gk = {k · i + F · v | v ∈ ZT} ∩NP

(see Lemma 1). Note that R(k · i) ⊆ Gk but in general Gk �⊆ R(k · i). For every
marking m from Gk holds I · m = I · (k · i) (I is a matrix with basis place
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invariants as rows). Clearly, if a BWF-net is sound, then i ∗−→ f , and hence
I · i = I · f (see Lemma 1 and Lemma 2). This is the first soundness check we
perform. Further on, we will assume that I · i = I · f holds for the net under
consideration.

We now formulate the lemma that is fundamental for deciding soundness (in
the proof we use the fact that N is a BWF-net, and so it has no redundant
places).

Lemma 12. Let N be a sound BWF-net and let m ∈ Gk for some k ∈ N. Then
there exists � ∈ N such that (k + �) · i ∗−→ m + � · f .

Proof. Let m be a marking from Gk , i.e. m = k · i+F · v for some v ∈ ZT . Then
there exist v1, v2 ∈ NT such that v = v1 − v2. Note that F = F+ − F−. So

m = k · i + F+ · v1 + F− · v2 − F− · v1 − F+ · v2.

By Lemma 6, we can majorate markings F+ · v1, F− · v2: There exist a, b ∈ N
and markings A,B such that a · i ∗−→ A+F+ · v1 and b · i ∗−→ B +F− · v2. Then
(k +a +b) · i ∗−→ k · i+A+F+ ·v1 +B +F− ·v2 = m +A+F− ·v1 +B +F+ ·v2.

Let γ2 be an arbitrary firing sequence with −→γ2 = v2. Then b · i ∗−→ B +
F− · v2

γ2−→ B + F+ · v2, and since N is sound, B + F+ · v2
∗−→ b · f . Now

consider a marking A+F− ·v1. For an arbitrary firing sequence γ1 with −→γ1 = v1,
A + F− · v1

γ1−→ A + F+ · v1. Moreover, we have a · i ∗−→ A + F+ · v1, and
since N is sound, A + F− · v1

∗−→ A + F+ · v1
∗−→ a · f . Thus we obtain

m + A + F− · v1 + B + F+ · v2
∗−→ m + (a + b) · f . So with � = a + b the lemma

holds. %&

This immediately leads us to the conclusion that every marking from Gk

should enable some firing sequence leading to k · f , lest the soundness condition
gets violated.

Lemma 13. Let N be a sound BWF-net and m ∈ Gk . Then m ∗−→ k · f .

Proof. By Lemma 12, there exists � ∈ N such that (k +�) ·i ∗−→ m +� ·f . Since N
is sound, m+� ·f ∗−→ (k +�) ·f . Since f is a sink place, we deduce m ∗−→ k ·f . %&

One more conclusion we can draw now is the following:

Corollary 14. Let N be a sound BWF-net. Then I · x = 0 for x ∈ (Q+)P iff
x = 0 1.

Proof. Let I · x = 0 for some x > 0. Then we can find � ∈ N such that y = � · x
is in NP . Note that I · y = 0 as well. So y agrees with marking 0 on all place
invariants. By Lemma 2, y = F · v for some v ∈ QT . Then there exists n > 0
such that w = n · v ∈ ZT and thus z = n · y = F · w is also the solution for the
equation I · x = 0. Note that z is a non-empty marking from G0. By Lemma 13,
we have z ∗−→ 0. This is in contradiction with the fact that for any transition of
N , t• �= ∅. %&
1 We overload the notation and use 0 for a zero-vector of an arbitrary dimension.
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Thus, the second soundness check we perform is the check whether the equa-
tion I · x = 0 has only the trivial solution on NP . If so, we can conclude that
Gk ’s are disjoint sets:

Corollary 15. Let N be a BWF-net such that the equation I · x = 0 has only
the trivial solution in NP . Then Gk ∩ G� �= ∅ implies k = �.

Proof. Since m ∈ Gk implies I ·m = I ·(k · i) and m ∈ G� implies I ·m = I ·(� · i),
m ∈ (Gk ∩ G�) implies I · (k · i) = I · (� · i). By Corollary 14, k = �. %&

Further on, we assume that I · x = 0 has only the trivial solution on NP and
thus Gk ’s are disjoint sets. We define the i-weight function w(m) of a marking
m as a natural number k such that I ·m = I · (k · i) (w(m) is undefined if such
a value k does not exist). All markings in Gk have i-weight k .

Now we introduce the set G =
⋃

k∈N
Gk , i.e.

G = {k · i + F · v | k ∈ N ∧ v ∈ ZT} ∩NP ,

and extend the notion of proper termination for all markings from G: We say
that a marking m ∈ G terminates properly in N iff m ∗−→ w(m) · f .

Lemma 16. Let m1,m2 ∈ G be markings that terminate properly and m =
λ1 m1 + λ2 m2 for some λ1, λ2 ∈ N. Then m ∈ G and it terminates properly.

Proof. By the definition of Gk , (λ1 m1 + λ2 m2) ∈ Gλ1 k1+λ2 k2 and I · (λ1 m1 +
λ2 m2) = I · ((λ1 k1 +λ2 k2) · i). Thus w(λ1 m1 +λ2 m2) = λ1 w(m1)+λ2 w(m2).
Since m1

∗−→ w(m1) · f and m2
∗−→ w(m2) · f , we have λ1 m1 + λ2 m2

∗−→
(λ1 w(m1) + λ2 w(m2)) · f . %&

We now formulate a necessary and sufficient condition for soundness.

Theorem 17. Let N be a BWF-net. Then N is sound iff all markings in G
terminate properly.

Proof. (⇒): Suppose N is sound. Consider any marking m ∈ Gk for an arbitrary
k ∈ N. By Lemma 13, m ∗−→ k · f .
(⇐): We must prove that N is sound, i.e. that all markings from

⋃
k∈N

R(k · i)
terminate properly. Since

⋃
k∈N

R(k · i) ⊆ G and all markings in G terminate
properly, N is sound. %&

We thus obtained a characterization of soundness involving the set G rather
than reachable markings. We shall use the regularity of the structure of G to
reduce the problem of proper termination of markings of G to the problem of
proper termination of some finite subset Γ of G.

In order to construct Γ , we extend the set G even further by making a step
from integers to rational numbers and considering the set

H = {a · i + F · v | a ∈ Q+ ∧ v ∈ QT} ∩ (Q+)P .

(We refer to the appendix for the definitions of algebraic notions that we use in
the rest of this section.)
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Lemma 18. The set H is a convex polyhedral cone. Moreover, there exists a
finite set e1, . . . , en of generators such that e1, . . . , en ∈ G.

Proof. H is a convex polyhedral cone (the proof is given in Appendix B). By
Theorem 26, we can find generators E1, . . . ,En of H. Each Ei is a linear com-
bination of i and the column vectors of F with rational coefficients. The lcm
of the denominators divided by the gcd of the numerators gives for a given Ei

the smallest rational number γi such that γiEi can be written as ki · i + F · vi
with ki ∈ N, vi ∈ ZT . Set ei = γiEi for i = 1, . . . ,n. Then the e1, . . . , en are
generators of H and e1, . . . , en ∈ G. %&

We define our finite set Γ as

Γ = {
∑
i

αi · ei | 0 ≤ αi ≤ 1} ∩ G

and show that the proper termination of any marking from G can be reduced to
the proper termination of markings from Γ . Note that e1, . . . , en are in Γ .

Theorem 19. Let N be a BWF-net such that I · i = I · f and I · x = 0 has only
the trivial solution in (Q+)P . Further, let G = {k ·i+F ·v | k ∈ N ∧ v ∈ ZT}∩NP ,
H = {a · i+ F · v | a ∈ Q+ ∧ v ∈ QT} ∩ (Q+)P , e1, . . . , en ∈ G be the generators
of the cone H and Γ = {

∑
i αi · ei | 0 ≤ αi ≤ 1} ∩ G. Then N is sound iff all

markings from Γ terminate properly.

Proof. (⇒): Let N be a sound WF-net. By Theorem 17 all markings of G ter-
minate properly. Since Γ ⊆ G, all markings of Γ terminate properly.

(⇐): Let all markings from Γ terminate properly. Consider an arbitrary
marking m ∈ G. Since m ∈ G, m = n · i + F · w for some n ∈ N,w ∈ ZT . Since
G ⊆ H and so m ∈ H, m =

∑
i λi ·ei with the λi ∈ Q+. We can represent m as∑

i �i · ei +
∑

i μi ·ei where �i = �λi� (the integer part of λi) and μj = λj −�λj �
(the fractional part of λi), i.e. 0 ≤ μi < 1. We will prove that m ′ = m−

∑
i �i ·ei =∑

i μi ·ei is a marking from G. First note that m ∈ NP , ei ∈ NP , �i ∈ N for all
i . Thus m ′ ∈ ZP . Moreover, μi ≥ 0, which implies that m ′ ≥ 0. Thus m ′ ∈ NP .
Since ei ∈ G, they can be represented as ki · i + F · vi where ki ∈ N, vi ∈ ZT .
Since m ′ = m −

∑
i �i · ei , we have m ′ = k · i + F · v with k = n −

∑
i ki · �i and

v = w −
∑

i �i · vi . Therefore, we can conclude that k ∈ Z and v ∈ ZT . Now we
only have to show that k ∈ N.

Note that since columns of F are not necessarily linearly independent, the
representation of m ′ as k · i+F · v is not necessarily unique. However, k has the
same value in every such a representation: Let a = I ·m ′ and k · i+F · v is some
representation of m ′. Then I ·m ′ = I · (k · i) + I · (F · v). By the definition of
place invariants, I · (F · v) = 0. Thus a = I · (k · i). Due to Corollary 14, k is
uniquely defined. Since k =

∑
i μi ·ki , k ≥ 0 and so k ∈ N. Therefore m ′ ∈ G.

Since 0 ≤ μi < 1, m ′ ∈ Γ .
Since e1, . . . , en and m ′ are markings from Γ and thus terminate properly,

m terminates properly as well (Lemma 16). Thus, all markings in G terminate
properly and, due to Theorem 17, N is sound. %&



Generalised Soundness of Workflow Nets Is Decidable 209

Thus we have reduced the problem of soundness to the problem of proper
termination of a finite number of markings and hereby proved its decidability.

4.2 Decision Procedure

In this subsection, we describe the decision procedure for soundness in a system-
atic way. We do not claim algorithm status: we focused on clarity rather than
efficiency here.

We start with trivial checks that can lead to the negative answer. First we
find a set of basis place invariants and check that I ·i = I ·f . If not, the net is not
sound. Then we check that the only solution of the equation I · x = 0 on (Q+)P

is the trivial solution x = 0; otherwise the net is not sound (see Corollary 14).
This second condition also guarantees the boundedness of the net:

Lemma 20. Let N be a BWF-net such that the only solution of I · x in (Q+)P

is x = 0. Then R(k · i) and S(k · f) are finite sets for any k ∈ N.

Proof. Assume some R(k · i) is an infinite set. Then there exist m1,m2 ∈ R(k · i)
such that m1 < m2 and I ·m1 = I ·m2 = I · (k · i). Then I · (m2 −m1) = 0 and
thus m2−m1 = 0. This is a contradiction with m1 < m2. Thus R(k · i) is finite.
Analogously, we prove that S(k · f) is a finite set. %&

At the next step, we compute generators E1, . . . ,En of H and rescale them
to obtain generators e1, . . . , en ∈ G of H. Now our goal is to enumerate the
markings of Γ .

The generators of the cone H are not necessarily linearly independent (e.g.
the set of generators can include vectors e, f , g and f + g − e). This implies that
the representation of elements of the cone as nonnegative linear combinations
of the cone generators are not necessarily unique. However, by Carathéodory’s
theorem (Theorem 27 in Appendix A), we can representH as H =

⋃
j Hj , where

Hj ’s are cones generated by vectors from some maximal subset Ej ⊆ {e1, . . . , en}
of linearly independent vectors. We define Gj ⊆ G as Gj = (G ∩ Hj ) and Γj ⊆ Γ
as

Γj = {
∑
ei∈Ej

λi ei | 0 < λi ≤ 1} ∩ Gj .

Note that G =
⋃

j Gj but in general Γ �=
⋃

j Γj though Γ ⊇
⋃

j Γj . Still, the
proper termination of markings from

⋃
j Γj guarantees the proper termination

of markings in G. We do not give a complete proof but sketch the main idea.
Every x ∈ G is also an element of H and so an element of some Hj . Thus it
can be represented as

∑
ei∈Ej

λi ·ei . Now we can use the same construction with
the integer and the fractional part of λi as in the proof of Theorem 19 to prove
that x is a nonnegative integer linear combination of markings that terminate
properly, x terminates properly as well.

Now we will construct an algorithm for the enumeration of the elements
of Γj . Since vectors in Ej are linearly independent, any x ∈ Gj has a unique
representation as a of vectors from Ej . Note that the dimension m of any set Ej
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input : a BWF-net N , a set of linearly independent vectors Ej , translation function θj ;
output : the set X of markings;

X = {0};
repeat

X = X ∪ {θj (x + i) | x ∈ X } ∪ {θj (x ± Ft ) | x ∈ X ∧ t ∈ T}
until the fixed point is reached;
return(X );

Fig. 4. Algorithm for enumeration of Γ

equals the dimension of the vector space {λ ·i+F ·v | λ ∈ Q ∧ v ∈ QT}, thus all
vectors from this vector space have unique representations as

∑
ei∈Ej

λi ·ei where
λi ∈ Q. Now consider the set U ⊇ Gj defined as U = {k ·i+F ·v | k ∈ N∧v ∈ ZT}
(note that we do not require elements of U to be nonnegative vectors). Every
element of U has a unique representation as a linear combination of vectors from
Ej . We define the translation functions θj : U → Γj as follows:

θj

( ∑
ei∈Ej

λi ·ei
)

=
∑
ei∈Ej

μi ·ei where μi = λi −�λi� (the fractional part of λi).

We will use a simple property of the translation function:

Lemma 21. For any markings x , y ∈ Hj , θj (x + y) = θj (x + θj (y)).

Lemma 22. Γj = {θj (x ) | x ∈ U}.

Proof. Γj ⊆ Gj ⊆ U and for any x ∈ Γj , θj (x ) = x (by the definition of θ), so
Γj ⊆ {θj (x ) | x ∈ U}.

For every x ∈ Gj , θj (x ) ∈ Γj (cf. the proof of Theorem 19).
For any x ∈ (U \ Gj ), there exist representations of x as k · i + F · v where

k ∈ N, v ∈ ZT and as
∑

i λi ei with ei ∈ Ei and λi ∈ Q. We choose y ∈ Gj ,
y = � · i + F · w =

∑
i αiei with � ∈ N,w ∈ ZT , α ∈ N, ei ∈ Ej , such that

k + � ≥ 0 and αi + λi ≥ 0 for all i . Now consider the marking z = x + y. By
the choice of y, z ≥ 0 and z = (k + �) · i + F · (v + w) with (k + l) ∈ N and
(v + w) ∈ ZT , i.e. z ∈ G. Moreover, z =

∑
i(αi + λi) · ei , i.e. it is a nonnegative

linear combination of vectors from Ei and thus z ∈ Gj . Note that θj (y) = 0,
which means θj (z ) = θj (x ). Since z ∈ Gj , θj (z ) ∈ Γj and so θj (x ) ∈ Γj . Thus
Γj ⊇ {θj (x ) | x ∈ U}. %&

Fig. 4 gives the algorithm that enumerates the elements of Γj . Ft stands
there for the column of F that corresponds to transition t , i.e. that is a vector
corresponding to t• − •t .

Theorem 23. The algorithm in Fig. 4 terminates and its output equals Γj .
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Proof. First we prove by induction on the iteration step number that X ⊆ Γj

at every iteration step. Let X�−1 be the value of X at the beginning of iteration
l . X0 = {0} and by the definition of Γj , 0 ∈ Γj . Now let X� ⊆ Γj at some step.
Consider some x ∈ X� (and hence x ∈ Γj and x ∈ U). The elements added to
X at iteration (� + 1) are θ(x + i) and θ(x ± Ft ) for all x ∈ X and all t ∈ T .
By the definition of U , (x + i) ∈ U and thus θj (x + i) ∈ Γj by the definition
of θj . Now consider a marking (x ± Ft ) for any t ∈ T . By the definition of U ,
(x ± Ft ) ∈ U and so θj (x ± Ft ) ∈ Γj . Thus, X ⊆ Γj at every iteration step.
Since X grows monotonously and Γj is bounded, the algorithm terminates and
it returns a subset X of Γj .

Now we will prove that Γj ⊆ X . Any marking x ∈ Γj is a marking from U
and hence it can be represented as m = k · i + F · v for some k ∈ N and v ∈ ZT

with components v1, . . . , vn ∈ Z. We define ‖x‖ = k +
∑

j |vj |. Then for any x
such that ‖x‖ ≤ l , θj (x ) ∈ Xl . We prove it by induction on l . For l = 0 it holds
trivially. Assume that it holds for some l . Consider x = k · i + F · v such that
‖x‖ = l +1. If k > 0, x = i+((k−1) ·i+F ·v). Note that for y = (k−1) ·i+F ·v ,
‖y‖ = l and thus θj (y) ∈ Xl . By Lemma 21, θj (x ) = θj (i + y) = θj (i + θj (y)).
Since θj (y) ∈ Xl , θj (i + θj (y)) is in Xl+1 by the definition of the algorithm, and
thus θj (x ) ∈ Xl+1.

If k = 0 then v �= 0, i.e. vj �= 0 for some j . We represent x as Ftj +(k ·i+F ·v ′)
where all components of v ′ equal the corresponding components of v , except for
v ′
j :
∣∣v ′

j

∣∣ = |vj | − 1 and vj · v ′
j ≥ 0. Then we use a similar induction scheme to

prove the statement.
Thus at iteration l = maxx∈Γj ‖x‖, Xl contains all elements of Γj . %&

When we found all markings of Γj ’s, we check proper termination for every
marking. To check whether a marking m terminates properly, it is enough to
check whether m ∈ S(w(m) · f). Since S(w(m) · f) is a finite set (see Lemma 20),
we can construct it by a backward reachability analysis, starting with X =
{w(m) · f} and consequently augmenting this set by adding markings {x − Ft |
x ∈ X ∧ t ∈ T ∧ (x − Ft ) ≥ 0}.

5 Example

We illustrate the decision procedure for soundness with an example. Consider
net N depicted in Figure 5. (The net has weighted arcs as indicated.) We have
P = {i , a, b, f },T = {t , u, v ,w} and the incidence matrix

F =

⎛⎜⎜⎝
−1 0 0 0

3 −2 8 −1
1 2 −8 −3
0 0 0 1

⎞⎟⎟⎠ .

First, we find the place invariants of the net. Solutions of the equation I ·F = 0
are vectors I = k · (4, 1, 1, 4), k ∈ Q. Thus the matrix of basis invariants I is
(4, 1, 1, 4). Now we check that I · i = I · f indeed (the first and the last columns
of I coincide).
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Fig. 5. Example net N
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Fig. 6. Grid within Γ of net N

The cone H for this example is the set (Q+)P , i.e. H is the cone generated
by vectors i,a,b, f corresponding to markings [i ], [a], [b], [f ]. These are vectors
from H, so they are representable as α · i + F · x for some α ∈ Q+, x ∈ QT . By
solving linear equations, we obtain the following representations of a and b.

a =
1
4
· i + F ·

⎛⎜⎜⎝
1/4
−1/8

0
0

⎞⎟⎟⎠ and b =
1
4
· i + F ·

⎛⎜⎜⎝
1/4
3/8
0
0

⎞⎟⎟⎠ .

To find generators from G we need to rescale these vectors. Thus, we obtain
e1 = i, e2 = 8 · a, e3 = 8 · b, e4 = f . So we have defined our set Γ and we can
find all the points inside it. In Figure 6, the points of Γ are depicted, projected
on the (a,b)-plane. We have also depicted the transitions between them, from
which it can be inferred that all grid points terminate. The net N is thus sound.

If the transition v were removed from N , the resulting net would not be
sound, since the grid point e3 no longer terminates. The net then is 1-sound but
not 2-sound.
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6 Conclusion

We have introduced a subclass of Workflow nets: Batch Workflow nets (BWF-
nets) that have a simple structural characterisation based on traps and siphons.
Batch Workflow nets are Workflow nets without redundant places and transi-
tions and without persistent places. We have shown that Workflow nets with
redundant places/transitions or with persistent places are ill-designed. There-
fore, we moved from the study of Workflow nets to the study of Batch Workflow
nets.

Since we are interested in the processing of batches of tasks in the net, we in-
vestigated the generalised notion of soundness introduced in [4] for Batch Work-
flow nets. We have proved that the generalised soundness is decidable and have
described the decision procedure.

The decidability of soundness implies trivially the decidability of weak sepa-
rability [4]. It remains still unclear whether strong separability is decidable.

Future Work

For the soundness decision procedure, we focused on the clarity rather than
efficiency. It is still to be investigated how to solve the problem of soundness
in an efficient manner and what complexity this algorithm would have. Besides,
soundness preserving Petri net reduction techniques can be employed prior to
the use of the soundness decision procedure to speed up the check.
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Appendix A

Here we give the mathematical definitions and results we need (see e.g. [6] for
more detail).

Let En stand for an n-dimensional vector space over some number field (in
our case the rational numbers). Let u be a vector. We write u(x ) for the value
of the vector component corresponding to coordinate x .

A convex combination of the vectors u1, u2, . . . , un from En is a vector u =
α1 · u1 + α2 · u2 + . . .+ αn · un where the αi are nonnegative scalars such that∑

i αi = 1. A subset S of En is convex iff for all pairs of vectors u1, u2 any
convex combination of them is also in S .

Lemma 24. The intersection of two convex sets is convex.

A set of vectors C is called a cone if, for every vector u ∈ C , λ u ∈ C for
every nonnegative λ. A convex cone C is polyhedral if C = {x | A · x ≤ 0} for
some matrix A, i.e. C is the intersection of finitely many linear half-spaces.

Lemma 25. Let X ,Y be convex polyhedral cones. Then Z = X ∩Y is a convex
polyhedral cone as well.

Proof. Since X ,Y are convex polyhedral cones, X = {x | A · x ≤ 0} and
Y = {y | B ·y ≤ 0} for some matrix A,B . Then X∩Y is defined as {z | C ·z ≤ 0}
where C is the matrix composed of matrices A and B , namely a matrix whose
rows are the ones of A and B . Thus X ∩Y is a convex polyhedral cone. %&

A cone C is finitely generated if there exist vectors x1, . . . , xn such that
C = {

∑
i λi ·xi | λi ≥ 0}. These vectors are called generators of C .

Theorem 26 (Farkas-Minkowski-Weyl). A convex cone is polyhedral iff it
is finitely generated.

A set of generators of a convex polyhedral cone can be obtained by solving
linear equations defining the cone.

Theorem 27 (Carathéodory’s theorem). Let C be a cone generated by vec-
tors of the (finite) set X . Then for any vector x ∈ C there exists a set Y ⊆ X
of linearly independent vectors such that x is a vector of the cone generated by
the vectors of Y .

We define the + operation on the sets X ,Y of vectors in the following way:
X + Y = {x + y | x ∈ X ∧ y ∈ Y }. Then the following lemma holds:

Lemma 28. Let X ,Y be convex polyhedral cones. Then Z = X +Y is a convex
polyhedral cone as well.

Proof. Let z1, z2 ∈ Z and z = α · z1 + β · z2 be some convex combination of
them. Since z1 = x1 + y1 and z2 = x2 + y2 for some x1, x2 ∈ X , y1, y2 ∈ Y ,
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z = (α · x1 + β · x2) + (α · y1 + β · y2). Due to convexity, (α · x1 + β · x2) ∈ X and
(α · y1 + β · y2) ∈ Y , and thus z ∈ Z . So Z is convex.

Now consider some vector α · z with α ≥ 0 and z ∈ Z . Since z = x + y for
some x ∈ X , y ∈ Y , αz = α · x + α · y. Since X and Y are cones, (α · x ) ∈ X
and (α · y) ∈ Y . Thus, z ∈ Z .

Finally, since X ,Y are convex polyhedral cones, there exist generators x1, . . . ,
xm of X and y1, . . . , yn of Y (Theorem 26). We will prove that x1, . . . , xm , y1, . . . ,
yn are generators of Z . Let z ∈ Z . Then z = x + y for some x ∈ X , y ∈ Y ,
x =

∑
i μi xi , y =

∑
i λi yi . Thus any vector z ∈ Z can be represented as a linear

combination of x1, . . . , xm , y1, . . . , yn . Conversely, if z =
∑

i xi +
∑

i yi , z is the
sum of some x ∈ X , y ∈ Y . So Z is finitely generated. By Theorem 26, Z is a
convex polyhedral cone. %&

Appendix B

Lemma 29. The set H = {a · i+F · v | a ∈ Q+ ∧ v ∈ QT}∩ (Q+)P is a convex
polyhedral cone.

Proof. Since the set A = {a · i | a ∈ Q+} is a convex cone generated by vector
i, A is a convex polyhedral cone. The set B = {F · v | v ∈ QT} is a convex cone
generated by the column vectors of matrices F and −F , and thus B is a convex
polyhedral cone as well. The set {a · i + F · v | a ∈ Q+ ∧ v ∈ QT} is A + B and
due to Lemma 28 it is a convex polyhedral cone. Finally, C = (Q+)P is clearly
a convex polyhedral cone and the intersection H = (A + B) ∩ C is a convex
polyhedral cone (Lemma 25). %&
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Abstract. This paper describes the thriving application of Petri net
theory for model validation of different types of molecular biological sys-
tems. After a short introduction into systems biology we demonstrate
how to develop and validate qualitative models of biological pathways in
a systematic manner using the well-established Petri net analysis tech-
nique of place and transition invariants. We discuss special properties,
which are characteristic ones for biological pathways, and give three rep-
resentative case studies, which we model and analyse in more detail. The
examples used in this paper cover signal transduction pathways as well
as metabolic pathways.

1 Introduction

The interest in biological systems is as old as mankind. It was always of great
interest to understand the complex interactions and thus the behaviour in an
organism, in a cell, or in a special metabolism. These questions are still a major
challenge in systems biology. Escherichia coli – a famous bacterium often used
as typical model organism (see e.g. [19]), because it is rather simple in compari-
son to higher organisms – contains already more than thousands of biochemical
components. A human is composed of some five octillion atoms [17]. The hu-
man brain is estimated to be built of about 100 billion neural components with
hundreds of trillions interconnections [13]. Just the description, not to speak of
analysis or simulation, of such huge systems requires computational techniques.
Biological molecular systems are characterized by a large number of components
and interactions between components, which are manifold, strongly coupled, and
associative rather than additive. There is almost no real understanding of the
design principles that govern intact biological systems [30].

A recent goal in systems biology is to understand the processes in a living cell.
Similar to computer scientists, biologists use “divide and conquer”-techniques
to investigate subsystems experimentally. Processes in the cell are divided into
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special metabolisms or pathways, which often correspond to special main func-
tions of the cell, e.g. carbon metabolism, energy metabolism, purine metabolism,
glycolytic pathway, and many others. Due to newly developed techniques in ex-
perimental biology, e.g. microarray analysis, a lot of data of biological processes
have been produced over the last years. With the huge and rapidly increasing
amount of data of biological systems, the following difficulties arise:

1. Data Collection Data of biochemical pathways are basically stored in the
literature. But typically, special subsystems in special organisms under very spe-
cial aspects are investigated, such that the entire data publication is widespread
over various scientific fields. E. g., results of pharmaceutical research on special
human pathways with respect to a special disease are published in other journals
than data resulting from fundamental research on the same human pathways or
data of the same pathway in other organisms. Cross references are the exception.
Intelligent data mining techniques might be of help to search for known data of
special biological processes. Up to now, much effort must be spent for gathering
and evaluating relevant biological literature to get the appropriate data which
one is interested in.

2. Data Representation To handle the arising amount of data it is neces-
sary to represent and store them computationally using a unique description
of biochemical pathways. There are several special databases of pathway or in-
teraction data, e.g. EC Enzyme Database [1], EMP Enzymology Database [33],
MPW Metabolic Pathway Database [34]. All of them use different description
techniques. The most commonly used database, containing many pathways of
different species, is the KEGG Database [11], but its representation of concur-
rently behaving pathways by monochromatic graphs is not free of ambiguities,
as discussed e. g. in [7].

Biochemical pathways are modelled at different abstraction levels. It must
be distinguished between quantitative (kinetic) models and qualitative (stoichio-
metric or even purely causal) models. The first ones represent the actual objective
and real purpose in the long-term. They are used as soon as kinetic parameters,
such as substance concentration, equilibrium constants, and reaction rates of a
pathway are known. The aim of these models is to predict the system’s dynam-
ics. Related evaluation methods are typically based on solutions of systems of
differential equations [8], [10], [28], [29]. Related tools for simulation were devel-
oped, such as GEPASI [20], and E-CELL [36]. Contrary, qualitative models are
commonly used only, if kinetic parameters are not available or incomplete. All
these qualitative models are based on more or less graphtheoretical descriptions
of the system topology, which are defined in case of stoichiometric models by
the known stoichiometric equations.

3. Data Validation Models are widely used for biotechnological questions, e.g.
for the optimization of pathways in order to maximize the yield of special prod-
ucts. With the increasing number of known metabolites and known interactions
between them, a validation of the interaction network becomes more and more
important. The net behaviour is not understandable and predictable anymore
by using merely human skills.
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But, available evaluation packages for quantitative models are not able to
check the model for validity. There is a strong demand for mathematical methods
to validate a model for consistency and to answer questions on general structural
and dynamic properties like liveness, dead states, traps, structural deadlocks,
and invariant properties.

Moreover, existing methods are dedicated to a certain system type or a cer-
tain pathway represented by special graphs, see [15], [42], and many others.

Hence, a crucial point seems to be the concise and unambiguous represen-
tation of biological networks to handle computationally these highly integrated
networks in an efficient manner. It is necessary to get a consistent view of the
entire current state of knowledge about a particular pathway. For that purpose,
a readable language with a formal, and hence unambiguous semantics would be
obviously of great help as a common intermediate language in order to avoid
the production of just larger patchwork, exposed to even more interpretation
choices. Independently of the given description level and the particular view ex-
tension, all pathways exhibit inherently very complex structures, exploiting all
the patterns well-known in software engineering, like sequence, branching, repe-
tition, and concurrency, in any combination. But, opposite to technical networks,
natural networks tend to be much more complex and apparently unstructured,
making the understandability of the full network of interactions extremely diffi-
cult and therefore error-prone.

Petri nets could play an integrating role by serving as a common intermediate
representation. They are able to provide a mathematically unique representation
of biochemical pathways, whereby different biochemical processes may be de-
picted hierarchically at different abstraction levels. Moreover, established Petri
net analysis techniques may be used for the validation of qualitative biochemical
models, before they are extended to quantitative ones. Altogether, Petri nets
enjoy the following features which might be of great help for systems biology:
(1) readability – to support understanding, and therefore enable fault avoidance
in the model construction process, (2) executability (animation techniques) – to
experience a model in order to get really familiar with it, (3) validation tech-
niques – for consistency checks to ensure the model integrity and correspondence
to reality, and (4) analysis techniques – for qualitative as well as quantitative
behaviour prediction.

In this paper, we focus on model validation by means of qualitative models,
because it is obviously necessary to check at first a model for consistency and
correctness of its biological interpretation before starting further analyses, aim-
ing in the long-term at behaviour prediction by means of quantitative models.
The expected results, justifying the additional expense of a preliminary model
validation, consist in concise, formal and therefore unambiguous models, which
are provably self-consistent and correspond to the modelled reality.

This paper is organized as follows. In the next section we describe shortly
the main modelling principles for building Petri net models of biological systems.
In section three we discuss and motivate the basic principles of model valida-
tion we used. Three representative case studies are presented in section four,
the apoptosis in mammalian cells, the sucrose breakdown pathway in the potato
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tuber, and the combined glycolysis and pentosephosphate pathway in erythro-
cytes. To model and validate them, we use (low-level) place/transition nets as
well as (high-level) coloured nets. Section five gives an overview on related work,
and the final section provides a summary with an outlook on future work.

2 Modelling

There are three main types of molecular biological networks – metabolic path-
ways, signal transduction pathways, and gene expression networks.

Living organisms require a continuous influx of free energy to carry out their
various functions. The term metabolism refers to the overall process, through
which living systems acquire and utilize the free energy they need. During this
process many chemical reactions take place, by which chemical compounds are
converted into other chemical compounds, often catalysed by special enzymes.
Despite of the complexity of their internal processes, living systems maintain
– under normal conditions – a steady state, which means that the concentra-
tions of the inner compounds are constant. This steady state is maintained by
a sophisticated mesh of metabolic controls. Metabolic pathways are series of
consecutive enzymatic reactions producing specific products. Their reactants,
intermediates, and products are called metabolites. In metabolic pathways the
chemical reactions of metabolites, given by their stoichiometric equations, the
metabolite concentration, and the enzyme concentrations are usually known. We
have here a flux of chemical substances. Two of the presented case studies are
metabolic pathways – case study two, the sucrose breakdown pathway, and case
study three, the combined glycolysis and pentosephosphate pathway.

Signal transduction pathways, also called information metabolism, have molec-
ular on/off switches that transmit information when “on”; i. e. there is a sig-
nal, which will be passed on to the next substance. They describe how the cell
receives, processes, and responds to information from the environment. These
information processing circuits are widespread and diverse, e.g. half of the 25
largest protein families, encoded by the human genome, deal primarily with in-
formation processing [2]. Often signal-transduction cascades mediate the sensing
and processing of stimuli. They detect, amplify, and integrate diverse external
signals to generate responses such as changes in enzyme activity, gene expres-
sion, or ion-channel activity. Apoptosis, described in the first case study, is a
typical signal transduction pathway.

Gene expression is the combined process of transcription of a gene into
mRNA and its translation into protein. The level of gene expression can be
measured by microarray experiments, giving information about expressed genes
and protein-protein interactions. Based on these data, biological networks have
been constructed to analyse the underlying processes. Special databases have
been built for these data, e.g. [40], [41], and many others are emerging. Corre-
sponding case studies may be found in [18], [19], [43].

Popular models used for all three types of biopathways are schematic and
informal ones, usually they need additional verbose explanations how to read
them. To get a unifying as well as unambiguous knowledge representation, al-
lowing at the same time some consistency checks to get the unification approved,
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we have to apply representation techniques enjoying a formal and therefore un-
ambiguous semantics. To model the different biopathway types as a Petri net1,
possibly consisting of several components, each biochemical compound (metabo-
lite) is assigned to a place. The relations between some biochemical compounds,
established by chemical reactions, are represented by transitions, modelling a
biochemical atomic event. The corresponding arcs reflect the given stoichiomet-
ric relations. However, while the modelling of the biochemical compounds is quite
straightforward, the elaboration of the transition structures tends to be rather
time-consuming, requiring a lot of reading and interpretation of various verbose
or graphical statements. Figure 1 shows a simple Petri net, modelling just one
chemical reaction, given by its stoichiometric equation.

This easy-to-use modelling principle has been applied successfully to a variety
of biological pathways, see [39] for a bibliography of related papers. The Petri net
structure then truly reflects the biochemical topology, and the incidence matrix
of the net is identical to the stoichiometric matrix of the modelled metabolic
system. The Petri net behaviour gives the set of all partial order sequences of
chemical reactions from the input to the output compounds respecting the given
stoichiometric relations.

Fig. 1. Petri net model of a single chemical reaction (light-induced phosphorylation),
given by its stoichiometric equation.

Moreover, the same modelling idea may be applied on a more abstract level,
where stoichiometric details are not known or do not matter, resulting into a
partial order description of binary causal relations of the basic (re-) actions
involved.

To get readable representations we utilize three widely used short-hand no-
tations: (1) Test arcs, represented as bidirectional arcs, stand shortly for two
unidirectional arcs. Usually, signal transduction does not involve the immediate
resetting of the triggering signal(s). Therefore, such events are modelled by test
arcs. Similarly, enzyme reactions are catalytic reactions, i.e. there is no consump-
tion of the biochemical compound, so they are modelled by test arcs, too. (2)
Fusion nodes, given in grey, serve as connectors to glue together distributed net
components. They are often used to highlight special molecules like ADP, ATP,
1 We consider the reader to be familiar with the basic Petri net terminology, otherwise

please take a look in appropriate literature, e.g. [27].
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NAD+, Pi etc., which play a slightly particular role in metabolic networks. They
are called ubiquitous because they are found in sufficiently large amounts in the
cell. For ease of distinction, the remaining substances are named primary. (3)
When appropriate, we exploit hierarchical structuring techniques. Transition-
bordered subnets are abstracted by so-called macro transitions, represented by
two centrically nested squares. We are going to apply this notation to abstract
from the two directions of reversible reactions and to abstract from purely linear
reaction sequences.

Implementing these principles, we usually get place-bordered models, where
the input compounds appear as source nodes (no predecessors) and the output
compounds as sink nodes (no successors). To animate and analyse such a model,
we need an environment to produce the input compounds and to remove the
output compounds. There are basically two styles, how such an environment
behaviour can be described.
(1) The tokens for all input compounds are generated by auxiliary input tran-
sitions (source nodes, having no predecessor), while the tokens of all output
compounds are consumed by auxiliary output transitions (sink nodes, having no
successor). To high-light the special meaning of these transitions for the whole
model and in order to distinguish them from the ordinary ones, they are drawn
as flat hollow bars. Doing so, no assumptions about the quantitative relations of
input/output compounds are made. Because there are transitions without pre-
places, we get automatically unbounded Petri nets (at least the postplaces of
the input transitions are unbounded).
(2) The tokens for all input compounds are generated by one auxiliary transi-
tion generate, while the tokens of all output compounds are consumed by one
auxiliary transition remove. Both transitions are connected by an auxiliary place
cycle, compare Figure 2. The arc weights represent the stoichiometric relations
of the sum equation of the whole network. This kind of environment behaviour
reflects explicit assumptions about the quantitative relations of input/output
compounds. Because now there are no transitions without preplaces, we have a
chance to get bounded models.

3 Model Validation

The transformation from an informal to a formal model involves the resolution of
any ambiguities, which must not happen necessarily in the right way. Therefore,
the next step in a sound model-based technology for behaviour prediction should
be devoted to model validation.

Model validation aims basically at increasing our confidence in the con-
structed model. There is no doubt that this should be a prerequisite before raising
more sophisticated questions, where the answers are supposed to be found by
help of the model and where we are usually ready to trust the answers we get. So,
before thinking about model analysis, we are concerned with model validation.

To accomplish model validation, we need validation criteria, establishing con-
sistency checks for the model. Looking for such criteria, we should take into
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Fig. 2. Petri net environment component, style 2.

account that our models are usually the outcome of a quite heuristic procedure
assembling together separate pieces, perhaps with different possible interpreta-
tions, into a larger picture.

Thus, a first and very evident question concerning a model of increasing size
is the one, whether all the former basic behaviour of the smaller pieces, i. e.
model components, are still maintained in the larger model, and that there are
no unwanted additional ones. Due to the model’s size and inherent complexity,
such a property can hardly be decided without computational support.

For that purpose, we exploit two of the fundamental behavioural properties,
a Petri net may exhibit – the transition invariants (T-invariants for short), and
the place invariants (P-invariants for short), which have been introduced 1973
in [16].

T-invariants are multi-sets of transitions, reproducing a given marking, i.e.
in the context of metabolic Petri nets – sets of chemical reactions, reproducing
a given distribution of chemical compounds, or more generally spoken in the
context of arbitrary biological Petri nets – sets of actions, reproducing a given
system state. Due to the fact of state reproduction, a behaviour, establishing a
T-invariant, may happen infinitely often, resulting into cyclic system behaviour.

To describe all possible behaviour in a given cyclic system, it would be obvi-
ously of great help to have all system’s basic (cyclic) behaviour. In [31], [32] they
are called elementary modes of pathways, where compounds have reached a dy-
namic concentration equilibrium, i. e. steady state. Then, any system behaviour
may be decomposed into a positive linear combination of basic behaviour. Hav-
ing this, model validation means to compare the calculated basic behaviour with
the expected one.

To implement these considerations, we use – opposite to [31], [32] – standard
Petri net analysis techniques and tools. To make life easy, we take the empty
Petri net (no tokens at all), whereby all input and output nodes are transitions
(environment style 1, compare chapter 2). An input transition may fire forever,
each time generating tokens on all its postplaces. Consequently, such a net struc-
ture represents an unbounded net (there is no finite upper bound for the total
token number in the net), which are generally harder to handle than bounded
ones. Contrary, an output transition consumes by each firing the tokens of its
preplaces, therefore decreasing the total number of tokens.

So, if we now take the empty net, we are able to look for all T-invariants, i.e.
for all multi-sets of transitions reproducing the empty marking. That seems to
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be – at least currently – the best way to handle inherently unbounded systems,
without assuming anything about the system environment. But, to give the net
a real chance to reproduce the empty marking, any read arcs in the model under
discussion have to be transformed into unidirectional ones, reflecting the main
flow direction.

As it is well-known, we get all minimal semi-positive T-invariants by solving
the following integer linear programming problem by determining the generating
system:

C · x = 0, whereby C – (P × T )-incidence matrix
x �= 0, x ≥ 0 x – transition vector

Similarly, we can calculate all minimal semi-positive P-invariants by solving
the following integer linear programming problem by determining the generating
system:

y · C, whereby C – (P × T )-incidence matrix
y �= 0, y ≥ 0 y – place vector

and interpret them as substance preservation rules in the given biological system.
To be able to apply this kind of validation rules to the whole network, we need
the second style of environment behaviour introduced in the former modelling
section.

The calculation of T-/P-invariants requires only structural reasoning, the
state space need not to be generated. Therefore, the danger of the famous state
space explosion problem does not apply here. However, solving integer linear
programming problems is known to be NP-complete.

Because of the given application, we are interested only in the minimal semi-
positive T-/P-invariants. Therefore, they are called T-/P-invariants for short in
the following.

4 Case Studies

In the following we sketch three case studies, demonstrating the general princi-
ples established above. They are ordered according the modelling convenience of
the used Petri net class. See the appendix for all the acronyms used throughout
this section.

4.1 Apoptosis

4.1.1 Biological Background. To demonstrate that even incomplete and
uncertain knowledge may be subject of our technology, we start with apoptosis.
This term refers to the regulated cell suicide program, which is of central impor-
tance in the cells’ life cycle. It allows the organism to control cell numbers and
tissue sizes and to protect itself from morbid cells. Neurodegenerative diseases,
e.g. Alzheimer’s, Huntington’s, and Parkinson’s disease, and other diseases as
AIDS and cancer, exhibit often disturbances in apoptosis or its regulation.
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Fig. 3. The KEGG [11] representation of apoptosis. Crossbar arrowheads indicate inhi-
bition. Branching arcs go to alternative as well as to concurrent successors. For further
ambiguities see [7]. The fragment considered here is highlighted in grey.

A variety of different cellular signals initiate activation of apoptosis in distinc-
tive ways, depending on the various cell types and their biological states, compare
Figure 3. Caspases (cysteinyl-aspartate-specific proteinases) play a crucial role
in the apoptotic signal transduction pathways. In living cells, caspases exist as
inactive zymogens, which are activated by proteolytic cleavage. The caspases
convey the apoptotic signal in a proteolytic cascade, whereby caspases cleave
and activate other caspases which then degrade other cellular targets [9].

Getting a survey on the current state of the art, comprising numerous as-
sumptions, requires a lot of reading, including the creative interpretation of var-
ious graphical representations. Figure 3 gives one of them, which is commonly
used.

4.1.2 Petri Net Model. Due to the accuracy of available knowledge, which
lacks particularly any stoichiometric relations of the chemical reactions involved,
ordinary place/transition nets (no arc weights) are sufficient here, see Figure 4.
Two further modelling aspects are worth mentioning. Usually, signal transduc-
tion does not involve the resetting of triggering signal(s). Hence, such circum-
stances are modelled by test arcs. Biological systems are typically full of in-
hibitors, i.e. compounds, preventing by their presence a certain reaction. To
reflect these situations in a qualitative model adequately, we need inhibitor arcs.

4.1.3 Model Validation. Before analysing the model, two adaptations are
done: (1) Test arcs are replaced by normal ones, corresponding to the main flow.
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Fig. 4. Petri net of apoptosis in two net components. Please note, input and output
transitions are drawn as flat bars and have the same name as the place, they are related
to. Grey nodes represent fusion nodes and realizes the connection between different net
components. Read arcs reflect the signal transduction principle.



226 Monika Heiner and Ina Koch

(2) Apoptosis inhibitors are not taken into account. All inhibiting substances
are only input compounds for the considered system model. Input compounds
are not produced dynamically by the system behaviour, i. e. they come from
the system environment. That’s why their presence would just exclude modelled
system behaviour without adding new functionality.

When computing all T-invariants by help of the Integrated Net Analyser tool
INA [35] we get the following results. There are two receptors (Fas, TNFR1) and
three basic apoptotic pathways per receptor (caspase-8, JNK, caspase-2) as well
as an apoptotic stimuli-induced pathway in our model. Altogether, there are ten
T-invariants. In the transition vectors given below the generating input and the
consuming output transitions have been skipped for sake of simplicity.

Fas-induced:

s1, s2, s3, s4, s5: Fas/caspase-8/caspase-3 – Fas-induced direct caspase-8/cas-
pase-3 pathway

s1, s2, s6, s7, s10, s11, s12, s13, s4, s5: Fas/caspase-8/mitochondrion/
cytochrome c/caspase-9/caspase-3 – Fas-induced Bid-controlled cross-talk

s16, s17, s18: Fas/MAPK-Pathway/JNK – Fas-induced JNK pathway
s1, s2, s14, s15: Fas/caspase-8/caspase-2 – Fas-induced caspase-8/caspase-2

pathway

Apoptotic stimuli-induced:

s8, s9, s10, s11, s12, s13, s4, s5: apoptotic stimuli/Bax,Bad,Bim/mitochondrion
/cytochrome c/Apaf-1/caspase-9/caspase-3 - apoptotic stimuli-induced mi-
tochondrial pathway

TNFR1-induced:

s1, s19, s3, s4, s5: TNFR1/caspase-8/caspase-3 –
TNFR1-induced direct caspase-8/caspase-3 pathway

s1, s19, s6, s7, s10, s11, s12, s13, s4, s5: TNFR1/caspase-8/mitochondrion/
cytochrome c/ Apaf-1/caspase-9/caspase-3 - TNFR1-induced Bid-controlled
cross-talk

s1,s19,s14,s15: TNFR1/caspase-8/caspase –
TNFR1-induced caspase-8/caspase-2 pathway

s23, s17, s18: TNFR1/MAPK-Pathway/JNK – TNFR1-induced JNK pathway
s20, s21, s22, s15: TNFR1/caspase-2 – TNFR1-induced direct caspase-2 path-

way

The minimal semi-positive T-invariants describe the basic system behaviour,
because they represent the linearly independent semi-positive integer solutions
of the system of linear equations resulting from the incidence matrix C. All
possible system behaviour can be described by a positive linear combinations of
these T-invariants. All known pathways in the modelled apoptosis fragment are
reflected in a corresponding T-invariant, and there is no computed T-invariant
without an apoptosis-related interpretation. Due to the given environment style,
there are no P-invariants here.
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4.2 Carbon Metabolism in Potato Tuber

4.2.1 Biological Background. The accumulation of starch in the Solanum
tuberosum (potato) tuber is a crucial point in biotechnology. The conversion
of sucrose through hexose phosphates is the major flux in the potato tuber
carbon metabolism. Nearly all genes, believed to be directly involved in the
sucrose breakdown transition, have been cloned by transgenic approaches. How-
ever, some fundamental questions are still open.

Figure 5 gives an overview of the sucrose breakdown pathway in potato tu-
ber, for details see [5]. Sucrose delivered to the tuber can be cleaved in the
cytosol by invertase to yield glucose and fructose, or by sucrose synthase to
yield fructose and UDP-glucose. By hexokinase, fructokinase, and UDPglucose
pyrophosphorylase hexosephosphates are produced, which are equilibrated by
the action of phosphoglucose isomerase and phosphoglucomutase, and could lead
either to starch synthesis, to glycolysis, or to sucrose synthesis through sucrose
phospahate synthase and sucrose phosphate phosphatase. The following 16 chem-
ical stoichiometric equations characterise the pathway.

4.2.2 Petri Net Model. We have validated the pathway using the Petri
net given in Figure 6, reflecting the stoichiometric equations by a non-ordinary
place/transition net. Transitions are named by the enzyme catalysing the chem-
ical reaction or by summarized processes (R8, R13, R14). Reversible reactions
are modelled by macro transitions, i.e. by hierarchical nodes, hiding the forward
and backward reactions. The places for external sucrose (eSuc) and starch rep-
resent the source and sink, respectively. Correspondingly, the interface to the
environment consists of one transition generating tokens for eSuc and of one
transition consuming the tokens from starch, both drawn as flat bars.

4.2.3 Model Validation. The following set of 19 minimal T-invariants has
been calculated using INA [35], all enjoy a sensible biological interpretation. The
reversible reactions yield seven T-invariants, consisting of only two transitions.
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Fig. 5. Schematic overview of the central carbon metabolism in potato tuber. All
equations, except R11, R13, R15 and R16, are represented.

The remaining 12 invariants are given below by the transition names, followed by
their amount in brackets (if unequal to one). The net is covered by T-invariants,
consequently all reactions contribute to the pathway.
T-Invariants with sucrose cleavage by sucrose synthase:

TI-8: geSuc, SucTrans, SuSy(29), UGPase, PGM rev, FK(29), Glyc(b),
StaSy(b), rStarch, SPS(28), SPP(28), NDPkin rev.

TI-9: geSuc, SucTrans, SuSy, UGPase, PGM rev, FK, Glyc(b), StaSy(b),
rStarch, ATPcons( 28), NDPkin rev.

TI-10: geSuc(15), SucTrans(15), SuSy(15), PGI rev(14), UGPase(15),
PGM rev(15), FK(15), Glyc(b), StaSy(b)(29), rStarch(29), NDPkin rev(15),
PPase(14).

T-Invariants with sucrose cleavage by invertase

TI-11: geSuc, SucTrans, Inv(14), UGPase rev(13), PGM(13), HK(14), FK,
Glyc(b), StaSy(b), rStarch, SuSy rev(13), NDPkin(13), PPase(14).

TI-12: geSuc(3), SucTrans(3), Inv(29), UGPase rev(26), PGM(26), HK(29),
FK(29), Glyc(b)(3), StaSy(b)(3), rStarch(3), SPS(26), SPP(26),
NDPkin(26), PPase(29).

TI-13: geSuc, SucTrans, Inv, HK, FK(27), Glyc(b), StaSy(b), rStarch, SuSy(26),
SPS(26), SPP(26), PPase.

TI-14: geSuc, SucTrans, Inv, HK, FK, Glyc(b), StaSy(b), rStarch, ATPcons(26),
PPase.

TI-15: geSuc(15), SucTrans(15), Inv(15), HK(15), FK(15), PGI rev(13),
Glyc(b)(2), StaSy(b)(28), rStarch(28), PPase(28).
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Fig. 6. Petri net of the central carbon metabolism in potato tuber, see Figure 5 and
the stoichiometric reaction equations given in subsection 4.2.1.

TI-16: geSuc, SucTrans, Inv(29), HK(29), FK, PGI, UGPase rev(28), PGM(28),
Glyc(b)(2), SuSy rev(28), NDPkin(28), PPase(28).

TI-17: geSuc(3), SucTrans(3), Inv(59), HK(59), FK(59), UGPase rev(56),
PGM(56), PGI(3), Glyc(b)(6), SPS(56), SPP(56), NDPkin(56), PPase(56).

TI-18: geSuc, SucTrans, Inv, HK, FK(57), PGI, Glyc(b)(2), SuSy(56), SPS(56),
SPP(56).

TI-19: geSuc, SucTrans, Inv, HK, FK, PGI, Glyc(b)(2), ATPcons(56).

There are two possibilities for sucrose cleavage, two for hexose phosphate util-
isation, and four for ATP utilisation. Both possibilities for hexose utilisation
(starch synthesis and glycolysis) can occur together in one invariant (TI-11 –
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TI-14), while starch synthesis cannot happen without glycolysis, because no cel-
lular process can take place without available energy in form of ATP or other
similar cofactors. Apparently, the incoming sucrose, needed to generate ATP in
glycolysis, can either be cleaved by Inv or by SuSy, but not by both at the same
time, even if more than one sucrose after cleavage is used in glycolysis (TI-12,
TI-17). The cleavage of sucrose by Inv and SuSy can only occur together in one
invariant, if sucrose cycling is involved (TI-13, TI-18).

Moreover, we obtained the following three P-invariants: PI-1: UDPglc, UTP,
UDP.PI-2: ATP, AMP, ADP. PI-3: G6P, F6P, G1P, UTP, ATP(2), ADP, S6P,
Pi, PP(2). Invariants PI-1 and PI-2 comprise the metabolites containing uridine
or adenosine residues, respectively. Invariant PI-3 represents the sum of all com-
pounds, which can directly or indirectly provide a phosphate group. The sum of
the phosphorylated metabolites is unchanged.

Due to the kind of environment description, the model is obviously un-
bounded. To get a bounded Petri net, we changed to the other style of envi-
ronment description discussed in section 2. When we calculated the arc weights
for the environment model, we get 75 and 144, respectively. That was done for
a simplified network by summarizing the hexophosphatases (G6P, G1P, F6P)
into one place. But even for this simplified version the state space (more than
1010 states) cannot be handled by the tools available for the analysis of bounded
non-ordinary place/transition nets. For more details see [14].

4.3 Glycolysis and Pentose Phosphate Metabolism

4.3.1 Biological Background. The glycolysis pathway (GP) is a sequence
of reactions that converts glucose into pyruvate with the concomitant produc-
tion of a relatively small amount of ATP. Then, pyruvate can be converted into
lactate. The version chosen here is that one for erythrocytes [2]. In the graph-
ical representation of Figure 7, the GP consists of the reactions 9 to 20. The
pentose phosphate pathway (PPP), also called hexose monophosphate pathway,
again starts with glucose and produces NADPH and ribose-5-phosphate (R5P)
which then is transformed into glyceraldehyde-3-phosphate (GAP) and fructose-
6-phosphate (F6P) and thus flows into the GP. In Figure 7, the PPP consists of
the reactions 9, 1 to 8, and 15 to 20.

Whereas the GP generates primarily ATP with glucose as a fuel, the PPP
generates NADPH, which serves as electron donor for biosyntheses in cells. The
interplay of the glycolytic and pentose phosphate pathways enables the levels of
NADPH, ATP, and building blocks for biosyntheses, such as R5P and Pyr, to
be continuously adjusted to meet cellular needs. This interplay is quite complex,
even in its somewhat simplified version discussed here.

4.3.2 Petri Net Model. The application of Petri nets to this field began
in the nineties with the publications of Reddy et al. [25], [26], presenting a
place/transition net to model the structure of the combined GP/PPP of ery-
throcytes. They compute also S- and T-invariants, but provide neither a full
P-invariant nor a non-trivial T-invariant. A thorough analysis of an extended
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Fig. 7. Typical representation of the glycolysis and pentose phosphate metabolism
according to [26]. The arc numbers identify the chemical reactions. Prefix numbers in
node names stand for multiplicities. It’s open for interpretation what the meaning of
equally named nodes might be.

form of this pathway was performed in [12], which is presented and analysed in
[38] as a coloured Petri net. In the Petri net of Figure 8, the GP consists of the
reactions l1 to l8, while the PPP consists of the reactions l1, m1 to m3, r1 to r5,
and l3 to l8.

In this section, we use Design/CPN [4] to edit and execute models. The
calculations reuse an experimental software package SY, written by H. Genrich
in Standard ML, for the symbolic analysis of coloured Petri nets, for details
see [38].

4.3.3 Model Validation. The crucial point of using coloured instead of low-
level Petri nets is the possibility to discriminate between different molecules of
the same metabolite via their identifiers (colours). This allows to separate dif-
ferent branches of a composite pathway and to distinguish among molecules on
the same place according to their origin and destination reaction. Alternative
metabolic paths (splitting at conflict places, here G6P, GAP, Ru5P) most of-
ten result in different metabolic overall reactions. Therefore, they have to be
discriminated, in order to combine them afterwards deliberately. This discrimi-
nation is performed by attributing different identifiers to the molecules and by
additionally blocking certain transitions for particular molecules (using guards).

Using the software package SY, we were able to calculate an environment net
component (not shown in this paper) to get a bounded model, which already
had been found (but just by guessing) in [12] for a low-level model version of
this metabolic pathway.
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There are four pairs of ubiquitous substrates which, if produced or consumed
by a reaction, are transformed into each other, namely (ADP, ATP), (NAD+,
NADH), (2 GSSG, GSH), and (NAD+, NADH). This is validated by corre-
sponding P-invariants. The attempt to calculate P-invariants covering primary
substances failed (at the beginning), and it turned out that essential products
(CO2, H2O) were missing in the PPP model. Correcting the model by replacing
two equations (compare Figure 7 and Figure 8)

reaction 3: G6P + 2 NADP+ + H2O → Ru5P + 2 NADPH + 2 H+ + CO2,
reaction 18: DPG → PEP + H2O

leads to the following P-invariant:

p-invC = [(Gluc, 6), (G6P, 6), (F6P, 6), (FBP, 6), (CO2, 1), (Ru5P, 5),
(R5P, 5), (Xu5P, 5), (S7P, 7), (E4P, 4), (DHAP, 3), (GAP, 3), (BPS, 3),
(Lac, 3)].

An inspection of C reveals that the integer weight factor of any substance equals
the number of C-atoms bound in it. Thus the P-invariant p-invC expresses the
conservation rule that the sum of C-atoms bound by all involved substances is
constant. This represents obviously a sensible biochemical interpretation. Simi-
larly, the conservation of Oand P-atoms could be shown in the improved model
by help of P-invariants [38].

There are three T-invariants, enjoying sensible interpretation and covering
the net, given in short-hand notation:

glycolysis pathway (l1, C), (l2, D), (l3, C), (l4, D), (l5, D), (l7, 2*D), (l8,
2*D), (s1, D), (s2, D)

pentose phosphate pathway (l1, G + 2*H), (l3, 2*H), (l4, 2*H), (l5, 2*H),
(l7, 5*H), (l8, 5*H), (m1, G + 2*H), (m2, 6*D), (m3, 6*D), (r1, G), (r2,
2*H), (r3, (G,H)), (r4, (G,H)), (5, H), (s1, D), (s2, D)

pathway including the reverse reaction l2′ (l1, G’), (l2’, 2*H’), (l7, H’),
(l8, H’), (m1, G’ + 2*H’), (m2, 6*D), (m3, 6*D), (r1, G’), (r2, 2*H’), (r3,
(G’,H’)), (r4, (G’,H’)), (5, H’), (s1, D), (s2, D)

5 Related Work

The idea to represent chemical systems, consisting of chemical compounds and
chemical reactions, by net models has already been mentioned 1976 by C. A.
Petri in his paper on interpretations of net theory [23]. The first paper really
demonstrating the modelling of metabolic processes by Petri nets appeared 1993
[25]. In the meantime, several research groups followed this line, and Petri nets
have been applied to all three types of molecular biological networks [18], [43].
But a closer look on the literature (see [39] for a bibliography) reveals that the
majority of papers, applying Petri nets for modelling and analysis of biologi-
cal systems, concentrate on quantitative aspects – despite the severe restriction,
often encountered in the construction of these models, the imperfect knowl-
edge of the kinetic parameters. Typical examples of used Petri net extensions
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Fig. 8. The metabolism of Figure 7 as Coloured Petri net. All places have the colour set
CS = {C, D, F, G, H, G′, H′}. A term in brackets [] is a transition guard. A transition
t′, highlighted in grey, denotes the reverse counterpart of the reversible reaction t. The
(substitution) transition l8 summarizes the reaction sequence going from BPS to Lac.
Names of fusion nodes are given in italic, numbered consecutively.
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are stochastic Petri nets [21], [22] and hybrid Petri nets [3], [18], [19], but also
coloured Petri nets [6] as well as discrete time extensions [12] have been em-
ployed for that purpose. Contrary, qualitative aspects are discussed only in a
few papers, see e.g. [25], [26].

For computing conservation relations (P-invariants) and elementary modes
(T-invariants) of metabolic pathways, the software package METATOOL [24]
has been developed by biologists and applied successfully in a number of cases.
However, merely the integer weighted P-invariants are detected. Moreover, only
the overall reaction equations, i. e. the net effects of a pathway execution, can
be computed, and any consideration of its dynamics, in particular of the partial
order of the reaction occurrences, is missing. No other possibilities to validate a
model are provided.

6 Summary and Outlook

Petri nets represent a concise formal representation, allowing a unifying view on
knowledge stemming from wide-spread different sources, usually represented in
various, sometimes even ambiguous styles. The derived models can be validated
by checking their P- and T-invariants for suitable biological interpretations. This
approach has been demonstrated by three examples covering different abstrac-
tion levels of molecular biological networks represented by different Petri net
classes.

These results encourage us to continue our work on this rapidly developing
field and to extend Petri net modelling and analysis tools by features which are
supportive for biological molecular systems. [37] gives an overview of symbols and
reaction types which have to be considered in pathway modelling, among them
the extension, which represents an essential property of biochemical networks –
the inhibitor arc.

In the given context, major challenges for Petri net analysis techniques are:
(1) Analysis of bounded, but not safe nets, with inhibitor arcs. Even if the
model is bounded, the state space tends to be very huge due to stoichiometric
relations, see case study two. (2) Analysis of unbounded models. In any case,
model checking of temporal formulae seems to be the next step for more fine
grained questions the model has to pass.
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Abstract. In this paper we present a methodology for synthesis of controlled be-
havior for systems modelled by modules of signal sets. Modules of signal nets
are modules, which are based on Petri nets enriched by two kinds of signals and
an signal input/output structure. They are also known as net condition/event sys-
tems (or modules) [5, 4, 6]. Given an uncontrolled system (a plant) modelled by
a module of a signal net, and a control specification given as a regular language
representing the desired signal output behavior of this system, we show how to
synthesize the maximal permissive and nonblocking behavior of the plant respect-
ing the control specification. Such a behavior serves as an input for an algorithm
(presented in [11]), which computes a controller realized as a module of a signal
net which in combination with the plant module ensures this behavior.

1 Introduction

In classical control theory it is given a system which can interfere with environment via
inputs and outputs. The aim of its control is to ensure desired behavior by giving the
system right inputs in order to get the right outputs. The central idea in control theory is,
that system and control build a so called closed loop (or feedback loop), which means,
roughly speaking, that the control gives inputs to the system based on the system outputs
which are observed by the control. In this paper, we are interested in control of discrete
event systems, where the dynamic behavior of a system is described by occurrence of
discrete events changing the states of the system. The crucial question to be answered
when choosing a formalism for modelling control systems is how to formalize “giving
inputs and observing outputs”.

An event of a system can have two kinds of inputs: Actuators, which try to force the
event, or sensors, which can prohibit the event. Events associated to inputs are called
controllable. Of course there can be uncontrollable events in the system. Regarding
for example a printer, a “paper jam” event can occur without any influence from the
control. The following two kinds of outputs can be observed: Either the occurrence of
an event (via actuators) or the fact that a state is reached (via sensors). Events resp.
states associated to outputs are called observable. Of course there can be unobservable
events resp. states. It would be natural to model control of a discrete event system by
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influencing its behavior by actuators and sensors in order to observe desired outputs as
described above.

However, the solution in the discrete event control community, which is now quite
accepted, is to use only the sensors. More exactly, in supervisory control [2, 14] the
events of the system to be controlled are divided as above into controllable and uncon-
trollable. But the controllable events can only be enabled/prohibited by a supervisor.
Thus, in supervisory control actuators can only be modelled indirectly using the “sen-
sor principle” by prohibiting all controllable events, except the event which is actuated
([1], pp. 185 - 202). There arises the natural question, why not directly model actuators?
In our paper, we adapt the framework of supervisory control providing a methodology
for control of discrete event systems using both concepts, namely actuators and sensors.
Such a methodology with the slogan “forcing and prohibiting instead of only prohibit-
ing” would be more appropriate for the class of discrete event systems, where actuators
and commands are used in practice.

As a modelling formalism, we use modules communicating by means of the above
described signals. This formalism was developed in the series of papers [5, 4, 6] un-
der the name net condition/event systems. In this paper we are using the name signal
nets. One reason is that the name condition/event nets is used in the Petri net context
for a well known basic net class. A signal net is a Petri net enriched by event signals,
which force the occurrence of (enabled) events (typically switches), and condition sig-
nals which enable/prohibit the occurring of events (typically sensors). Adding input
and output signals to a signal net, one gets a module of a signal net. Modules of signal
nets can be composed by connecting their respective input and output signals. There
are several related works employing modules of signal nets in control of discrete event
systems. In [5, 4, 6] effective solutions for particular classes of specifications, such as
forbidden states, or simple desired and undesired sequences of events, are described.
Recently, an approach for control specifications given by cycles of observable events
was presented in [13]. However, in [13] the actuators are used only to observe events
of the controlled system, but surprisingly, for control actions only condition signals for
prohibiting events are taken. In our paper, we consider a general class of control speci-
fication in form of a language over steps of event outputs (steps of observable events).
We have steps (i.e. sets) of outputs, rather then simple outputs, because some outputs
can be simultaneously synchronized by an event of the system. We allow also steps
containing an input with some outputs. Such a situation describes that an input signal is
trying to synchronize a controllable event of the system, which is also observable. So the
controller can immediately (i.e. in the same step) observe whether the input signal has
forced the event to occur or not. However, since the control is assumed to send inputs
based on observed outputs (as stated in the beginning), we do not allow the symmetric
situation: observable events can not synchronize inputs in the same step.

In our framework we identify which input signals have to be sent to the module of
the plant in order to observe only such sequences of (steps of) output signals, which
are prefixes of the control specification, and every sequence of (steps of) output signals
can be completed to a sequence of output signals belonging to the control specification
(i.e. the behavior is nonblocking). We construct a language over steps of input and
output signals of the module of the plant, which represents the maximally permissive
nonblocking behavior and fulfills the control specification.
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In [11], moreover the construction of a control module (of a signal net), which will
in composition with the plant module realize this maximally permissive nonblocking
behavior, is shown. It is proven that such a control module always exists, if there is
such a behavior of the plant fulfilling the control specification.

The paper is organized as follows: After introducing some preliminary mathemati-
cal notations in Section 2, in Section 3 we present modules of signal nets with definition
of step semantics, composition rules and input/output behavior. In Section 4 we outline
our control framework implementing the “forcing and prohibiting”-paradigm by means
of modules of signal nets. It is compared in detail to classical supervisory control. The
main result is the synthesis of the maximally permissive nonblocking behavior of the
module of a signal net (representing the plant) respecting a given regular specification
language. The Section splits into two parts. In Subsection 4.1 the special case of a prefix
closed specification language is considered. In Subsection 4.2 the general situation is
addressed.

2 Mathematical Preliminaries

We need the following language theoretic notations ([8]). For a finite set A we de-
note 2A = {B | B ⊆ A} the set of all subsets of A and A∗ = {a1 . . . an | n ∈
N0, a1, . . . , an ∈ A} the set of all finite words over the alphabet A. Let L ⊆ A∗

be a language over a finite alphabet A. The empty word is denoted by ε, L = {v ∈
A∗ | ∃x ∈ A∗ : vx ∈ L} is the prefix closure of L, and post(L) = {v ∈ A∗ |
∃w ∈ L, ∃x ∈ A∗ : v = wx} is the language of all possible extensions of words
of L. Observe that for a regular language L also post(L) is regular. We will use an-
other operation on languages preserving regularity: For two languages L1, L2 ⊆ A∗:
L1/L2 = {w ∈ A∗ | ∃v ∈ L2 : wv ∈ L1} is the quotient of L1 and L2. We will con-
sider languages over alphabets A = 2X for finite sets X . We need an extension of the
projection operator to such languages for subsets Y ⊆ X . Define the hiding operator
λY w.r.t. Y by:
For a character ξ ∈ A: λY (ξ) = ξ \ Y if ξ \ Y �= ∅, and λY (ξ) = ε otherwise.
For a word w ∈ A∗: λY (w) = λY (ξ1) . . . λY (ξn) if w = ξ1 . . . ξn, and λY (w) = ε if
w = ε. For a language L ⊆ A∗: λY (L) = {λY (w) | w ∈ L}.
The hiding operator defines equivalence classes over A∗ in the following way. For a
w ∈ A∗ denote [w]Y = {v ∈ A∗ | λY (w) = λY (v)}. Regular languages are repre-
sented by regular expressions or finite automata. Remember that states of a determinis-
tic finite automata DFA can be denoted as equivalence classes over A∗:
[w]DFA = {v ∈ A∗ | Execution of v and w lead to the same state}.

3 Modules of Signal Nets

We use an extension of elementary Petri nets (1-safe Petri nets) equipped with the
so called first consume, then produce semantics (since we want to allow loops, e.g.
[10]). The first step in the extension is to add two kinds of signals, namely active sig-
nals, which force the occurrence of (enabled) events (typically switches or actuators),
and passive signals which enable/prohibit the occurrence of events (typically sensors).
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Fig. 1. In Figure (a) the enabled steps are {t1, t} and {t2, t}. Figure (b) shows a signal net in
AND-semantics: here the only enabled step is {t′, t1}, i.e. t is not synchronized. In Figure
(c) the same net is shown in OR-semantics: here we have the enabled step {t′, t1, t}, i.e. t is
synchronized.

These signals are expressed using two kind of arcs. A Petri net extended with such
signals is simply called a signal net. Active signals are represented using arcs connect-
ing transitions and can be interpreted in the following way: an active signal arc, also
called event arc, leading from a transition t1 to a transition t2 specifies that if transition
t1 occurs and transition t2 is enabled to occur then the occurrence of t2 is forced (syn-
chronized) by the occurrence of t1, i.e. transitions t1 and t2 occur in one (synchronized)
step. If t2 is not enabled, t1 occurs without t2, while an occurrence of t2 without t1 is
not allowed. Event arcs are not allowed to build cycles. In general (synchronized) steps
of transitions are build inductively in the above way. Every step starts at a unique tran-
sition, which is not synchronized itself. Consider a transition t which is synchronized
by several transitions t1, . . . , tn, n � 2. Then two situations can be distinguished. For
simplicity consider the case n = 2. If the transitions t1, t2 do not build a synchronized
step themselves, either t1 or t2 can synchronize transition t in the above sense, but never
transitions t1, t2 can occur in one synchronized step. As an example you can think of
several switches to turn a light on (see Figure 1, part (a)). If the transitions t1, t2 build a
synchronized step themselves, then there are two dialects in literature to interpret such
a situation: In the first one ([5, 4, 6]) both transitions t1, t2 have to agree to synchronize
t. Thus the only possible step of transitions involving t has to include transitions t1, t2,
too. We call this dialect AND-semantics (see Figure 1, part (b)). In the second one
([3]) the occurrence of at least one of the transitions t1 and t2 synchronizes transition t,
if t is enabled. It is also possible, that t1, t2 and t occur in one synchronized step. We
call this dialect OR-semantics (see Figure 1, part (c)). In general the relation given by
event arcs builds a forest of arbitrary depth. In this paper we introduce the most general
interpretation, where both semantics are possible and are interpreted locally backward.
That means we distinguish between OR- and AND-synchronized transitions. An OR-
synchronized transition demands to be synchronized by at least one of its synchronizing
transitions, whereas an AND-synchronized transition demands to be synchronized by
all of its synchronizing transitions.

Since we allow loops w.r.t. single transitions, we also allow loops w.r.t. steps of
transitions (see Figure 2, part (a)).

Passive signals are expressed by so called condition arcs (also called read arcs or
test arcs in the literature) connecting places and transitions. A condition arc leading
from a place to a transition models the situation that the transition can only occur if
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Fig. 2. Figure (a) shows an enabled step {t1, t}. The left part of Figure (b) shows an enabled
transition t, which tests a place to be marked. The occurrence of t leads to the marking shown in
the right part of Figure (b). Figures (c) and (d) again present situations of an enabled step {t1, t}.

the place is in a certain state but this state remains unchanged by the transition’s occur-
rence (read operation) (see Figure 2, part (b)). Of course several transitions belonging
to a synchronized step can test a place to be in a certain state via passive signals simul-
taneously, since the state of this place is not changed by their occurrence (see Figure 2,
part (c)). We also allow that a transition belongs to a synchronized step of transitions
testing a place to be in a certain state via a passive signal, whereas the state of this place
is changed by the occurrence of another transition in this step. That means we use the so
called a priori semantics ([9]) for the occurrence of steps of transitions, where testing
of states precedes changing of states by occurrence of steps of transitions (see Figure 2,
part (d)).

Definition 1 (Signal nets). A signal net is a six-tuple N = (P, T, F, CN,EN,m0)
where P denotes the finite set of places, T = TAND∪̇TOR the distinct union of the
finite sets of AND-synchronized transitions TAND and OR-synchronized transitions
TOR (P ∩ T = ∅), F ⊆ (P × T ) ∩ (T × P ) the flow relation, CN ⊆ (P × T ) the set
of condition arcs (CN ∩ (F ∪F−1) = ∅), EN ⊆ (T × T ) the acyclic set of event arcs
(EN+ ∩ idT = ∅), and m0 ⊆ P the initial marking.

Places, transitions and the flow relation are drawn as usual using circles, boxes
and arrows. To distinguish between AND- and OR-synchronized transitions, AND-
synchronized transitions are additionally labelled by the symbol “&”. Event arcs and
condition arcs are visualized using arcs of a special form given in Figure 1 and Figure 2.

For a place or a transition x we denote •x = {y | (y, x) ∈ F} the preset of x and
x• = {y | (x, y) ∈ F} the postset of x. For a transition t we denote +t = {p | (p, t) ∈
CN} the positive context of t, �t = {t′ | (t′, t) ∈ EN} the synchronization set of t,
t� = {t′ | (t, t′) ∈ EN} the synchronized set of t. Given a set ξ ⊆ T of transitions,
we extend the above notations to: •ξ =

⋃
t∈ ξ

•t and ξ• =
⋃

t∈ ξ t
• , �ξ =

⋃
t∈ ξ

�t,
ξ� =

⋃
t∈ ξ t

� .

Definition 2 (Enabling of transitions). A transition t ∈ T is enabled at a marking
m ⊆ P , if •t ∪ +t ⊆ m and (t• \ •t) ∩m = ∅.

The following definition introduces a notion of steps of transitions which is different
to the usual one used in Petri nets. A step denotes a set of transitions connected by event
arcs, which occur synchronously. A transition, which is not synchronized by another
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transition, is a step. Such transitions are called spontanuous. In general, steps are sets
of transitions such that for every non-spontaneous OR-synchronized transition in this
step at least one of it’s synchronizing transitions belongs also to this step, and for every
AND-synchronized transition in this step all of it’s synchronizing transitions belong
also to this step.

Definition 3 (Steps). Given a signal net N , steps are sets of transitions ξ defined in-
ductively by
– If t ∈ T with �t = ∅ (t is spontaneous), then ξ = {t} is a step.
– If ξ is a step, and t ∈ T \ ξ is a transition, then ξ ∪ {t} is a step, if either t ∈ TOR

and �t ∩ ξ �= ∅, or t ∈ TAND and ∅ �= �t ⊆ ξ.
The set of all steps of N is denoted by ΣN .

Now we introduce how a step is enabled to occur. A step ξ is said to be potentially
enabled at a marking m if every transition t ∈ ξ is enabled at m and no transitions
t1, t2 ∈ ξ are in conflict, except for possible loops p ∈ •ξ ∩ ξ• w.r.t. ξ, where p ∈ m is
required. From all steps potentially enabled at a marking only those are enabled which
are maximal with this property.

Definition 4 (Potential enabling/enabling of steps). A step ξ is potentially enabled in
a marking m if
– ∀t ∈ ξ: •t ∪ +t ⊆ m and (t• \ •ξ) ∩m = ∅ and
– ∀t, t′ ∈ ξ, t �= t′: •t ∩ •t′ = t• ∩ (t′)• = ∅ (t, t′ are not in conflict).
The step ξ is enabled, if ξ is potentially enabled, and there is not a potentially enabled
step η � ξ (ξ is maximal).

Definition 5 (Occurrence of steps and follower markings). The occurrence of an
enabled step ξ yields the follower marking m′ = (m \ •ξ) ∪ ξ• . In this case we write
m[ξ〉m′.

Definition 6 (Reachable markings, occurrence sequences). A marking m is called
reachable from the initial markingm0 if there is a sequence of markingsm1, . . . ,mk =
m and a sequence of steps ξ1, . . . , ξk, such that m0[ξ1〉m1, . . . ,mk−1[ξk〉mk. Such a
sequence of steps is called an occurrence sequence. The set of all reachable markings
is denoted by [m0〉.

Adding some inputs and outputs to signal nets, i.e. adding condition and event arcs
coming from or going to an environment, we get modules of signal nets with input and
output structure.

Definition 7 (Modules of signal nets). A module of a signal net is a triple M =
(N,Ψ, c0), where N = (P, T, F, CN,EN,m0) is a signal net, and Ψ = (Ψsig , Ψarc)
is the input/output structure, where Ψsig = Cin ∪ Ein ∪ Cout ∪ Eout is a set of in-
put/output signals, and Ψarc = CIarc ∪ EIarc ∪ COarc ∪ EOarc is a set of arcs
connecting input/output signals with the elements of the net N . Namely, Cin denotes a
finite set of condition inputs, Ein a finite set of event inputs, Cout a finite set of con-
dition outputs, Eout a finite set of event outputs (all these sets are pair-wise disjoint),
CIarc ⊆ Cin × T a set of condition input arcs, EIarc ⊆ Ein × T a set of event input
arcs, COarc ⊆ P × Cout a set condition output arcs and EOarc ⊆ T × Eout a set of
event output arcs. c0 ⊆ Cin is the initial state of the condition inputs.
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Fig. 3. Figure (a) shows a module of a signal net. Figure (b) shows the same module, where
condition inputs and outputs are replaced by equivalent structures involving event inputs and
outputs.

We extend the notions of preset, postset, positive context, synchronization set and
synchronized set to the elements of Ψsig in the obvious way. An example of a module
of a signal net, with Cin = {ci}, Ein = {j, k}, Cout = {co} and Eout = {u, v} is
shown in the Figure 3, part (a).

Two modules can be composed by identifying some inputs of the one module M1

with appropriate outputs of the other module M2 and replacing the connections of the
nets to the involved identified inputs and outputs by direct signal arcs respecting the
identification (see Figure 4).

Definition 8 (Composition of modules of signal nets). LetM1 = (N1, Ψ1, c01),M2 =
(N2, Ψ2, c02) be modules of signal nets with input/output structures Ψi = (Ψsig

i , Ψarc
i ),

i = 1, 2 and initial markings m01, m02. Let further Q ⊆ Ψsig
1 and Ω : Q → Ψsig

2

be an injective mapping, such that the initial markings are compatible with the initial
states of the condition inputs in the sense: (p, co) ∈ COarc

1 ∧Ω(co) ∈ c02 ⇒ p ∈ m01

and (p, co) ∈ COarc
2 ∧ Ω−1(co) ∈ c01 ⇒ p ∈ m02. Moreover Ω has to satisfy

Ω(Ein
1 ∩Q) ⊆ Eout

2 , Ω(Eout
1 ∩Q) ⊆ Ein

2 , Ω(Cin
1 ∩Q) ⊆ Cout

2 , and Ω(Cout
1 ∩Q) ⊆

Cin
2 , such that no cycles of event arcs are generated.

Then the composition M = M1 ∗Ω M2 of M1 and M2 w.r.t. Ω is the module
M = (N,Ψ, c0) with N = (P1 ∪ P2, T1 ∪ T2, F1 ∪ F2, CN,EN,m01 ∪ m02) and
Ψ = (Ψsig, Ψarc), where involved inputs, outputs and corresponding signal arcs are
deleted, i.e.

Ψsig = (Ψsig
1 \Q) ∪ (Ψsig

2 \Ω(Q),
Ψarc = (Ψarc

1 \ (( •Q×Q) ∪ (Q×Q• ))) ∪
(Ψsig

2 \ (( •Ω(Q)×Ω(Q)) ∪ (Ω(Q)×Ω(Q)• ))),
c0 = (c01 \Q) ∪ (c02 \Ω(Q)),

and new signal arcs are added according to Ω in the following way:
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Fig. 4. The standalone of the module of a signal net in Figure 3 (a). The composed modified
modules are indicated by dashed boxes. The input/output behavior of the module is given by the
set of all occurrence sequences of this standalone, where the transitions in the left box are hidden.
The control module with respect to a given specification can be synthesized by adding appropriate
net structure to the maximally environment module represented by the right box.

CN = CN1 ∪ CN2 ∪
{(p, t) | ∃co ∈ Cout

1 : (p, co) ∈ COarc
1 ∧ (Ω(co), t) ∈ CIarc

2 } ∪
{(p, t) | ∃ci ∈ Cin

1 : (ci, t) ∈ CIarc
1 ∧ (p,Ω(ci)) ∈ COarc

2 },
EN = EN1 ∪ EN2 ∪

{(t, t′) | ∃eo ∈ Eout
1 : (t, eo) ∈ EOarc

1 ∧ (Ω(eo), t′) ∈ EIarc
2 } ∪

{(t, t′) | ∃ei ∈ Ein
1 : (ei, t′) ∈ EIarc

1 ∧ (t, Ω(ei)) ∈ COarc
2 }

In the following, we define the input/output behavior of Petri modules as the set of
all possible sequences of input signals sent to the module and output signals sent from
the module. Since condition signals are signals with duration, we replace them for this
purpose by equivalent structures of event signals in the following way (see Figure 3):

Definition 9. Let M = (N,Ψ, c0) be a module with Ψ = (Ψsig, Ψarc). Define Mm =
(Nm, Ψm, c0m), Ψm = (Ψsig

m , Ψarc
m ) by deleting condition inputs and outputs via

Cin
m = Cout

m = CIarc
m = COarc

m = ∅,

and adding new structures involving event inputs and outputs in the following way:

For c ∈ Cout : Eout
m = {c.on, c.off | c ∈ Cout}

EOarc
m = {(t, c.on), (t′, c.off) | c ∈ Cout, t ∈ •( +c), t′ ∈ ( +c)• }

For c ∈ Cin : Pm = P ∪ {pc.on | c ∈ Cin}
Tm = T ∪ {tnet

c.on, t
net
c.off | c ∈ Cin}

Fm = F ∪ {(tnet
c.on, pc.on), (pc.on, t

net
c.off) | c ∈ Cin}

Ein
m = {c.on, c.off | c ∈ Cin}

EIarc
m = {(c.on, tnet

c.on), (c.off, tnet
c.off) | c ∈ Cin}

Finally every pc.on is marked if c ∈ c0. Mm is called modified module (of M ).
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For modified modules, composing a condition output cout
1 of one module with a

condition input cin2 of another module translates to composing cout
1 .on with cin2 .on and

cout
1 .off with cin2 .off (Observe that the initial marking of pcin

2 .on is then chosen accord-
ing to the initial marking of the place in +cout

1 ). Then every occurrence sequence of
the composition of the original modules corresponds to the same occurrence sequence
of the composition of the modified modules in which every step of transitions involv-
ing a transition in •( +cout

1 ) resp. ( +cout
1 )• additionally includes the transition tnet

cin
2 .on

resp. tnet
cin
2 .off

. In order to define formally the input/output behavior of a module M as
the set of all possible sequences of input and output event signals we first compose
M with another module E representing the maximally permissive environment of M .
Then we can represent sequences of input and output event signals of M by occurrence
sequences of the composed module restricted to the transition set of E (see Figure 4).
As the mentioned maximally permissive environment we recognize a module E, which

– at any moment can send event inputs to M : so each event signal of M is modelled
in E by a corresponding always enabled transition;

– at any moment can enable and disable condition inputs of M : so each condition
input of M is modelled in E by a corresponding place, which can be marked and
unmarked by associated transitions;

– can observe outputs of M : every output of M is modelled in E by a corresponding
transition, which is synchronized in the case of an event output, and enabled in the
case of an condition output;

– does not allow synchronization between its transitions: in particular, inputs should
not be sent in steps from E to M , and outputs M should only be observed by E
and not synchronize inputs of M via E.

Definition 10 (Maximally permissive environment). Let M = (N,Ψ, c0) be a mod-
ule with Ψ = (Ψsig, Ψarc). Define the maximally permissive environment moduleEM=
(NE , ΨE , c0E), ΨE = (Ψsig

E , Ψarc
E ), w.r.t. M by ENE = CNE = ∅ and

For c ∈ Cout : TE = {tc | c ∈ Cout},
Cin

E = {cic | c ∈ Cout}, CIarc
E = {(cic, tc) | c ∈ Cout},

For c ∈ Cin : TE = TE ∪ {tci.on, tci.off | ci ∈ Cin}, PE = {pci.on | ci ∈ Cin}
FE = {(tci.on, pci.on), (pci.on, tci.off) | ci ∈ Cin}
m0E = {pci.on | ci ∈ Cin ∪ c0}
Cout

E = {coc | c ∈ Cin}, COarc
E = {(pc, coc) | c ∈ Cin},

For e ∈ Eout : TE = TE ∪ {te | e ∈ Eout},
Ein

E = {eie | e ∈ Eout}, EIarc
E = {(eie, te) | e ∈ Eout}

For e ∈ Ein : TE = TE ∪ {te | e ∈ Ein},
Eout

E = {eoe | e ∈ Ein}, EOarc
E = {(te, eoe) | e ∈ Ein}.

We call the composition of the modified module of M with the modified module of
its maximally permissive environment the standalone of M (observe that this compo-
sition has empty input/output structure) (as an example see Figure 4). The restriction
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of the occurrence sequences of the standalone to the transition set of the environment
is then formalized by using the hiding operator defined in section 2, which is used to
make the inner transitions of a module invisible.

Definition 11. (Standalones) Let M be a module of a signal net, E be the maximally
permissive environment module of M and Mm = (N,Ψ), Em = (NE , ΨE) be their
modified modules. The standalone of M is the composition module MS = (NS , ΨS) =
Nm ∗Ω Em w.r.t. the following composition mapping Ω : Ψsig → Ψsig

E :

Ω(e) = eie for e ∈ Eout
E

Ω(e) = eoe for e ∈ Ein
E

The set I = {t ∈ TS ∩ TE | t� �= ∅} is called the set of input transitions of MS , the
set O = {t ∈ TS ∩ TE | �t �= ∅} is called the set of output transitions of MS .

Definition 12. (Input/output behavior of modules of signal nets) Let M be a module of
a signal net with the set of transitions T . Let LM be the set of all finite occurrence se-
quences of the standaloneMS of M . Then the language λT (LM ) is called input/output
behavior of the module M .

LM represents the set of all possible sequences of steps of input and output signals
under the assumptions: Output signals of M can not synchronize input signals of M
via the maximally permissive environment module. Input signals of M are not sent in
steps from the maximally permissive environment module.

4 Controller Synthesis

Throughout this section we consider a module of a signal net P as a model of an un-
controlled plant. As in the previous section T denotes the set of transitions of P , and I
resp. O denote the sets of input resp. output transitions of the standalone of P .

In our modelling formalism we consider the inside of P as a black box: We only
can send input signals to P and meanwhile observe sequences of output signals. In
particular, the behavior of the DES (represented by P) is forced, not only restricted
from outside. Of course this approach leads to formal and technical differences to the
classical supervisory control approach:

Mainly, all events of P are assumed to be uncontrollable and unobservable. Con-
trollable are only the input signals, modelled by the set of transitions I of the maximally
permissive environment of P , and observable are, beside the input signals, exactly the
output signals, modelled by the set of transitions O of the maximally permissive envi-
ronment of P .

We specify a desired behavior of P by a set of desired sequences only of output
signals. Observe moreover that, since the event arc relation produces a step semantics,
we observe sequences of steps of output signals. Therefore we suppose a specification
to be given as a language Lc ⊆

(
2O
)∗

. Since sets of occurrence sequences of signal
nets are regular languages1 over an alphabet of steps, we assume Lc also to be regular.

1 Observe that we use elementary nets, which have a finite reachability graph.
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The question is, whether it is possible to force the behavior of P via input signals
to respect the given specification of output signals in a maximally permissive way. This
can be formalized by asking, whether there is a module of a signal net C modelling the
control and a composition P ∗Ω C, such that the set of occurrence sequences of P ∗Ω C
respects Lc.

The answer of the question above splits into two parts. One part is to decide whether
a control exists for the given specification and in the positive case to compute the be-
havior of the desired control module resp. the resulting composed module, also called
the behavior of the controlled plant. The other part is, to implement the given controlled
behavior via synthesizing the control module C from the behavior of the controlled plant
and composing this module with the plant module P , such that the resulting composi-
tion has exactly this controlled behavior. The scope of this paper is the first part. We
will finally give the behavior of the controlled plant by a deterministic finite automaton,
which is intended to represent the marking graph of the composed module, where only
input and output transitions are visible.

The second part is presented in [11]. The main idea is to synthesize C from the
automaton representing the behavior of the controlled plant, by adding new net structure
to the modified maximally permissive environment module E of P (see Figure 4). That
means the control module C is constructed from E , and composed with P via the given
connections between P and E .

For a detailed running example of the computation of the behavior of the controlled
plant and the implementation of this behavior via synthesizing a control module we
recommend the paper [12].

We will formulate our approach language theoretically similarly as it is done in
classical supervisory control. We will see, that despite the mentioned differences, some
algorithms of classical supervisory control can at least be adapted to our framework.
While omitting therefore most details of these algorithms, out paper remains self con-
tained, i.e. can be understood without previous knowledge of supervisory control.

Without knowing any control module C we search for a sublanguage K (of occur-
rence sequences) of the language LP (of all occurrence sequences of the standalone of
P) which represents the behavior of a composition of the plant module P and a control
module C (i.e. the behavior of the controlled plant):

– If an occurrence sequence in K can be extended by a step of output transitions
or invisible transitions to an occurrence sequence in LP , then also this extended
occurrence sequence should be in K . This follows the paradigm: “what cannot be
prevented, should be legal”.

– According to unobservability of some events, some occurrence sequences in LP
cannot be distinguished by the control. As a consequence, following the paradigm
“what cannot be distinguished, cannot call for different control actions”, if an input
is sent to the plant after a sequencew of steps has occurred, then the same input has
to be sent after occurrence of any other sequence, which is undistinguishable to w.

Observe that the first condition corresponds to the classical one supervisory control.
The second one is due to our step semantics, where an input can synchronize different
invisible and output transitions depending on the state of P , in combination with the
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notion of observability in supervisory control. Such a sublanguageK is called control-
lable w.r.t. LP , I and O:

Definition 13 (Controllable Language). Given three finite, disjoint sets T , I and O
and a prefix closed regular language L over the alphabet 2T∪I∪O, then a prefix closed
sublanguageK of L is said to be controllable w.r.t. L, I and O (or simply controllable,
if the sets are clear), if

– ∀w ∈ K, ∀o ∈ 2O∪T : wo ∈ L⇒ wo ∈ K ,
– ∀vj ∈ K, j ∈ 2I∪O∪T , j ∩ I �= ∅, ∀j′ ∈ 2I∪O∪T , λO∪T (j) = λO∪T (j′), ∀v′ ∈
K, λT (v) = λT (v′) : v′j′ ∈ L⇒ v′j′ ∈ K .

Of course we are searching for such a K , which additionally respects Lc and is
maximal with this property.

Definition 14 (Maximally Permissive Controllable Language). Let T , I and O be
finite, disjoint sets, L be a prefix closed regular language over the alphabet 2T∪I∪O

and Lc be a regular language over the alphabet 2O.
Let K ⊆ L be controllable w.r.t L, I and O satisfying

λT∪I(K) ⊆ Lc.

We say that K is maximally permissive controllable w.r.t. Lc, L, I and O (or simply
maximally permissive controllable, if the sets are clear), if there exists no language K ′

satisfying K � K ′ ⊆ L, which is controllable w.r.t.L, I andO and fulfills λT∪I(K ′) ⊆
Lc.

It is possible to get the result K = {ε} as maximally permissive controllable lan-
guage, what means that the maximal behavior respecting the specification is empty, but
there happens nothing wrong without inputs from outside. If even without any input the
specification can be violated, we call Lc unsatisfiable w.r.t. L, I and O.

Definition 15. Lc is said to be unsatisfiable w.r.t. L, I and O (or simply unsatisfiable,
if the sets are clear), if

∃w ∈ (2O∪T )∗ : w ∈ L ∧ λT (w) �∈ Lc. (1)

We call this condition unsatisfiability condition.

Consider a maximally permissive controllable language K: by definition every oc-
currence sequence in K is a prefix of an occurrence sequence respecting Lc. But it
can happen there are such occurrence sequences that cannot be extended within K to
an occurrence sequence respecting Lc, i.e. the desired behavior is blocked. We require
additionally K to be nonblocking:

Definition 16 (Nonblocking Language). Let T , I andO be finite , disjoint sets, L be a
prefix closed regular language over the alphabet 2T∪I∪O and Lc be a regular language
over the alphabet 2O.

Let K ⊆ L be maximally permissive controllable w.r.t Lc, L, I and O.
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Let M ⊆ K be controllable w.r.t. L, I and O satisfying

∀r ∈M : ∃x ∈ (2O∪I∪T )∗ with rx ∈M, λI∩T (rx) ∈ Lc. (2)

We say that M is nonblocking controllable w.r.t. Lc, L, I and O (or simply nonblock-
ing controllable, if the sets are clear). If it is maximal with this property, M is called
maximally permissive nonblocking controllable language.

In the next two paragraphs we synthesize the maximally permissive nonblocking
controllable language M , if it exists. First we examine the case, when Lc is prefix
closed. In this case the maximally permissive controllable sublanguage of LP is al-
ready nonblocking. In particular safety properties can be formalized via a prefix closed
specification Lc.

4.1 Safety Properties

Safety properties specify undesired behavior, that should not happen (for example for-
bidden states of the system). If some undesired behavior is realized by an occurrence
sequence, the whole possible future of this occurrence sequence is undesired too.

The searched (control) language M as defined in the last paragraph is computed
in several steps. First we define the (potentially safe) language Lpsafe as the set of all
occurrence sequences of LP respecting Lc.

Definition 17. We define Lpsafe = {w ∈ LP | λI∪T (w) ∈ Lc} and Lunsafe =
LP \ Lpsafe.

Observe that Lpsafe is only a first approximation to M , since it is in general not
controllable. In particular it may contain occurrence sequences which are not closed un-
der extensions by outputs (first condition in definition 13). Such occurrence sequences
must be cut at the last possible input (the last possibility of control), if there is one.
The prefixes ending with these inputs are collected in the language Ldanger. Deleting
the futures of occurrence sequences in Ldanger from Lpsafe gives the language Lsafe,
which we will prove below to be the searched language M .

Definition 18. We define

Ldanger = {vj ∈ Lpsafe | j ∈ 2T∪I∪O, j ∩ I �= ∅, (∃v′ ∈ [v]T )
∧(∃j′ ∈ 2T∪I∪O : λT∪O(j) = λT∪O(j′))
∧(∃y ∈ (2T∪O)∗ : v′j′y ∈ Lunsafe)}.

Lsafe = Lpsafe \ post(Ldanger).

It is obvious from the definitions of Lpsafe, Lunsafe, Ldanger and Lsafe that every
equivalence class [w]T ∩ LP is either subset of or disjoint to these languages.

The main result of this subsection is the following theorem:

Theorem 1. Lsafe is maximally permissive nonblocking controllable, if Lc is not un-
satisfiable.
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Before proving this theorem we give an algorithm to computeLsafe: It is essentially
shown, that Lsafe can be constructed by appropriate operations on regular languages.
We want to remark here that for computing the maximally permissive controllable lan-
guage also the more involved framework presented in [2] could be adapted (since our
different notion of controllability is still compatible with the union operation ∪). There
can also be found some hints to the complexity of the computation.

Let us first see that the language Lpsafe is regular. We use the following general
construction to pump regular languages by new characters:

Definition 19. Let A,A′ be two finite, disjoint sets and α be a regular expression over
the alphabet 2A. We construct a regular expression αext(A′) over the alphabet 2A∪A′

by replacing every x ∈ 2A in α by

extA′(x) =

⎛⎝ ∑
y∈2A′

y

⎞⎠∗⎛⎝ ∑
y∈2A′

x ∪ y

⎞⎠⎛⎝ ∑
y∈2A′

y

⎞⎠∗

.

By this construction we want to generate a regular expression whose corresponding
language L(αext) contains exactly all those words, which belong to L(α) when all
characters of the alphabet A′ are hidden. Later on, this construction will be used to
pump Lc by I ∪ T . Then Lpsafe can be computed as the intersection of such pumped
Lc and LP . Pumping a regular language by A′ in the above way computes the preimage
λ−1

A′ () of this language w.r.t. the appropriate hiding operator:

Lemma 1. Let A, A′ be finite disjoint sets and α be a regular expression over the

alphabet 2A. Each w ∈
(
2A∪A′

)∗
satisfies

λA′(w) ∈ L(α) ⇔ w ∈ L(αext(A′)).

Proof. We will show both directions of the above Lemma.
‘⇒’: we show by structural induction over the construction rules of regular expressions
that the above property holds true:

Let α = x ∈ 2A ∪ {ε} (these are the constants of a regular expression over 2A),
and w ∈ (2A∪A′

)∗ satisfy λA′(w) = x. Then w is of the form w = e1 . . . en, ei ∈
2A∪A′

, such that there exists an index i0 satisfying λA′(ei0) = x and λA′(ej) = ε for
j �= i0. It follows immediately from the construction above, that w ∈ L(extA′(x)) =
L(αext(A′)).
Let α1 and α2 be two regular expressions over the alphabet 2A satisfying the induc-
tion hypothesis, α1

ext and α2
ext be the corresponding extensions according to the above

construction, and w ∈ (2A∪A′
)∗.

(i) Let α = α1 + α2 and λA′(w) ∈ L(α). Then λA′(w) ∈ L(αi), i = 1 or i = 2.
By induction hypothesis w = wi, wi ∈ L(αi

ext), i = 1 or i = 2. So w ∈
L(α1

ext +α2
ext) = L(αext), what follows immediately by the above construction.

(ii) Let α = α1α2 and λA′(w) ∈ L(α). Then w = w1w2, such that λA′(wi) ∈
L(αi), i = 1, 2. By induction hypothesis w = w1w2 ∈ L(α1

ext)L(α2
ext). So

w ∈ L(α1
extα

2
ext) = L(αext).
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(iii) Let α = (α1)∗ and λA′(w) ∈ L(α). Then w = w1 . . . wn, λA′(wi) ∈ L(α1), n ∈
N. By induction hypothesis w = w1 . . . wn ∈ L(α1

ext)
∗. So w ∈ L((α1

ext)
∗) =

L(αext).

Observe that obviously α1
ext + α2

ext = (α1 + α2)ext, α1
extα

2
ext = (α1α2)ext and

(α1
ext)∗ = ((α1)∗)ext.

‘⇐’: let be w ∈ L(αext). It follows immediately by the construction of αext that
λA′(w) ∈ L(α), because each constant x ∈ 2A of α is pumped up only by charac-
ters of 2A′

. %&

Corollary 1. Lpsafe is regular.

Proof. Let α be a regular expression with L(α) = Lc. Then according to Lemma 1

Lpsafe = {w ∈ LP | λI∪T (w) ∈ Lc} = LP ∩ L(αext(I∪T )),

i.e. Lpsafe, as the intersection of regular languages, is regular. %&

Since post(L) is obviously a regular language for regular languages L, it remains
to show Ldanger to be regular in order to show Lsafe to be regular. Since with Lpsafe

also the language Lunsafe is regular, we can give Ldanger as a simple formula on the
regular languages (2O∪T )∗ and Lunsafe. First observe that the regular language

Lreal
danger = (Lunsafe/(2O∪T )∗) ∩ LP ,

where the symbol “/” denotes the quotient operation on languages, is the set of those
words vj ∈ Ldanger, which themselves can be extended by an y ∈ (2O∪T )∗ to a word
in Lunsafe. The remaining words in Ldanger are of the form v′j′ with v′ ∈ [v]T and
j′ ∩ I = j ∩ I for a word vj ∈ Lreal

danger. We get these words by means of a special

defined hiding operator λ : (2O∪I∪T )∗ → (2O∪I∪T )∗, defined by

For w = vx, v ∈ (2O∪I∪T )∗, x ∈ 2O∪I∪T : λ(w) = λT (v)λT∪O(x),

and extended in the obvious way to languages. Obviously the operators λ and λ
−1

preserve regularity of languages, since this is the case for the hiding operator λ as
argued in lemma 1. We get

Lemma 2. Ldanger = λ
−1

[λ(Lreal
unsafe)] ∩ Lpsafe.

From now on we assume Lc to be satisfiable. The main theorem 1 now is shown in
two steps by the following lemmata.

Lemma 3. Lsafe is controllable.

Proof. First we have to show, that

∀w ∈ Lsafe, ∀o ∈ 2O∪T : wo ∈ LP ⇒ wo ∈ Lsafe.

Assume w ∈ Lsafe and o ∈ 2O∪T satisfying wo ∈ LP , but wo �∈ Lsafe. There are two
cases:



Synthesis of Controlled Behavior with Modules of Signal Nets 253

– wo ∈ Lpsafe: Then wo ∈ post(Ldanger). This implies obviously w ∈ post
(Ldanger), what contradicts w ∈ Lsafe.

– wo �∈ Lpsafe: Then by definition wo ∈ Lunsafe. Since Lc is satisfiable, w has a
prefix in Ldanger. This again contradicts w ∈ Lsafe.

It remains to show, that

∀vj ∈ Lsafe, j ∈ 2I∪O∪T , j ∩ I �= ∅, ∀j′ ∈ 2I∪O∪T , λO∪T (j) = λO∪T (j′),
∀v′ ∈ Lsafe, v

′ ∈ [v]T : v′j′ ∈ LP ⇒ v′j′ ∈ Lsafe.

For vj and v′j′ as above we have according to the definition of Ldanger:
vj ∈ post(Ldanger)⇔ v′j′ ∈ post(Ldanger). %&

Lemma 4. There is no languageK ⊆ LP satisfyingLsafe � K , which is controllable,
and which fulfills λI∪T (K) ⊆ Lc.

Proof. We choose a w ∈ K \ Lsafe and construct from w a w′ ∈ K satisfying
λI∪T (w′) �∈ Lc. As w ∈ LP , there are two cases:

– w �∈ Lpsafe: Then w ∈ Lunsafe and thus λI∪T (w) �∈ Lc.
– w ∈ Lpsafe: Then w ∈ post(Ldanger), i.e. w has a prefix vj ∈ Ldanger. That

means, there are v′ ∈ [v]T , j′ ∈ 2I∪O∪T with j ∩ I = j′ ∩ I and y ∈ 2O∪T , such
that v′j′y ∈ Lunsafe, i.e. λI∪T (v′j′y) �∈ Lc. Since K is controllable, v′j′ also
belongs to K (second property), and consequently v′j′y ∈ K (first property). %&

It follows immediately from the above proof, that Lsafe is the unique maximally
permissive (nonblocking) language, analogously to related results in supervisory con-
trol.

4.2 Nonblocking Control

More general properties as for example the full execution of certain tasks cannot be
formalized by a regular language Lc which is prefix closed. Of course a maximally
permissive controllable language K w.r.t. a not prefix closed Lc, LP , I and O should
contain occurrence sequences of the standalone ofLP which represent prefixes of words
in Lc, but only such ones, which can be extended to a word in Lc within K , i.e. which
are nonblocking. In other words the set of blocking words of K

Kblocking = {r ∈ K |� ∃x ∈ (2O∪I∪T )∗ : rx ∈ K ∧ λI∪T (rx) ∈ Lc}.

should be empty.
For this purpose replace Lc by Lc in the definitions of Lpsafe and Lunsafe (defi-

nition 17). We now search for a sublanguage Lnbsafe of Lsafe, which is controllable,
nonblocking and maximal with these two properties according to definition 16. Since
in our framework the special property, namely that every controllable event is also ob-
servable, is fulfilled, we are able to adapt a result in supervisory control ([2], subsection
3.7.5), which states under the assumption of this property: If there is at least one con-
trollable language respecting Lc which is nonblocking, then there is a unique maximal
one.
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We compute Lnbsafe, if it exists, in two steps:
First we represent Lsafe by a finite automaton A which
– separates by its states words respecting Lc from words not respecting Lc:
∀w ∈ (2I∪O∪T )∗, ∀v ∈ [w]A : λI∪T (v) ∈ Lc ⇔ λI∪T (w) ∈ Lc, and
– separates by its states words, for which undistinguishable words with different futures
exist.
Second we recursively delete input edges in A, which can lead to blocking words.

Such an automaton always exists. We omit the construction of A due to space limi-
tations. For a detailed investigation see [11].

According to the first property of A we can define the set of states Sc = {[w]A |
λI∪T (w) ∈ Lc} representingLc. So finding blocking words translates to finding block-
ing states, from which there is no continuation in A to a state in Sc. The following
lemma directly follows:

Lemma 5. Let K = Lsafe and let r ∈ K .

– r ∈ Kblocking , iff every x ∈ (2I∪O∪T )∗ with rx ∈ Lsafe fulfills [rx]A �∈ Sc.
– If r ∈ Kblocking and [r]A = [r′]A for a word r′ ∈ K , then r′ ∈ Kblocking .
– If r ∈ Kblocking and r ∈M ⊆ K , then r ∈Mblocking .

That means we can construct Lnbsafe from Lsafe by deleting edges in A represent-
ing inputs, which lead to blocking states in the sense of the above lemma in a maximally
permissive way. Of course such edges must be deleted in all undistinguishable paths in
A (see step 4 of the algorithm later on). The second property of A ensures that two
different words ending with the same such edge in A, are both undistinguishable from
words with a blocking future (i.e. by deleting such edges no futures of words, which
have no blocking future, are cut). Since the deletion of an edge can produce new block-
ing states, the procedure is iterative. As for controllability (condition (1)), there is a con-
dition saying when we cannot find a controllable nonblocking sublanguage: Every con-
trollable sublanguage of Lsafe contains all words in Lsafe of the form w ∈ (2O∪T )∗.
Therefore:

Lemma 6. Let M ⊆ Lsafe. If there is a w ∈ Mblocking ∩ (2O∪T )∗, then there is no
controllable sublanguage of M , which is nonblocking w.r.t. Lc.

We call this condition blocking condition. It is only sufficient for nonexistence of a
controllable nonblocking sublanguage, but not necessary. We are now prepared to state
the algorithm:

Input: Automaton A0 = A, Integer k = 0
Output: Automaton Anbsafe, if Lnbsafe exists
Step 1: If L(Ak) fulfills the blocking condition, then return “Lnbsafe does not exist”
Step 2: If (L(Ak))blocking = ∅, then return Ak

Else Choose w ∈ (L(Ak))blocking

Step 3: Compute a prefix vj of w with j ∩ I �= ∅, such that w = vjy for y ∈ (2O∪T )∗

Step 4: Compute the set of states Sk
delarc = {[u]Ak | u ∈ [v]T }

Step 5: Delete every edge starting in any state [u]Ak ∈ Sk
delarc with a label i fulfilling

i ∩ I = j ∩ I
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Step 6: Set k = k + 1
Set Ak to be the new constructed automaton
Goto Step 1

Let us state the main theorem of this subsection:

Theorem 2. There exists a maximally permissive nonblocking controllable sublanguage
of Lsafe, if and only if the previous algorithm outputs an automaton Anbsafe. In this
case L(Anbsafe) is this searched sublanguage.

Proof. Let Asafe = A0, . . . , AN0 be the sequence of automata the algorithm has com-
puted until it has stopped.

We first show the “only if”-part:
Assume the previous algorithm outputs “Lnbsafe does not exist”. We have to show, that
there is no maximally permissive nonblocking controllable sublanguage of Lsafe. For
this it is enough to prove, that every controllable sublanguage K of Lsafe must contain
a blocking word w.r.t. K .

According to lemma 5 it is enough to find a word in K which is blocking w.r.t.
Lsafe. By Step 1 L(AN0) fulfills the blocking condition, i.e.

∃v0 ∈ (2O∪T ) : v0 ∈ LN0
blocking.

Since K is assumed to be controllable,K contains all words in Lsafe ∩ [v0]T . If one of
these words is blocking w.r.t. Lsafe, we are done.

So assume all u ∈ Lsafe ∩ [v0]T not to be blocking w.r.t. Lsafe. That means every
such u can be extended by an y �= ε (remark that λT∪I(v0) �∈ Lc!) such that [uy]A0 ∈
Sc, in particular v0. Observe that

– If none of all such possible extensions y of v0 is in K , we are done (this would
imply v0 to be blocking w.r.t.K). So assume that there is at least one such extension
v0y0 ∈ K with [v0y0]A0 ∈ Sc.

– We have v0y0 ∈ L(A0) = Lsafe but v0y0 �∈ L(AN0) (since v0 blocking w.r.t.
LN0).

Therefore there must be an index N1 < N0 and a prefix xi of y0 (with x ∈
(2I∪O∪T )∗, i ∈ 2I∪O∪T , i ∩ I �= ∅), such that [v0x]AN1 ∈ SN1

delarc and the edge
starting in state [v0x]AN1 with label i was deleted from AN1 in Step 5. This deletion
was caused by the existence of a v1 ∈ LN1

blocking of the form v1 = w1jw2, where
j ∈ 2I∪O∪T , w1 ∈ (2I∪O∪T )∗, and

(a) w1 ∈ [v0x]T ∩ Lsafe, (b) j ∩ I = i ∩ I and (c) w2 ∈ (2O∪T )∗.

Remember now that all prefixes of v0y0, in particular v0x and v0xi, belong to K . Since
K is assumed to be controllable, K contains all words in Lsafe ∩ [v0x]T , in particular
w1 (property (a)). From the second condition of controllability and (b) we get further
w1j ∈ K , and therefore v1 = w1jw2 ∈ K (first condition of controllability and (c)).
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By repeating this construction we get an strictly decreasing sequence of natural
numbers N0 > N1 > . . . and associated words v0, v1, . . . ∈ K , such that vi ∈
LNi

blocking , i = 0, 1, . . .. Finally Nk = 0 for some k, which implies vk ∈ K block-
ing w.r.t. K .

Next we consider the “if”-part:
By construction L(AN0) = L(Anbsafe) is controllable and nonblocking. It remains
to show that it is maximally permissive with these two properties. Assume another
language K to be maximally permissive nonblocking controllable w.r.t. Lc, LP , I and
O satisfying L(Anbsafe) � K ⊆ Lsafe. We will construct inductively a blocking word
in K .

There is a x ∈ K \ L(Anbsafe). As L(Anbsafe) and K are prefix closed we can
assume (without loss of generality) x = wj, w ∈ L(Anbsafe), j ∈ 2I∪O∪T , j ∩ I �= ∅.
Because K is controllable, we have

∀y ∈ (2O∪T )∗, ∀w′ ∈ [w]T , ∀j′ ∈ 2I∪O∪T , j′ ∩ I = j ∩ I :
w′j′y ∈ Lsafe ⇒ w′j′y ∈ K.

Since in some step N1 < N0 the edge starting from the state [w]A0 with label j was
deleted, one of these words w′j′y, call it v0, must be blocking w.r.t. L(AN1). Moreover,
analogously to the “only if”-part, either one of these words is blocking w.r.t. Lsafe (and
we are done), or all of them must have an extension within K to a word respecting Lc,
in particular v0. Let v0y0 be this extension of v0. Proceed now as in the “only if”-part.

%&

5 Conclusion

In this paper we have presented a methodology for synthesis of the controlled behavior
of discrete event systems employing actuators which try to force events and sensors
which can prohibit event occurrences. As a modelling formalism, we have used mod-
ules of signal nets. The signal nets offer a direct way to model typical actuators behav-
ior. Another advantage of such modules consists in supporting input/output structuring,
modularity and compositionality in an intuitive graphical way.

In the paper we were not focusing on complexity issues. It is known that the com-
plexity of the supervisory control problem is in general PSPACE-hard, and sometimes
even undecidable ([16], pp. 15 - 36). To get efficient algorithms one has to restrict the
setting in some way, for example by considering only special kinds of specifications.
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Abstract. Symmetries of a Place/Transition-net can be exploited dur-
ing the state space analysis by considering only one representative mark-
ing in each orbit induced by the symmetries. This paper describes two
new algorithms for the core problem of transforming a marking into an
equivalent, canonical representative marking. The algorithms are based
on a backtrack search through all the symmetries of the net. The first
algorithm prunes the search with the marking in question and its stabi-
lizers that are found during the search. The second algorithm first applies
a standard preprocessing technique in graph isomorphism algorithms to
obtain an ordered partition of the net elements in a symmetry-respecting
way. The partition is then used to further prune the search through the
symmetries. The efficiency of the proposed algorithms is experimentally
evaluated. The results show that the new algorithms usually outperform
the previous ones implemented in the LoLA tool.

1 Introduction

Symmetries of a Place/Transition-net produce symmetries into its state space [1].
These state space symmetries can be exploited during the state space analysis by
considering only one (or few) marking(s) in each set of markings equivalent under
the symmetries. This may result in exponential savings in both memory and time
requirements of the state space analysis. The core problem during the generation
of the reduced reachability graph is to decide whether a marking equivalent
to the newly generated one is already visited during the search. This can be
accomplished by either (i) comparing the new marking for equivalence pairwise
with each already visited one, or (ii) transforming each generated marking into
an equivalent canonical representative and storing only these into the reduced
reachability graph. Some algorithms for these tasks are presented in [2, 3], while
the computational complexity of the tasks is analyzed in [4, 5].

This paper describes and experimentally evaluates the efficiency of two new
algorithms for producing canonical representative markings. The algorithms pre-
sented require that the symmetry group of the net is known. This is in contrast
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to some algorithms described in [2, 3]. The fact that the algorithms depend on
precalculation of a Schreier-Sims representation for the symmetry group of the
net is not a serious drawback. This is because it is beneficial to first compute
the symmetry group of the net in order to see if there are any non-trivial sym-
metries, i.e., to see whether the symmetry reduction method can help at all. In
addition, the performance of symmetry reduction algorithms may depend on the
size of the symmetry group, see [3] and Sect. 5.2, and thus knowing it may help
in selecting an appropriate algorithm.

The first proposed algorithm in Sect. 3 is a backtrack search in the Schreier-
Sims representation of the symmetry group. The algorithm returns the smallest
marking produced by symmetries that are “compatible” with the marking as the
canonical representative. The search is pruned (i) by considering only symmetries
that are “compatible” with the marking, (ii) by using the smallest already found
equivalent marking, and (iii) by exploiting the stabilizers of the marking (that
are found during the search). The algorithm is a variant of the backtrack search
algorithms developed in the computational group theory, see e.g. [6]. However,
the compatibility definition between symmetries and markings is, to author’s
knowledge, novel.

The second algorithm in Sect. 4 exploits a standard preprocessing technique
applied in graph isomorphism algorithms such as [7, 8]. Given a marking, this
technique produces an ordered partition of the net elements in a symmetry-
respecting way. The partition is then used to prune the backtrack search in the
Schreier-Sims representation by considering only symmetries that are compatible
with the partition.

The proposed algorithms have been implemented in the LoLA reachability
analyzer [9]. Some experimental results are provided, too. They show that the
new algorithms are competitive againts the previous ones implemented in LoLA.

Due to space limitations, proofs are omitted but can be found in [5].

1.1 Related Work

Some algorithms for the marking equivalence problems under Place/Transition-
nets are described in [2, 3]. The first algorithm, “iterating the symmetries”, ap-
plies all the symmetries to the new marking and checks whether the resulting
marking has already been visited during the reduced reachability graph con-
struction. The facts that (i) the symmetries are stored in a Schreier-Sims repre-
sentation and (ii) the set of already visited markings is stored as a prefix shar-
ing decision tree, are exploited to prune the set of symmetries considered. The
second algorithm, “iterating the states”, checks the newly generated marking
pairwise with each already visited marking for equivalence by using an algo-
rithm described in [2]. The set of necessary equivalence checks is reduced by
using symmetry-respecting hash functions. The third algorithm, “canonical rep-
resentatives”, computes a (non-canonical) representative for the newly generated
marking. This is done by a bounded search with greedy heuristics in the Schreier-
Sims representation of symmetries, trying to find the lexicographically smallest
equivalent marking. The first algorithm in this paper can be seen as a complete,
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canonical version of this algorithm augmented with some non-trivial pruning
techniques.

In addition to Place/Transition-nets, symmetries can be exploited in the state
space analysis of other formalisms, too. For the symmetry reduction method in
general and temporal logic model checking under symmetry, see e.g. [10–15].

In the Murϕ system [13] and in high-level Petri nets [10, 16, 17], the symme-
tries are produced by permuting the values of data types. Usually the symme-
tries in these formalisms don’t have to be represented explicitly but are defined
by declaring some data types to be permutable (e.g., the scalar set data type
in Murϕ). Despite these differences to Place/Transition-nets, the algorithms in
this paper have some similarities to some proposed for these formalisms.

1. The obvious state canonization algorithm enumerating through all the states
that are equivalent to the given state is not usually very effective for the
above mentioned formalisms, see e.g. [18]. The first algorithm in this paper
uses pruning techniques that make this approach work reasonably well for
Place/Transition-nets.

2. Partitions are used to prune the set of symmetries that have to be con-
sidered not only in the second algorithm in this paper but also in many
other algorithms, e.g. [18–21]. However, the second algorithm in this paper
is to author’s knowledge the first one that can work under general sym-
metries (i.e., symmetries that are not direct products of symmetric and/or
cyclic groups like those induced by scalar sets). This is achieved by using a
Schreier-Sims representation for the symmetry group and the novel compat-
ibility definition between permutations and partitions.

Some other canonical representative algorithms for high-level Petri nets are pre-
sented in [16, 22].

2 Place/Transition-Nets and Their Symmetries

The following standard definitions of Place/Transition-nets are based on [1–3].
A Place/Transition-net (or simply a net) is a tuple N = 〈P, T, F,W,M0〉, where

1. P is a finite, nonempty set of places,
2. T is a finite, nonempty set of transitions such that P ∩ T = ∅,
3. F ⊆ (P × T ) ∪ (T × P ) is the set of arcs,
4. W : F → N \ {0} associates each arc a positive weight, and
5. M0 : P → N is the initial marking of N . A marking of N is a multiset on P ,

i.e., a function M : P → N 1. The set of all markings of N is denoted by M.

The weight function W is implicitly extended to (P × T ) ∪ (T × P ) → N by
W (〈x, y〉) = 0 if 〈x, y〉 /∈ F . A transition t ∈ T is enabled in a marking M if

1 A multiset m : A → N over a set A can be denoted by the formal sum
∑

a∈A m(a) ′a.
Elements with multiplicity 0 can be dropped and unit multiplicities omitted, e.g.,
the multi-set M = {p1 �→ 1, p2 �→ 3, p3 �→ 0} can be denoted by p1 + 3 ′p2.
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W (〈p, t〉) ≤M(p) for each p ∈ P . If t is enabled in M , it may fire and transform
M into M ′, denoted by M [t〉 M ′ and defined by M ′(p) = M(p) −W (〈p, t〉) +
W (〈t, p〉) for each p ∈ P . The state space of N is the labeled transition system
〈M, T, [〉,M0〉, where [〉= {〈M, t,M ′〉 ∈ M× T ×M |M [t〉M ′}. The reachability
graph of N is the part of the state space reachable from the initial marking.

Example 1. Consider the variant of a railroad system net [23] shown in Fig. 1.
All the arc weights in the net equal to 1 and are not drawn here or in any
subsequent figures. The initial marking of the net is Ua0 + Ub3 + V1 + V4 and
its reachability graph is shown in the left hand side of Fig. 2.
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Ub1
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V3 V2
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Ua2Ua4
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Fig. 1. A railroad net.

A symmetry (an automorphism) of the net N is a permutation σ of P ∪ T
that respects

– the node types: σ(P ) = P and σ(T ) = T ,
– the arcs: 〈x, y〉 ∈ F ⇔ 〈σ(x), σ(y)〉 ∈ F , and
– the arc weights: W (〈x, y〉) = W (〈σ(x), σ(y)〉) for each 〈x, y〉 ∈ F .

The set of all symmetries of N (the automorphism group of N) is denoted by
Aut(N) and is a group under the function composition operator ◦. A symmetry
σ ∈ Aut(N) acts on the markings of N by mapping a marking M to the marking
σ(M) defined by σ(M) : σ(p) #→M(p) for each place p ∈ P . Two markings, M1

and M2, are equivalent under a subgroup G of Aut(N), denoted by M1 ≡G M2,
if there is a σ ∈ G such that σ(M1) = M2. By the group properties of G, ≡G

is an equivalence relation on the set M. The equivalence class of a marking M ,
called the G-orbit of M , is denoted by [M ]G. In the case G is understood, one
may simply speak of equivalent markings and orbits, and omit the subscript G.
Furthermore, the stabilizer subgroup of a marking M in G is Stab(G,M) = {σ ∈
G | σ(M) = M}, i.e., the set of all symmetries in G that fix M .
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Fig. 2. The reachability graph and a reduced reachability graph of the net in Fig. 1.

Symmetries of the net produce symmetries to the state space of the net [1]:
for each symmetry σ it holds that

M1 [t〉M2 ⇔ σ(M1) [σ(t)〉 σ(M2)

meaning that equivalent markings have equivalent successor markings. Thus for
many verification tasks, such as finding deadlocks, the successor markings can
be “redirected” to equivalent ones during the reachability graph generation, re-
sulting in a reduced reachability graph that can be exponentially smaller than the
original reachability graph, see e.g. [10, 12, 13]. With some extensions, temporal
logic model checking by using reduced reachability graphs is also possible, see
e.g. [11, 14, 15]. The core problem during the reduced reachability graph gener-
ation is to decide whether a marking equivalent to the newly generated one has
already been visited. There are two ways to achieve this.

1. The newly generated marking is compared for equivalence pairwise with all
the markings in the set of already visited markings. Symmetry-respecting
hash functions can be used to prune the set of markings that have to be
tested [2].

2. The new marking is transformed into an equivalent canonical representative
marking. Only the canonical representatives are stored in the reachability
graph. Formally, a function repr : M → M is a representative marking func-
tion if repr(M) ≡ M for all markings M ∈ M. A representative marking
function repr is canonical if M1 ≡M2 implies repr(M1) = repr(M2). In this
case, the marking repr(M) is the canonical representative of M (under repr).

This paper contributes to the second approach, describing new algorithms for
computing canonical representative functions.

Example 2. The symmetries of the net N in Fig. 1 are those that are generated
by the compositions of (i) the rotation of the railroad sections 0–5:

σrot =
(

Ua0 Ua1 Ua2 Ua3 Ua4 Ua5 Ub0 ··· Ub5 V0 ··· V5 ta0 ··· ta5 tb0 ··· tb5
Ua1 Ua2 Ua3 Ua4 Ua5 Ua0 Ub1 ··· Ub0 V1 ··· V0 ta1 ··· ta0 tb1 ··· tb0

)
and (ii) the swapping of train identities a and b:

σswap =
(

Ua0 ··· Ua5 Ub0 ··· Ub5 V0 ··· V5 ta0 ··· ta5 tb0 ··· tb5
Ub0 ··· Ub5 Ua0 ··· Ua5 V0 ··· V5 tb0 ··· tb5 ta0 ··· ta5

)
.
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The group Aut(N) has 12 elements. The initial marking M0 = Ua0 + Ub3 + V1 +
V4 is equivalent (under Aut(N)) to the marking M = Ua4 + Ub1 + V2 + V5 as
(σswap ◦ σrot)(M0) = σswap(σrot(M0)) = σswap(Ua1 + Ub4 + V2 + V5) = M .
The Aut(N)-orbit of M0 consists of the markings M0, Ua1 + Ub4 + V2 + V5,
Ua2 + Ub5 + V0 + V3, Ua3 + Ub0 + V1 + V4, Ua4 + Ub1 + V2 + V5, and
Ua5 + Ub2 + V0 + V3. A reduced reachability graph for the net is shown in the
right hand side of Fig. 2.

2.1 The Schreier-Sims Representation

Although a permutation group on a set of n elements may have up to n! permu-
tations, there are polynomial size representations for permutation groups. The
following describes one such representation having some useful properties. For
more on permutation groups, see [6]. The presentation here is based on [8].

Assume a finite set X of size n and a permutation group G on X . Order the
elements in X in any order β = [x1, x2, . . . , xn] called the base. Let G0 = G and
Gi = {g ∈ Gi−1 | g(xi) = xi} for 1 ≤ i ≤ n. The groups G0, G1, . . . , Gn are
subgroups of G such that G = G0 ≥ G1 ≥ · · · ≥ Gn = {I}, where I denotes
the identity permutation. A permutation g ∈ Gi, 0 ≤ i ≤ n, fixes each element
x1, . . . , xi. For each 1 ≤ i ≤ n, let [xi]Gi−1 = {g(xi) | g ∈ Gi−1} denote the
orbit of xi under Gi−1. Assume that [xi]Gi−1 = {xi,1, xi,2, . . . , xi,ni} for some
1 ≤ ni ≤ n. For each 1 ≤ j ≤ ni, choose a hi,j ∈ Gi−1 such that hi,j(xi) = xi,j

and let Ui = {hi,1, hi,2, . . . , hi,ni}. Now Ui is a left transversal of Gi in Gi−1,
i.e., hi,j ◦Gi �= hi,k ◦Gi for j �= k and Gi−1 = hi,1 ◦Gi ∪ · · · ∪ hi,ni ◦Gi, where
h ◦Gi denotes the left coset {h ◦ g | g ∈ Gi}. The structure G = [U1, U2, . . . , Un]
is a Schreier-Sims representation of the group G. Each element in g ∈ G, and
only those, can be uniquely written as a composition g = h1 ◦ h2 ◦ · · · ◦ hn,
where hi ∈ Ui, and thus |G| =

∏n
i=1 |Ui|. It can be and is assumed from now on

that each Ui contains the identity permutation I. There are at most n(n+ 1)/2
permutations in the Schreier-Sims representation G 2. Many operations, such
as testing whether a permutation belongs to the group, can be performed in
polynomial time by using Schreier-Sims representations. The ground sets in [2,
3] are actually Schreier-Sims representations. Thus the algorithm presented in [2]
for computing the symmetries of a net produces Schreier-Sims representations.

Example 3. Consider the net in Fig. 3. Its automorphism group, call it G, under
the base β = [p1, p2, p3, p4, t1,2, t2,1, t2,3, t3,2, t3,4, t4,3, t4,1, t1,4] has a Schreier-
Sims representation G = [U1, U2, . . . , U|P |+|T |], where

U1 =

⎧⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎩

h1,1 = I

h1,2 =
(

p1 p2 p3 p4 t1,2 t2,1 t2,3 t3,2 t3,4 t4,3 t4,1 t1,4
p2 p3 p4 p1 t2,3 t3,2 t3,4 t4,3 t4,1 t1,4 t1,2 t2,1

)
h1,3 =

(
p1 p2 p3 p4 t1,2 t2,1 t2,3 t3,2 t3,4 t4,3 t4,1 t1,4
p3 p4 p1 p2 t3,4 t4,3 t4,1 t1,4 t1,2 t2,1 t2,3 t3,2

)
h1,4 =

(
p1 p2 p3 p4 t1,2 t2,1 t2,3 t3,2 t3,4 t4,3 t4,1 t1,4
p4 p1 p2 p3 t4,1 t1,4 t1,2 t2,1 t2,3 t3,2 t3,4 t4,3

)

⎫⎪⎪⎪⎪⎪⎬⎪⎪⎪⎪⎪⎭
,

2 A more compact representation consisting of at most n− 1 permutations could also
be used instead [24].
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U2 =

{
h2,1 = I

h2,2 =
(

p1 p2 p3 p4 t1,2 t2,1 t2,3 t3,2 t3,4 t4,3 t4,1 t1,4
p1 p4 p3 p2 t1,4 t4,1 t4,3 t4,2 t3,2 t2,3 t2,1 t1,2

)}
,

and Ui = {I} for 3 ≤ i ≤ |P |+ |T |. Therefore, |G| = 8.

p1 p2

p3p4

t2,1

t3,4

t1,2

t4,3

t4,1 t3,2t1,4 t2,3

Fig. 3. A toy example net.

2.2 Place Valuations and Compatible Permutations

In addition to the standard Schreier-Sims representation definitions above, some
new concepts are needed. Assume a net N = 〈P, T, F,W,M0〉, a subgroup G of
Aut(N), and a Schreier-Sims representation G = [U1, . . . , U|P |+|T |] of G under
a base β = [pβ,1, . . . , pβ,|P |, tβ,1, . . . , tβ,|T |] in which the places are enumerated
before the transitions3. The Schreier-Sims representation G can be seen as a
tree. The levels of the tree correspond to the base of the representation and each
node at a level i has |Ui| children at the level i+1, the edges to the children being
labeled with the permutations in Ui. For instance, Fig. 4 shows a prefix of the
tree corresponding to the Schreier-Sims representation in Ex. 3 (the permutation
labels are of form hi,j). Consider a path in the tree starting from the root and
ending in a node v at a level i. Composing the labels of the edges in the path
defines the corresponding permutation in g ∈ U1 ◦ · · · ◦ Ui−1. Thus the full paths
ending in leaf nodes of the tree define exactly the permutations in the group.
The node v has |Ui| child nodes, and extending the path to any of them defines
an extension permutation of g which is in g ◦ Ui. The set {g(h(xi)) | h ∈ Ui}
is now the set of |Ui| possible images of the ith base element xi under all the
permutations corresponding to the paths going through the node v. Figure 4
also shows the base element images (that are of form pi).

Now consider a place valuation function pval : P → N assigning each place a
natural number4. Observe that the definition is exactly the same as for markings,
a different name is only used in order to avoid confusions later. The action of

3 For representation reasons, it is assumed that the subgroup of G fixing all the places
is the trivial group so that Uj = {I} for each |P | < j ≤ |P | + |T |. That is, the net
does not contain identical transitions.

4 pval is implicitly extended to P ∪ T by defining that pval(t) = 0 for each t ∈ T .
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p3

p2

p1

h1,3 h1,4

h2,1 h2,2 h2,1 h2,2 h2,1 h2,2 h2,1 h2,2
p2

0
p4

0
p1

10
p3 p4 p2 p1 p3

1 00 0

p1
1

p2
0

h1,1 h1,2
p3 p4

0 0

Fig. 4. Schreier-Sims representation seen as a tree.

permutations in Aut(N) on place valuations is defined similarly to that on mark-
ings: g(pval) : g(p) #→ pval(p) for each p ∈ P . The set {g(h(xi)) | h ∈ Ui} of base
element images in a node v now defines the multiset

∑
h∈Ui

1 ′pval((g ◦ h)(xi))
over natural numbers, see Fig. 4 for an example when the place valuation is
pval = {p1 #→ 1, p2 #→ 0, p3 #→ 0, p4 #→ 0}.

The idea now is to select only a subset of children of the node v based
on the multiset

∑
h∈Ui

1 ′pval((g ◦ h)(pβ,i)). This is done by applying a multiset
selector to the multiset. Formally, a multiset selector is a function from nonempty
multisets over natural numbers to natural numbers such that the image has a
non-zero multiplicity in the argument multiset. That is, if select is a multiset
selector and select(m) = n, then m(n) ≥ 1. For instance, the minimal element
multiset selector returns the smallest number that has non-zero multiplicity in
the argument multiset: selectmin(3 ′2 + 2 ′4 + 2 ′5 + 4 ′7) = 2. The maximal
element with minimal frequency multiset selector returns the largest number
among those that have the smallest non-zero multiplicity: selectmaxminfreq(3 ′2 +
2 ′4 + 2 ′5 + 4 ′7) = 5.

In the following definition, the above discussed pruning procedure is formu-
lated by defining which permutations corresponding to the full paths in the tree
survive the pruning. Such permutations are called compatible. As each node has
at least one child that is not pruned, there always is at least one permutation
compatible with the place valuation. Assume a fixed multiset selector select.

Definition 1. A permutation g1 ◦ · · · ◦ g|P | ◦ g|P |+1 · · · ◦ g|P |+|T | ∈ G, where
gi ∈ Ui, is compatible with a place valuation pval (under select) if

pval((g1 ◦ · · · ◦ gi−1 ◦ gi)(pβ,i)) = select

(∑
h∈Ui

1 ′pval((g1 ◦ · · · ◦ gi−1 ◦ h)(pβ,i))

)

holds for each 1 ≤ i ≤ |P | (when i = 1, g1 ◦ · · · ◦ gi−1 = I).

Example 4. Recall the net in Fig. 3 and the Schreier-Sims representation of its
automorphism group G described in Ex. 3. Assume a place valuation pval =
{p1 #→ 1, p2 #→ 0, p3 #→ 0, p4 #→ 0}. The permutations h1,2 ◦h2,1, h1,3 ◦h2,1, h1,3 ◦
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h2,2, and h1,4 ◦h2,2 are compatible with pval under the minimal element multiset
selector. Under the maximal element with minimal frequency multiset selector,
only 2 permutations, h1,1 ◦ h2,1 and h1,1 ◦ h2,2, are compatible with pval.

The following property of compatibility is crucial for the correctness of the al-
gorithms presented in this paper.

Theorem 1. Let g ∈ G. A permutation ĝ ∈ G is compatible with a place valu-
ation pval if and only if g ◦ ĝ ∈ G is compatible with g(pval).

Furthermore, if a place valuation is injective, then there is exactly one element in
G that is compatible with it. The obvious depth-first backtrack search algorithm
enumerating all permutations compatible with a place valuation is given in Fig. 5.

1. procedure compatible permutations(pval)
2. call backtrack (1, I)

3. procedure backtrack (level , ĝ)
4. if level = |P | + 1
5. report ĝ ◦ g′ for each g′ ∈ U|P |+1 ◦ · · · ◦ U|P |+|T |
6. return
7. evaluate s = select(Σh∈Ulevel

1 ′pval(ĝ(h(pβ,level))))
8. for all h ∈ Ulevel such that pval(ĝ(h(pβ,level))) = s do
9. call backtrack (level + 1, ĝ ◦ h)

Fig. 5. Enumerating all compatible permutations.

3 Marking Guided Schreier-Sims Search

The algorithm presented in this section is based on selecting a permutation
that is compatible with the marking in question. That is, the marking itself is
interpreted as a place valuation. A canonical representative function is obtained
by performing a backtracking search in the Schreier-Sims representation for the
lexicographically smallest marking produced by a compatible permutation. Some
pruning techniques for the search are discussed, too.

First, assume a base β = [pβ,1, . . . , pβ,|P |, tβ,1, . . . , tβ,|T |] where the places
are enumerated before the transitions and a Schreier-Sims representation G =
[U1, . . . , U|P |+|T |] of any subgroup G of Aut(N) under the base. In addition, a
fixed multiset selector is implicitly assumed in this and following sections. Let

posreps(M) = {ĝ−1(M) | ĝ ∈ G and ĝ is compatible with M}

denote the set of possible representative markings for M . Obviously, M ′ ∈
posreps(M) implies M ′ ≡G M . For equivalent markings, the sets of possible
representative markings are the same:

Theorem 2. For each M ∈ M and each g ∈ G, posreps(M) = posreps(g(M)).
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Example 5. Recall the net in Fig. 3 and the Schreier-Sims representation of its
automorphism group G described in Ex. 3. In Ex. 4, it was shown that the
symmetries h1,2 ◦ h2,1 =

(
p1 p2 p3 p4 t1,2 ...
p2 p3 p4 p1 t2,3 ...

)
, h1,3 ◦ h2,1 =

(
p1 p2 p3 p4 t1,2 ...
p3 p4 p1 p2 t3,4 ...

)
,

h1,3 ◦ h2,2 =
(

p1 p2 p3 p4 t1,2 ...
p3 p2 p1 p4 t3,2 ...

)
, and h1,4 ◦ h2,2 =

(
p1 p2 p3 p4 t1,2 ...
p4 p3 p2 p1 t4,3 ...

)
are com-

patible with the marking M = 1 ′p1 (under the minimal element multiset selec-
tor). Thus posreps(M) = {1 ′p3, 1 ′p4}.

A very simple non-canonical representative marking algorithm would be to
simply take an arbitrary permutation ĝ that is compatible with the marking M
in question and then return ĝ−1(M) as the representative marking. By Thm. 2
it is possible, although not guaranteed, that the same representative marking is
selected for equivalent markings.

Assuming a fixed total order between all the markings, a canonical repre-
sentative marking algorithm can be obtained by selecting the smallest marking
in the set of possible representative markings to be the representative. A nat-
ural choice for the ordering is the lexicographical ordering. Formally, a mark-
ing M1 is lexicographically smaller than a marking M2 under the base β, de-
noted by M1 <β M2, if there is a number 1 ≤ k ≤ |P | such that M1(pβ,j) =
M2(pβ,j) for all 1 ≤ j < k and M1(pβ,k) < M2(pβ,k). Now define canrepr(M)
to be the <β-smallest marking in posreps(M). As posreps(M) = posreps(g(M)),
canrepr(M) = canrepr(g(M)) for all markings M and for all g ∈ G. Furthermore,
canrepr(M) ≡G M . The function canrepr can be computed by the backtracking
depth-first search algorithm shown in Fig. 6, derived from the one in Fig. 5.

1. procedure canrepr(M)
2. set BestMarking = p �→ ∞ for each p ∈ P
3. set pval(p) = M(p) for each place p
4. call backtrack (1, I)
5. return BestMarking

6. procedure backtrack (level , ĝ)
7. if level = |P | + 1
8. if ĝ−1(M) <β BestMarking
9. set BestMarking = ĝ−1(M)
10. return
11. evaluate s = select(Σh∈Ulevel

1 ′pval(ĝ(h(pβ,level))))
12. for all h ∈ Ulevel such that pval(ĝ(h(pβ,level))) = s do
13. call backtrack (level + 1, ĝ ◦ h)

Fig. 6. Finding the lexicographically smallest marking in the set posreps(M).

The “hardness” of a marking M can be classified by defining that M is

1. trivial if there is exactly one permutation in G compatible with the marking,
2. easy if it is not trivial but the set posreps(M) contains only one marking,
3. hard if it is neither trivial nor easy.
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Note that this classification depends on the applied Schreier-Sims representa-
tion and multiset selector. Furthermore, the classes are closed under G. For
both trivial and easy markings, the set posreps(M) contains only one marking.
The difference is that easy markings have several permutations in G that are
compatible with the marking.

Pruning with the already fixed prefix. Consider a permutation g = g1 ◦ · · · ◦ gi

in G, where 1 ≤ i ≤ |P | and gj ∈ Uj for each 1 ≤ j ≤ i. Now each “extended”
permutation g̃ = g1 ◦ · · · ◦ gi ◦ gi+1 ◦ · · · ◦ g|P |+|T | in G maps pβ,1 to g(pβ,1),
pβ,2 to g(pβ,2), and so on up to and including pβ,i that is mapped to g(pβ,i).
Thus the values of the first i places in g̃−1(M) are known:

(
g̃−1(M)

)
(pβ,1) =

M(g̃(pβ,1)) = M(g(pβ,1)), . . . , and
(
g̃−1(M)

)
(pβ,i) = M(g̃(pβ,i)) = M(g(pβ,i)).

If a marking M ′ ∈ posreps(M) such that (i) M ′(pβ,j) = M(g(pβ,j)) for each
1 ≤ j < k and (ii) M ′(pβ,k) < M(g(pβ,k)) for a 1 ≤ k ≤ i has already been
found during the search, one knows that M ′ <β g̃−1(M) for all extensions g̃ of
g and can therefore skip all such g̃.

To improve the possibilities of this pruning technique to work efficiently, the
Schreier-Sims representation can be optimized to have the fixed elements as early
as possible in the base. Let pβ,i be the last element in the base where a place
pβ,j, j ≥ i, may be permuted i.e. h(pβ,j) �= pβ,j for an h ∈ Ui. Now the base can
be changed so that pβ,j is after pβ,i but before any pβ,k for which Uk ⊃ {I}.

Finding and pruning with stabilizers. Take any permutation g̃ = g1 ◦ · · · ◦ gi−1 ∈
U1 ◦ · · · ◦ Ui−1 for an 1 ≤ i ≤ |P |. Consider two left cosets (i.e. subtrees of the
Schreier-Sims search tree), (g̃◦gi)◦Gi+1 and (g̃◦g′i)◦Gi+1, where gi, g

′
i ∈ Ui. Let α

be a stabilizer of a marking M that (i) fixes each place g̃(pβ,1), . . . , g̃(pβ,i−1), and
(ii) maps the place (g̃◦gi)(pβ,i) to (g̃◦g′i)(pβ,i). Now, if a permutation g′ belongs
to the left coset (g̃◦g′i)◦Gi+1, then α−1◦g′ belongs to the left coset (g̃◦gi)◦Gi+1.
Furthermore, for each marking M , (α−1 ◦g′)−1(M) = (g′−1 ◦α)(M) = g′

−1(M).
Therefore, the left cosets (g̃ ◦ g′i) ◦ Gi+1 and (g̃ ◦ gi) ◦ Gi+1 produce the same
markings. In addition, if g is compatible with M , then α−1 ◦ g is compatible
with α−1(M) = M and therefore the sets of possible representative markings in
the left cosets are the same. To sum up, if all the permutations in a left coset
(g̃ ◦ gi) ◦ Gi+1 have already been searched and there is a stabilizer α with the
above mentioned properties, one can ignore the left coset (g̃ ◦ g′i) ◦Gi+1.

Stabilizers of markings can be found during the backtrack search in the
Schreier-Sims representation. Consider that M ′ is a marking that has been found
earlier during the search by traversing a path g = g1 ◦· · ·◦gi−1 ◦gi ◦gi+1 ◦· · · g|P |
meaning that g−1(M) = M ′. For instance, M ′ could be the lexicographically
smallest marking found so far. Assume that the currently traversed path is
g′ = g1 ◦ · · · ◦ gi−1 ◦ g′i ◦ g′i+1 ◦ · · · g′|P |, where g′i �= gi. If it holds that g′−1(M) =
M ′ = g−1(M), then (i) g′ ◦ g−1 is a stabilizer of M and (ii) g′ ◦ g−1 fixes each
(g1 ◦ · · · ◦ gj)(pβ,j), 1 ≤ j < i, and (iii) g′ ◦ g−1 maps (g1 ◦ · · · ◦ gi−1 ◦ gi)(pβ,i) =
g(pβ,i) to g′(pβ,i) = (g1 ◦ · · · ◦ gi−1 ◦ g′i)(pβ,i). Thus g′ ◦ g−1 is a stabilizer of
M fulfilling the properties discussed above (the prefix g̃ being g1 ◦ · · · ◦ gi−1),
and the search can be “back-jumped” to the level i− 1. This is the most trivial
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(and easiest to implement) way to prune with the found stabilizers. There are
many ways to achieve even larger degree of pruning by composing the found
stabilizers, see [6–8].

4 Partition Guided Schreier-Sims Search

It is possible to combine the backtracking search in the Schreier-Sims repre-
sentation described in the previous section with a standard preprocessing tech-
nique applied in graph isomorphism algorithms. Assuming a fixed subgroup G of
Aut(N) and given a markingM , an ordered partition of P∪T is first computed in
a way that respects the symmetries in G. The procedure computing the partition
for M is based on the use of invariants and is a variant of a standard technique
used in graph isomorphism algorithms, see e.g. [7, 8]. The place valuation corre-
sponding to the partition is then used to prune the search in the Schreier-Sims
representation of G. That is, instead of searching through the permutations that
are compatible with the marking as is done in Sect. 3, the permutations com-
patible with the constructed place valuation are searched. The hope is that the
place valuation is closer to being injective than the original marking, i.e., that
it can distinguish the places from each other better. The experimental results in
Sect. 5 show that this is indeed the case for the nets considered there.

Some notation and preliminaries of ordered partitions is defined first. An
ordered partition of a nonempty set A is a list π = [C1, . . . , Cn] such that the
set {C1, . . . , Cn} is a partition of A. An ordered partition is discrete if all its
cells Ci are singleton sets and unit if it contains only one cell (the set A). The
function incell from the ordered partitions of A and the elements of A to natural
numbers is defined by incell ([C1, . . . , Cn], x) = i⇔ x ∈ Ci. An ordered partition
π1 of A is a refinement of an ordered partition π2 = [C2,1, . . . , C2,n], denoted
by π1 + π2, if π1 is of form [C1,1,1, . . . , C1,1,d1 , . . . C1,n,1, . . . , C1,n,dn ] such that⋃

1≤j≤di
C1,i,j = C2,i for all 1 ≤ i ≤ n. For instance, [{a}, {c}, {b}]+ [{a}, {b, c}].

but not [{b}, {a}, {c}] + [{a}, {b, c}]. A permutation γ of A acts on ordered
partitions of A by γ([C1, . . . , Cn]) = [γ(C1), . . . , γ(Cn)].

4.1 Partition Generators and the Algorithm

Assume a net N , a subgroup G of Aut(N), and a Schreier-Sims representation
G = [U1, . . . , U|P |+|T |] of G under a base β = [p1, . . . , p|P |, t1, . . . , t|T |] in which
the places are enumerated before the transitions. Denote the set of all ordered
partitions of P ∪ T by Π .

First, the marking M in question is assigned an ordered partition of P ∪ T .
The idea is to try to distinguish between the elements in P ∪ T in a way that
respects the symmetries in G so that distinguishable elements are put in different
cells. Formally, define the following.

Definition 2. A function f : M → Π is a G-partition generator if f(g(M)) =
g(f(M)) holds for each marking M ∈ M and for each g ∈ G.
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That is, for permuted markings, similarly permuted ordered partitions are as-
signed. A technique for obtaining G-partition generators is described in Sect. 4.2.
For now, assume a fixed G-partition generator f .

An ordered partition can be interpreted as a place valuation by simply as-
signing each place its cell number in the partition. Formally, the place valuation
pvalπ corresponding to an ordered partition π ∈ Π is defined by

pvalπ : p #→ incell(π, p)

for each place p ∈ P . After building the ordered partition f(M) for the marking
M and the corresponding place valuation pvalf(M), let

posreps(M) = {ĝ−1(M) | ĝ ∈ G and ĝ is compatible with pvalf(M)}

denote the set of possible representative markings for M (recall Sect. 3). Again,
equivalent markings have the same possible representatives (cf. Thm. 2).

Theorem 3. For each M ∈ M and each g ∈ G, posreps(M) = posreps(g(M)).

Example 6. Consider the net in Fig. 3 and the Schreier-Sims representation G
of its automorphism group G described in Ex. 3. Assume a marking M = 1 ′p1

and a G-partition generator f mapping M to

f(M) = [{p3}, {p2, p4}, {p1}, {t1,2, t1,4}, {t2,1, t4,1}, {t3,2, t3,4}, {t2,3, t4,3}].

This is one of the finest partitions that any G-partition generator can pro-
duce as g =

(
p1 p2 p3 p4 t1,2 t2,1 t2,3 t3,2 t3,4 t4,3 t4,1 t1,4
p1 p4 p3 p2 t1,4 t4,1 t4,3 t3,4 t3,2 t2,3 t2,1 t1,2

)
∈ Stab(G,M) and thus

g(f(M)) = f(g(M)) = f(M) must hold. The corresponding place valuation is
pvalf(M) = {p1 #→ 3, p2 #→ 2, p3 #→ 1, p4 #→ 2} and the symmetries in G com-
patible with pvalf(M) under the minimal element multiset selector are h1,3 ◦h2,1

and h1,3 ◦ h2,2. Now (h1,3 ◦ h2,1)−1(M) = (h1,3 ◦ h2,2)−1(M) = 1 ′p3. Thus
posreps(M) = {1 ′p3} (cf. the set posreps(M) in Ex. 5).

The lexicographically smallest marking in posreps(M), i.e. a canonical rep-
resentative for M , can be searched by using the backtrack search algorithm in
Fig. 6 when line 3 is changed to refer to the valuation pvalf(M) instead of M . Ob-
viously, the pruning technique based on the fixed prefix is sound. The soundness
of the stabilizer pruning technique can be established by noticing that the place
valuations assigned to equivalent markings are equivalent, too: for each g ∈ G
and each marking M , pvalf(g(M)) = g(pvalf(M)). Consequently, stabilizers of M
are stabilizers of pvalf(M):
Corollary 1. For each stabilizer g ∈ Stab(G,M), g(pvalf(M)) = pvalf(M).

Similarly to that in Sect. 3, a hardness measure can be defined by declaring
that a marking M is

1. trivial if the partition f(M) is discrete,
2. easy if it is not trivial but the set posreps(M) contains only one marking,
3. hard if it is neither trivial nor easy.
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Again, this classification depends on the applied (i) Schreier-Sims representation,
(ii) G-partition generator, and (iii) multiset selector. Note that if a marking M
is trivial, then the set posreps(M) contains only one marking. The definition of
triviality defined here is stronger than that in Sect. 3: there may be markings M
for which there is only one permutation compatible with f(M) although f(M)
is not discrete. The definition here is chosen because it reveals the efficiency of
the applied G-partition generator better (the more trivial markings, the better).

4.2 Partition Refiners and Invariants

The G-partition generators discussed above can be obtained by using G-partition
refiners.

Definition 3. A G-partition refiner is a function R : M×Π → Π such that
both (i) R(M,π) + π and (ii) R(g(M), g(π)) = g(R(M,π)) hold for each g ∈ G.

That is, the resulting partition must be a refinement of the argument par-
tition and for permuted arguments the result has to be similarly permuted.
The composition R2 " R1 of two G-partition refiners, R1 and R2, defined by
(R2 "R1)(M,π) = R2(M,R1(M,π)), is also a G-partition refiner. When a G-
partition refiner is applied to the unit partition, the result is a G-partition gen-
erator.

Lemma 1. For each G-partition refiner R, the function fR : M → Π defined
by fR(M) = R(M, [P ∪ T ]) is a G-partition generator.

A way to obtain G-partition refiners is based on the use of G-invariants.

Definition 4. A function I : M×Π × {P ∪ T } → Z is a G-invariant if it holds
that I(M,π, x) = I(g(M), g(π), g(x)) for each g ∈ G.

The following are G-invariants for each subgroup G of Aut(N).

– Assume a fixed order between the orbits of G, e.g. the one obtained by
considering the smallest element in each orbit under the base. The G-orbit
invariant is: IG-orbit(M,π, x) = i if and only if x belongs to the ith orbit.

– The marking invariant is defined by Imarking(M,π, x) = M(x) if x ∈ P and
−1 if x ∈ T .

– The partition dependent weighted in- and out-degree invariants are
Iin w, c(M,π, x) = |{x′ | 〈x′, x〉 ∈ F ∧W (〈x′, x〉) = w ∧ incell(π, x′) = c}|
and
Iout w, c(M,π, x) = |{x′ | 〈x, x′〉 ∈ F ∧W (〈x, x′〉) = w ∧ incell (π, x′) = c}|.

A partition is refined according to an invariant by splitting the cells according
to the values assigned to nodes by the invariant. Formally, for a G-invariant I,
define the function RI : M×Π → Π by RI(M,π) = πr such that

1. incell(πr, x) = incell(πr , x
′) if and only if incell (π, x) = incell(π, x′) and

I(M,π, x) = I(M,π, x′), and
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2. incell(πr, x) < incell(πr , x
′) if and only if either

(a) incell(π, x) < incell (π, x′), or
(b) incell(π, x) = incell (π, x′) and I(M,π, x) < I(M,π, x′).

Lemma 2. The function RI is a G-partition refiner.

Partition refiners with respect to some invariants can also be defined procedurally
so that in the resulting partition two nodes are in the same cell if and only if their
invariant values in that partition are the same. This is especially the case for the
partition dependent weighted in- and out-degree invariants, where the procedure
corresponds to the method of computing the so-called equitable partition [7, 8].

Example 7. Consider again the net in Fig. 3 and the Schreier-Sims representa-
tion G of its automorphism groupG given in Ex. 3. Assume a markingM = 1 ′p1.
Initially, the partition is [{p1, p2, p3, p4, t1,2, . . .}]. Refining this according to the
G-orbit invariant yields [{p1, p2, p3, p4}, {t1,2, . . .}]. Further refinement with the
marking invariant gives [{p2, p3, p4}, {p1}, {t1,2, . . .}]. When this partition is re-
fined according to the in-degree of weight 1 from cell 1 invariant Iin 1,1, the result
is [{p2, p3, p4}, {p1}, {t1,2, t1,4}, {t2,1, t2,3, t3,2, t4,3, t3,4, t4,1}]. A further system-
atic refinement with the partition dependent weighted in- and out-degree invari-
ants results in [{p3}, {p2, p4}, {p1}, {t1,2, t1,4}, {t2,1, t4,1}, {t3,2, t3,4}, {t2,3, t4,3}],
equaling to the partition in Ex. 6.

5 Experimental Results

The experimental results in this section are obtained by extending the LoLA
reachability analyzer, version 1.0 beta [9]. The extended version is available at
http://www.tcs.hut.fi/~tjunttil.

5.1 Net Classes

The following net classes are used in the experiments.
Mutual exclusion in grid-like networks, based on the nets in [3]. A net “grid

d n” models a d-dimensional hypercube with n agents in each dimension. Each
agent has two states, critical and non-critical, and can move from the non-
critical state into the critical one only if none of its neighbors is in the critical
state. The automorphism group of a d-dimensional grid net is isomorphic to the
automorphism group of a d-dimensional hypercube.

Dining philosophers. A version of the classic dining philosophers net. A net
“ph n” has n philosophers and its automorphism group is isomorphic to the
cyclic group of order n.

Database managers. An unfolding of the Colored Petri net presented in [25].
“db n” denotes the net with n managers, having the automorphism group iso-
morphic to the symmetric group of degree n.

Graph enumeration nets. These nets resemble the one appearing in [4, Lemma
11], inspired by the system in the proof of Thm. 3.4 in [18]. A net “digraphs n”
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enumerates all the directed, unlabeled graphs having no self-loops over a vertex
set V = {1, . . . , n} in its reachable markings. See Fig. 7 for an example when n =
3. The net has the place pv for each vertex v ∈ V , and the place pv1,v2 for each
possible edge 〈v1, v2〉 ∈ V × V , v1 �= v2. A place pv1,v2 has one token in a marking
if and only if the graph corresponding to the marking has an edge 〈v1, v2〉. The
transitions of the net are as described in Fig. 7. The transitions guarantee that
the automorphism group of the net is isomorphic to the permutation group
consisting of all permutations of V (i.e., to the symmetric group of degree n).
The action of a permutation γ of V on the places corresponds to the usual action
on the adjacency matrix of a graph: each pv is permuted to pγ(v) and each pv1,v2 is
permuted to pγ(v1),γ(v2). Thus two reachable markings are equivalent if and only
if their corresponding graphs are isomorphic. Consequently, a minimal reduced
reachability graph consisting only of one marking of each orbit has exactly one
marking for each class of mutually isomorphic graphs. A similar net, call it
“graphs n”, enumerating all undirected, unlabeled graphs over n vertices having
no self-loops can be constructed by similar principles, see [5].

p2,3p2,1p1,2 p3,1 p3,2p1,3

p1 p2 p3

and→ →where

Fig. 7. A net enumerating all directed graphs without self-loops over three vertices.

Properties. Table 1 lists the properties of the nets used in the experiments.
The columns |P | and |T | describe the number of places and transitions in the net,
respectively, and |G| gives the size of the symmetry group stabilizing the initial
marking (the group that is used in the experiments). The number of reachable
markings as well as the run time of LoLA in seconds without the symmetry
reduction method is given in the last two columns, respectively. For some nets
the number of reachable markings is too large and running LoLA would result
in running out of memory. In such cases, the run time of LoLA is not given but
the number of reachable markings is given analytically.

5.2 Results

The experimental results were obtained in a Debian Linux PC machine with
1GHz AMD Athlon processor and 1Gb of memory. The extended LoLA was
compiled with the GNU g++ compiler with the -O3 optimization flag switched
on. All run-times were obtained by the Unix time command and are user times
rounded up to full seconds unless otherwise stated. The available memory was
limited to 900Mb and time to 24 hours by the Unix ulimit command.
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Table 1. Properties of the nets.

reachable LoLA
net |P | |T | |G| markings time

ph 13 52 39 13 94,642 4
ph 16 64 48 16 1,331,714 90

db 10 301 200 3,628,800 196,831 15
db 20 1201 800 20! 23 × 109

grid 2 5 50 50 8 55,447 3
grid 3 3 54 54 48 70,633 4
grid 5 2 64 64 3840 254,475 20

graphs 7 28 63 5,040 2,097,152 86

graphs 8 36 84 40,320 2(
8
2) = 228

graphs 9 45 108 362,880 2(
9
2) = 236

digraphs 4 16 36 24 4,096 1
digraphs 5 25 60 120 1,048,576 39

digraphs 6 36 90 720 26×(6−1) = 230

Table 2. Results for the original LoLA algorithms.

LoLA alg. 1 LoLA alg. 2 LoLA alg. 3
net markings time markings time markings time

ph 13 7,282 2 7,282 629 7,282 1
ph 16 83,311 33 83,311 81,440 83,311 9

db 10 56 118 56 11 19,684 4
db 20 >24h 211 1,477 >399,000 >418

grid 2 5 7,567 1 7,471 183 14,236 2
grid 3 3 2,154 2 2,103 62 10,847 2
grid 5 2 296 7 287 14 3,020 1

graphs 7 1,044 17 1,022 27 37,195 3
graphs 8 12,346 2,358 12,095 3,662 1,536,698 246
graphs 9 >47,683 >24h >55,400 >24h >5,128,600 >801

digraphs 4 218 1 215 1 347 1
digraphs 5 9,735 3 9,567 1,197 40,078 3
digraphs 6 1,598,555 1,810 >85,469 >24h >4,581,000 >512

The original symmetry reduction algorithms in LoLA described in [3] are
numbered as follows: 1 refers to the “iterating the symmetries” algorithm, 2
is the “iterating the states” algorithm, and 3 is the “canonical representative”
algorithm5. The results of these algorithms are shown in Table 2. The LoLA
implementation seems to contain some bugs because the algorithms 1 and 2
should both produce minimal reduced reachability graphs but the numbers of
the markings in the generated reduced reachability graphs are not the same.

Table 3 shows the results for the marking guided Schreier-Sims search algo-
rithm described in Sect. 3. The maximal element with minimal frequency mul-

5 Not a canonical representative marking function by the terms used in this paper.
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Table 3. Results of the marking and partition guided Schreier-Sims searches.

marking guided partition guided
trivial easy max av. trivial easy max av.

net markings time % % dead dead time % % dead dead

ph 13 7,282 1 2.85 0.00 12 2.09 4 99.997 0.003 - -
ph 16 83,311 15 1.04 0.01 15 2.98 66 99.91 0.09 - -

db 10 56 1 0 3.81 259 60.36 1 0 100 - -
db 20 211 172 0 0.86 40,152 1,844.12 27 0 100 - -

grid 2 5 7,471 1 0 3.88 7 2.07 9 90.86 8.71 2 1.19
grid 3 3 2,103 1 0 1.59 46 12.14 4 60.82 33.22 16 1.86
grid 5 2 288 1 0 1.03 278 126.94 1 2.26 72.00 15 2.30

graphs 7 1,044 3 0 0.01 1,413 272.48 1 24.70 50.58 196 3.18
graphs 8 12,346 82 0 0.00 8,770 580.28 15 40.52 42.95 535 3.71
graphs 9 274,668 5,036 0 0.00 70,017 226.80 586 57.46 33.92 2,045 3.02

digraphs 4 218 1 0 4.05 7 3.15 1 78.29 21.18 3 2.29
digraphs 5 9,608 2 0 0.09 27 7.97 7 89.15 10.22 10 1.52
digraphs 6 1,540,944 929 0 0.00 93 17.19 2,404 95.68 4.05 34 1.10

tiset selector is used because it seems to usually give the best results. Pruning
with the fixed prefix, the trivial pruning with the found stabilizers, and the base
optimization described in Sect. 3 are applied, too. The “trivial %” and “easy
%” columns show the percentage of trivial and easy canonized markings, respec-
tively, as defined in Sect. 3. The “max dead” and “av. dead” columns show the
maximum and average number of dead nodes, respectively, in the search trees
for hard markings. As can be seen, practically all markings are usually hard and
the number of bad nodes in a search tree can grow quite large. One reason for
this behavior is that all the nets are 1-safe. Thus the multiset selector cannot
usually prune the search tree efficiently.

Table 3 also shows the results for the partition guided Schreier-Sims search
algorithm described in Sect. 4. The applied partition generator first refines the
unit partition according to the orbit and marking invariants, and then refines
the resulting partition with the partition dependent weighted in- and out-degree
invariants until no improvement is achieved. As can be seen from the results,
the amounts of trivial and easy markings are now much higher, compared to the
marking guided Schreier-Sims search algorithm discussed above. Furthermore,
hard markings are also easier, and although the number of dead nodes can be
still in thousands, on the average it is very low. For nets with small symmetry
groups, the overhead of computing the ordered partition sometimes makes the
algorithm slower than the marking guided Schreier-Sims search (e.g., the dining
philosophers nets and the nets “grid 2 5”, “grid 3 3”, and “digraphs 6”).

6 Conclusions

Symmetries of a Place/Transition-net can be exploited during the state space
analysis to alleviate the combinatorial state explosion problem. This paper de-
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scribes two new algorithms for the core problem of transforming markings into
symmetry equivalent canonical representatives. The algorithms are based on a
backtrack search in the Schreier-Sims representation of the symmetry group.
They return the smallest symmetry equivalent marking they find as the canoni-
cal representative. In the first algorithm, the search tree is pruned by (i) a novel
compatibility definition between symmetries and markings, (ii) the smallest al-
ready found equivalent marking and (iii) the stabilizers of the marking found
during the search. The second algorithm improves the first one by combining
it with a standard preprocessing technique applied in graph isomorphism algo-
rithms. That is, an ordered partition for the marking is first built by applying
a set of invariants. The partition is then used to further prune the search in
the Schreier-Sims representation by considering only the symmetries that are
compatible with the partition.

The experimental results show that the proposed algorithms are very com-
petitive against the previous ones in [2, 3]. The second proposed algorithm is
more robust, working well with many kinds of symmetry groups, even with very
large ones. This is because the constructed partition is usually able to prune the
search tree in the Schreier-Sims representation better than the marking alone.

Finally, notice that both of the new algorithms could be approximated (i.e.,
made non-canonical) by performing only a limited search in the Schreier-Sims
representation. For instance, an upper bound for the traversed nodes could be
set. Doing so avoids the exponential worst case running time of the algorithms
with the risk that a non-minimal reduced reachability graph is produced.
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Abstract. In this presentation the structure of formalisms are stud-
ied that allow Petri nets as tokens. The relationship towards common
Petri net models and decidability issues are studied. Especially for “ele-
mentary object-net systems” defined by Valk [20] the decidability of the
reachability and the boundedness problem is considered. It is shown that
reachability becomes undecidable while boundedness remains decidable
for elementary object-net systems. Furthermore it is shown that even for
minimal extensions the formalism obtains the power of Turing machines.

Keywords: decidability, nets within nets, object Petri nets

1 Introduction

In this presentation decidability issues for different kinds of Object Petri Nets
are studied. Object Petri Net formalisms use complex objects (defined in some
object-oriented specification language) as tokens. The “nets within nets” ap-
proach of Valk assumes that these objects are Petri nets again: In [20] “unary
elementary object systems” (Ueos) are introduced – a basic model restricted to
a two-level hierarchy. In the following the term “object-net” is used for the “nets
within nets” interpretation. Related models of the “nets within nets” approach
are Nested Petri Nets [13], Linear Logic Object Petri Nets [5], Reference Nets [12]
and Mobile Object-Net Systems [10]. Furthermore, there is a close connection
to mobility calculi, like the ambient calculus [2].

The main question is whether results for ordinary Petri net formalisms carry
over for object-nets. The analysis of decidable properties of “nets within nets”
formalisms gives a deeper insight in the question whether they are just a more
convenient representation of another – possibly larger – Petri net model, or
whether they are a real extension with more computational power – similar to
Self-Modifying Nets [19] which are a real extension.

The paper is structured as follows. Section 2 gives an informal introduction
into the nets within nets approach. Section 3 recalls the formal definition of
“unary elementary object systems” together with two variants of the firing rule,
namely reference and value semantics. Some basic properties concerning the
relationship of the two semantics or the existence of linear invariants are proven.
We analyse the decidability of the reachability and boundedness problem for
Ueos. Section 4 defines the generalised model of object- nets which allow an
arbitrary deep nesting structure. Furthermore, it is proven, that the generalised
formalism has the power of Turing machines. The work closes with a conclusion.
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2 Object-Oriented Petri Nets and Nets within Nets

The paradigm of nets within nets due to Valk [20] formalises the aspect that
tokens of a Petri net can be nets again. Taking this point of view it is possible to
model e.g. mobility very naturally: A mobile entity is described by a Petri net
which is a token of another Petri net describing the whole surrounding system
(for a detailed discussion of mobility in the context of Petri nets cf. [9]).

a a
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a:visit_city:leave_Europe

[];[];[]
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Fig. 1. A Mobile Agent as a Net-Token

To give an example we consider a situation in Figure 1 where we have a two-
level hierarchy1. The net-token is then called the “object-net”, the surrounding
net is called the “system-net”. An intuitive interpretation of this model is a
scenario, where each object-net models a mobile agent and the system-net models
the agent system. In this example the agent a wants to travel from New York to
Europe and he does not come back until he has visited at least three European
cities. Initially the agent is a net-token on the place New York – indicated by
the ZOOM. The places in the system-net describes the cities of the scenario, the
transitions movements between them.

Object and system-nets synchronise via channels. The channels are denoted
as transition inscriptions of the form a:visit city in the system-net and :visit city in
the object-net. The asymmetry is due to the fact, that the object-net (the agent
a) is known in the system-net but not vice versa. Transitions with corresponding
channels must fire synchronously. Transitions without an inscription can fire
autonomously and concurrently to other enabled transitions.

Let us look at an example process of the system in Figure 1: The first firing
step is a synchronous firing of the transitions fly to Europe and the transition
v (“visit”) wrt. the channel visit city. As a result one black token is generated
on the place cnt (the counter) inside the object-net and the whole object-net is
located in London. Then the agent moves to Madrid, generating a second token
on the place cnt. This time the agent cannot fly back to New York, since he has

1 The example uses the syntax of the Renew-tool (cf. www.renew.de).
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only two tokens on the place cnt, while three are needed to activate the channel
leave Europe. So, the transitions fly back and l (“leave”) are not activated. The
sole possibility is to travel to Berlin, to Rom, and afterwards to Madrid again.
Now, the agent can fly back, since he has five tokens on the place cnt.

3 Unary Elementary Object Systems

As Stehr, Meseguer and Ölveczky [18] mentioned in their outlook, it is a quite
natural extension of Algebraic Petri Nets [17] to allow tokens to be active. The
canonic way for this extension is to consider nets as these active tokens (“nets
within nets”). The general formalism for these token-nets is called Object-Net
Systems Ons [10] (cf. also Section 4). A simplified model of Ons are “unary
elementary object systems” (Ueos) defined by [20]. They are called “elementary”
since the nesting hierarchy is limited to a depth of two. The top level is a so
called system-net which has multiple instances of one single object-net as tokens
– therefore the term “unary”. (These restrictions are dropped in Sec. 4.) Here,
we give a generalised version of Ueos, since Place/Transition nets (short: P/T-
nets) are considered (instead of EN systems as in [20])2. By convention, we use
the notation x for elements of the whole object-net system, x̂ for elements of the
object-net, and x for elements of the system-net.

Definition 1. An unary elementary object system is a tuple OS = (N, N̂, ρ),
such that:

– The system-net N = (P, T, pre, post,M0) is a P/T-net with |M0| = 1 and
|•t|, |t•| > 0 for all t ∈ T .

– The object-net N̂ = (P̂ , T̂ , p̂re, ˆpost, M̂0) is a P/T-net disjoint from the
system-net: (P ∪ T ) ∩ (P̂ ∪ T̂ ) = ∅.

– ρ ⊆ T × T̂ is the interaction relation.

The set of transitions in the system-net that have to fire synchronously is
Tρ := (·ρT̂ ) := {t | ∃t̂ : (t, t̂) ∈ ρ}. The set of autonomous (i.e. synchronisation
free) transitions is Tρ̄ := T \Tρ. Analogously, the set of transitions in the object-
net that have to fire synchronously is T̂ρ := (Tρ·) := {t̂ | ∃t : (t, t̂) ∈ ρ} and
T̂ρ̄ := T̂ \ T̂ρ. The set of transitions of the object system is T := (Tρ̄ ∪ T̂ρ̄ ∪ ρ).

3.1 Locality and Distribution

Object-nets can be investigated wrt. the so called reference and value semantics
– similarly to “call by reference” and “call by value” in programming languages.
The main difference between value and reference semantic is due to the handling
of distribution. Reference semantics assumes a global name space.
2 In the following the standard notations for Petri nets are used: MS(P ) denotes the

set of multisets over P with + as multiset addition and 0 as the empty multiset.
A P/T-net is a tuple N = (P, T, pre, post, M0), such that pre, post : T → MS(P )
are the pre- and post-condition functions, resp., mapping transitions to multisets of
places; M0 ∈ MS(P ) is the initial marking.



Properties of Object Petri Nets 281

s2 s4

t1

t2

t11
s13

:ch1()

on:ch1()s1

t3

s14

:ch2()
t12

s12

s11

s5s3

s6
t4

s15

on:ch2()

t13

s2 s4

t1

t2

t11
s13

:ch1()

on:ch1()s1

t3

:ch2()
t12

s12

s11

s5s3

s6
t4

s15

on:ch2()

t13
s14

s2 s4

t1

t2

t11
s13

:ch1()

on:ch1()s1

t3

:ch2()
t12

s12

s11

s5s3

s6
t4

s15

on:ch2()

t13
s14

s2 s4

t1

t2

t11
s13

:ch1()

on:ch1()s1

t3

:ch2()
t12

s12

s11

s5s3

s6
t4

s15

on:ch2()

t13
s14

Fig. 2. Firing Sequence wrt. Reference Semantics

In Figure 2 a firing sequence wrt. reference semantics is illustrated. First,
the firing of transition t1 creates two references on the places s2 and s3. The
concurrent firing of (t2, t11) and (t3, t12) moves the references to s2 and s3 resp.
and creates the marking s13 + s14 in the object-net. So, the transition t13 of the
object-net is activated and fires s13 + s14 to s15.

It is easy to see, that this sequence contradicts our intuition to deal with
two independent net-tokens. Value semantics provides the intended behaviour
(cf. Fig. 3): The firing of t1 created two net-tokens, which are copies of the
original one. The marking of the net-token on p1 is distributed two the copies (to
preserve the number of tokens in total). The distribution chosen in this sequence
allows the two synchronisations (t2, t11) and (t3, t12). The effect of firing (t2, t11)
modifies the marking of the net-token on place s2, but not the copy on s3 –
similarly for (t3, t12). Since the tokens on s13 und s14 are in different net-tokens,
transitions t13 is not enabled. The two net copies have to be recombined by the
system-net transition t4, resulting in a net-token with the marking s13 + s14.
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Fig. 3. Firing Sequence wrt. Value Semantics

It can be concluded, that value semantics is more intuitive when dealing with
mobile objects in a distributed system, since for value semantics each place p
denotes a location for the net-tokens independent from all other locations.
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3.2 Reference Semantics

For reference semantics net-token are interpreted as references, like pointers in
programming languages.

Definition 2. A marking wrt. reference semantics of OS is a multiset M ∈
Mr := MS (P ∪ P̂ ). The initial marking of OS wrt. reference semantics is
M0 = M0 + M̂0.

The firing rule is defined for three cases: system-autonomous firing, object-
autonomous firing, and synchronised firing. Again, a transition can only occur
autonomously if there exists no synchronisation partner in ρ, otherwise only
synchronous firing is possible.

Definition 3. Let OS = (N, N̂, ρ) be an unary elementary object system. Let
M ∈M be a marking wrt. reference semantics of OS. Firing can take place:

1. System-autonomous: A transition t ∈ Tρ̄ is activated in M = M + M̂ , iff
M ≥ pre(t). The successor marking is M′ = M ′ + M̂ where M ′ = M −
pre(t) + post(t).

2. Synchronous: A pair (t, t̂) ∈ ρ is activated in M = M + M̂ , iff M ≥ pre(t)
and M̂ ≥ p̂re(t̂). The successor marking is M′ = M ′ + M̂ ′ where M ′ =
M − pre(t) + post(t) and M̂ ′ = M̂ − p̂re(t̂) + ˆpost(t̂).

3. Object-autonomous: A transition t̂ ∈ T̂ρ̄ is activated in M = M + M̂ , iff
M̂ ≥ p̂re(t̂). The successor marking is M′ = M ′ + M̂ where M̂ ′ = M̂ −
p̂re(t̂) + ˆpost(t̂).

Since there is exactly one system-net and one object-net the whole Ueos can
easily be described by the union of system and object-net, where synchronising
transitions (t, t̂) ∈ ρ are fused.

Definition 4. Let OS = (N, N̂, ρ) be an Ueos. The fusion fuse(OS) is defined
as the P/T-net:

fuse(OS) =
(
(P ∪ P̂ ), (Tρ̄ ∪ T̂ρ̄ ∪ ρ), pref , postf , (M0 + M̂0)

)
where pref (and analogously for postf ) is defined by:

pref (x) =

⎧⎨⎩
pre(x), if x ∈ Tρ̄

p̂re(x), if x ∈ T̂ρ̄

pre(t) + p̂re(t̂), if x ∈ ρ ∧ x = (t, t̂)

It is easy to see, that a transition from τ ∈ T = (Tρ̄ ∪ T̂ρ̄ ∪ ρ) is activated for
an Ueos OS if it is activated in its fusion fuse(OS). So, the P/T-net fuse(OS)
can be used to define the semantics of an Ueos3.
3 However, fuse(OS) has in general a much more greater size (counting the number of

places and transitions) than sizes of system and object-net together – in the worst
case, where all transitions synchronise with all possible partners, i.e. ρ = T × T̂ , the
fusion fuse(OS) has |T | · |T̂ | transitions - compared to |T |+ |T̂ | for the components
in isolation. So, the Ueos is usually easier to understand compared to its fusion.
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Proposition 1. Let OS be an Ueos. A transition τ ∈ T is activated in OS
wrt. reference semantics iff it is activated in fuse(OS):

M τ−−→
OS

M′ ⇐⇒ M τ−−−−−−→
fuse(OS)

M′

Proof. Immediately from Definition 3. %&

The definition is a conservative extension of P/T-nets, since an Ueos with
an object-net without any transitions behaves like the system-net, i.e. like a
P/T-net.

Proposition 2. Let OS∅ = (N∅, N̂∅, ρ∅) be an Ueos with empty sets of places
and transitions for the object-net: P̂ = T̂ = ∅. A transition τ ∈ (Tρ̄ ∪ T̂ρ̄ ∪ ρ) is
enabled in the object system OS∅ iff it is enabled in its system-net N .

M τ−−−→
OS∅

M′ ⇐⇒ M τ−→
N

M′

Proof. In OS∅, neither synchronous firing nor object-autonomous firing are pos-
sible, because T̂ = ∅. Due to Def. 4 we have fuse(OS∅) = N∅. Since MS (∅) = {0},
we only have to deal with empty object-net markings M̂ = 0 and M = M . Due
to Prop. 1 a transition in OS∅ is activated iff it is in fuse(OS∅) = N∅. %&

3.3 Value Semantics

For value semantics markings are described by nested multisets, since indepen-
dent copies are considered. For Ueos the nesting level is fixed with one level of
nesting.

Definition 5. A marking wrt. value semantics of OS is a multiset M ∈Mv :=
MS (P ×MS (P̂ )). The initial marking of an Ueos OS wrt. value semantics is
M0 = (p, M̂0) for M0 = p.

By using projections on the first or last component of a Ueos marking M, it is
possible to compare object system markings. The projection Π1(M) on the first
component abstracts away the substructure of a net-token, while the projection
Π2(M) on the second component can be used as the abstract marking of the
net-tokens without considering their local distribution within the system-net.

Definition 6. Let M =
∑n

i=1(pi, M̂i) be a marking of a Ueos OS = (N, N̂, ρ).

1. Abstraction from the token substructure: Π1(
∑n

i=1(pi, M̂i)) =
∑n

i=1 pi

2. The distributed object-net copy’s markings: Π2(
∑n

i=1(pi, M̂i)) =
∑n

i=1 M̂i

The Ueos firing rule is defined for three cases: system-autonomous firing,
object-autonomous firing, and synchronised firing. A transition can only occur
autonomously if there exists no synchronisation partner in ρ, i.e. if τ ∈ (Tρ̄∪ T̂ρ̄).
Otherwise if τ ∈ ρ, only synchronous firing is possible.
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The autonomous firing of a system-net transition t removes net-tokens in
the pre-conditions together with their individual internal markings. Since the
markings of Ueos are higher-order multisets, we have to consider terms PRE ∈
Mv that correspond to the pre-set of t in their first component: Π1(PRE) =
pre(t). In turn, a multiset POST ∈Mv is produced, that corresponds with the
post-set of t in its first component. Thus, the successor marking is M′ = M −
PRE+POST, in analogy to the successor marking M ′ = M−pre(t)+post(t) of
P/T-nets. The firing of t must also obey the object marking distribution condition
Π2(PRE) = Π2(POST), ensuring that the sum of markings in the copies of
a net-token is preserved4. An object-net transition t̂ is enabled autonomously if
in M there is an addend (p, M̂) in the sum and M̂ enables t̂. For synchronous
firing, a combination of both is required5.

Definition 7. Let OS = (N, N̂, ρ) be an Ueos. Let M,M′ ∈ Mv be markings
wrt. value semantics of OS. Then M τ−−→

OS
M′ iff exists PRE,POST ∈ Mv

such that PRE ≤M, M′ = M−PRE + POST, and the following holds:

τ = t ∈ Tρ̄ ⇒ Π1(PRE) = pre(t) ∧Π1(POST) = post(t) ∧
Π2(POST) = Π2(PRE) ∧

τ = (t, t̂) ∈ ρ⇒ Π1(PRE) = pre(t) ∧Π1(POST) = post(t) ∧
Π2(PRE) ≥ p̂re(t̂) ∧
Π2(POST) = Π2(PRE)− p̂re(t̂) + ˆpost(t̂) ∧

τ = t̂ ∈ T̂ρ̄ ⇒ ∃p : Π1(PRE) = Π1(POST) = p ∧
Π2(PRE) ≥ p̂re(t̂) ∧
Π2(POST) = Π2(PRE)− p̂re(t̂) + ˆpost(t̂)

The following properties characterise the symmetries of Ueos.

Proposition 3. Let OS be an Ueos as in Def. 1.

1. The abstract behaviour – determined by the projection Π1 – on the system
level of an Ueos corresponds to the behaviour of the system-net viewed as a
P/T-net: M t−−→

OS
M′ implies Π1(M) t−→

N
Π1(M′), and Π1(M′) is uniquely

determined.
2. The distributed object-net marking is invariant under autonomous actions of

the system-net: M t−−→
OS

M′ implies Π2(M) = Π2(M′).

4 This represents the main difference of Ueos compared with Valk’s object systems
[20], which require that each net-token in POST hold all tokens Π2(PRE) of the
net-tokens from the pre-set. This kind of multiplication of system resources is in-
hibited in Ueos. The structural symmetry of our definition is needed to obtain an
invariant calculus and to establish a formal connection between the reference and
the value semantics. These results rely on Prop. 3 (2) and (5) which are invalid for
the semantics presented in [20].

5 In contrast to P/T-nets, the successor marking is not uniquely defined for Ueos, due
to their vertical substructure. The firing rule can be made deterministic by using
the pair (PRE,POST) as an index for transitions in the system-net.
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3. The behaviour of the distributed object-net is determined by Π2 and is a

sub-behaviour of the object-net viewed as a P/T-net: M t̂−−→
OS

M′ implies

Π2(M) t̂−→̂
N

Π2(M′), and Π2(M′) is uniquely determined.

4. The abstract state of the system-net is invariant under object-autonomous

actions: M t̂−−→
OS

M′ implies Π1(M) = Π1(M′).

5. Synchronisation is an action composed of two sub-actions: M
(t,t̂)−−→
OS

M′ im-

plies Π1(M) t−→
N

Π1(M′) as well as Π2(M) t̂−→̂
N

Π2(M′). Furthermore,

Π1(M′) and Π2(M′) are uniquely determined.

Proof. Immediate from Definition 7. %&

By using a degenerated Ueos, which has neither places nor transitions, it can
easily be shown that Ueos are a canonical extension of P/T-nets with respect to
interleaving semantics (i.e. firing sequences). We thereby define a Ueos whose
tokens have no inner structure. Therefore, this Ueos is equivalent to a P/T-net.

Proposition 4. Let OS∅ be a Ueos with empty sets of places and transitions
for the object-net: P̂ = T̂ = ∅. A transition t is enabled in the object system OS∅
iff it is enabled in its system-net N .

M t−−−→
OS∅

M′ ⇐⇒ M t−→
N

M′

Proof. In OS∅, neither synchronous firing nor object-autonomous firing are pos-
sible, because T̂ = ∅. Since MS (∅) = {0}, we only have to deal with empty
object-net markings M̂ = 0, the object marking distribution condition is al-
ways met. The equivalence follows from Prop. 3 (1), stating that the projection
Π1(M) is isomorphic to the marking M of the system-net N . %&

3.4 Relation of Value and Reference Semantics

The translation of the notion of “activation” from value to reference semantics
are based on the translation from value-markings to reference-markings. Nested
multisets can be mapped directly to unnested ones. Define φ : Mv → Mr by
the linear extension of φ((p, M̂)) = p + M̂ .

Proposition 5. Let OS be an Ueos as in Def. 1 and let M,M′ ∈ Mv be
markings wrt. value semantics. If M w−−→

OS
M′, w ∈ T is a possible firing wrt.

value semantics then φ(M) w−−→
OS

φ(M′) is a possible firing sequence wrt. reference
semantics.

Proof. From the definitions of the firing rules in Def. 7 (value semantics) and
Def. 3 (reference semantics) it can be seen directly, that activation wrt. value
semantics implies activation wrt. reference semantics. %&
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Fig. 4. An example Ueos

The converse direction does not hold, which can be demonstrated using the
Ueos in Fig. 4. For reference semantics the place s1 contains initially a reference
to the object-net: M = s1 + ŝ11. Firing of t1 duplicates this reference onto s2
and s3 resulting in M1 = s2 + s3 + ŝ11. This marking activates the transition
pair (t2, t̂11) while (t3, t̂12) is not. The resulting marking is M2 = s4 + s3 + ŝ12.
Since the effect in the object-net is visible in the whole system, the pair (t3, t̂12)
is now activated. Firing leads to M3 = s4 + s5 + ŝ13.

For value semantics we have M = (s1, ŝ11). Here φ(M) = s1 + ŝ11 is the
corresponding marking wrt. reference semantics. Firing of t1 can result in in
the marking M1 = (s2, ŝ11) + (s3, 0) – corresponding to φ(M1) = s2 + s3 + ŝ11
for reference semantics. This marking activates the transition pair (t2, t̂11) while
(t3, t̂12) is not. The resulting marking is M2 = (s4, ŝ12) + (s3, 0). Since the
effect in the object net is only local the pair (t3, t̂12) is not activated. So w =
t1(t2, t̂11)(t3, t̂12) ∈ T∗ is a possible firing sequence for reference but not for value
semantics.

The difference of reference and value semantics is the concept of “location”
for net-tokens which is explicit for value but not for reference semantics, since it
is unclear which reference can be considered as the location of a net-token. The
localisation of net-tokens is expressed by a mapping from reference semantics
markings to value semantics ones.

Definition 8. A mapping σ : Mr → Mv is called a localisation iff for each
M ∈Mr with M = M1 + M̂2, M1 ∈ MS (P ), M̂2 ∈ MS (P̂ ) the following holds:

Π1(σ(Mr)) = M1 and Π2(σ(Mr)) = M̂2

A localisation σ is compatible wrt. the firing rule iff for each M,M′ ∈ Mr

and τ ∈ T we have:

Mr
τ−−→

OS
M′

r ⇒ σ(Mr)
τ−−→

OS
σ(M′

r)

For the special case that the system-net is a state machine the ambiguity of
locations cannot appear, since there always is exactly one reference.
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Definition 9. An Ueos OS is called simple iff the system-net N is a state
machine, i.e. |M0| = 1 and for all t ∈ T we have |pre(t)| ≤ 1 and |post(t)| ≤ 1.

For a simple Ueos there is exactly one localisation mapping σ :Mr →Mv:
Since N is a state machine for each M ∈ Mr with M = M + M̂ we have
exactly one net-token reference: |M | = 1. So, with M = p the only map with
Π1(σ(Mr)) = p and Π2(σ(Mr)) = M̂ is σsm(p + M̂) := (p, M̂). For a simple
Ueos reference and value semantics coincide.

Proposition 6. Let OS be a simple Ueos. Then σsm is a compatible localisa-
tion: Mr

τ−−→
OS

M′
r ⇒ σsm(Mr)

τ−−→
OS

σsm (M′
r) for all τ ∈ T.

Proof. Follows from the property of a localisation map σ (Def. 8) and the defi-
nition of the value semantics firing rule (Def. 7) and of the reference semantics
firing rule (Def. 3). %&

The general condition for a firing sequence wrt. reference semantics being
also possible for value semantics is given in [8] where the concept of locality that
is present for value semantics but not for reference semantics is combined with
Petri net processes.

3.5 Invariants in Ueos

The compositionality of invariants is interesting for Ueos. In the following
we investigate how the invariant calculus of P/T-nets extends for Ueos. Let
N = (P, T, pre, post,M0) be a P/T-net. The incidence matrix Δ is defined by
Δ(p, t) := post(t)(p) − pre(t)(p). A P -invariant i ∈ Z|P |, i �= 0 is a vector that
fulfils i · Δ = 0. Then every reachable marking M fulfils the linear equation
i ·M = i ·M0.

The following theorem states that invariants for a Ueos can easily be com-
posed from the invariants of the components.

Proposition 7. Let OS = (N, N̂ , ρ) be an Ueos as in Def. 1 and let i ∈ Z|P |

be an invariant of the system-net and î ∈ Z|P̂ | one of the object-net.
Let M ∈ Mr be a reference semantics marking. Then i ·M|P = i ·M0|P and

î ·M|P̂ = î ·M0|P̂ holds for every reachable marking M ∈ Mr wrt. reference

semantics. Additionally, the vector (i, î) ∈ Z|P |+|P̂ | is an invariant of the fusion
net fuse(OS).

Let M ∈ Mv be a value semantics marking. Then i ·Π1(M) = i ·Π1(M0)
and î · Π2(M) = î · Π2(M0) holds for every reachable marking M ∈ Mv wrt.
value semantics.

Proof. For reference semantics the propositions follows from Prop. 1.
For value semantics: For a system-autonomous step M τ−→ M′ we have

Π1(M) τ−→
N

Π1(M′) by Prop. 3(1). Since i is an invariant of N we have i ·

Π1(M) = i · Π1(M′). Also, we have î ·Π2(M) = î ·Π2(M0), since Π2(M) =
Π2(M′) by Prop. 3(2). Analogously with Prop. 3(3) and (4) for object-au-
tonomous and steps and with Prop. 3(5) for synchronisations. %&
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In the following some decidability question related to Petri nets are studied
for “nets within nets” formalisms, especially the reachability and the bounded-
ness problem is considered.

3.6 Reachability

It is a well known fact that Petri nets (including EN systems or P/T-nets) are
not Turing powerful, since the reachability problem is decidable [14], whereas
the halting problem for Turing machines is not.

Reachability is decidable for 1-safe unary elementary object-nets, since the
set of possible markingsMv = MS (P ×MS (P̂ )) reduces to Mv = 2P×2P̂

, which
is a finite set. So, Mv can be used as the set of places, i.e. each place has the
form (p, M̂). It can be seen directly, that the resulting Petri net has isomorphic
marking and firing sequences. The result can be generalised directly for Ueos
where system and object-net are n-safe.

For the unbounded case the reachability problem for Ueos wrt. reference
semantics is decidable.

Proposition 8. Reachability is decidable for Ueos wrt. reference semantics.

Proof. The fusion of an Ueos OS results in the P/T-net fuse(OS) which has the
same markings and firing sequences (cf. Prop. 1). So, the reachability problem
for Ueos reduces to that for P/T-nets. %&

On the other hand the reachability problem for Ueos wrt. value semantics
is undecidable, since they can simulate nets with transfer arcs. Transfer arcs (cf.
[3]) are used to transfer all tokens of one place to another place. So, transfer arcs
are related to reset arcs which remove all tokens from one place.

Proposition 9. Reachability is undecidable for Ueos wrt. value semantics.

Proof. This can be seen by giving a simulation of Petri nets with transfer arcs
using Ueos and the fact that the reachability problem for Petri nets with at
least two transfer arcs is undecidable (cf. Theorem 11 in [4]). In the simulation
the system-net describes the original Petri net N and the object-net acts as a
container for the tokens. Whenever a token is added to a place p in N the system-
net removes the object-net on p, adds one token inside using the synchronisation
mechanism, and puts the object-net back. Whenever the whole marking of the
place p is transferred in N the object-net is removed as a whole together with
its marking M̂ . %&

A related result holds for Linear Logic Petri Nets [5], which are Petri nets
with Linear Logic formulas as tokens. It is assumed that the token-formulas
can be rewritten using the calculus of Linear Logic independently of the firing
of transitions. By using undecidability results for deduction in Linear Logic,
Farwer [5] shows that the reachability problem is undecidable for Linear Logic
Petri Nets.
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3.7 Boundedness

A natural question is whether Ueos are as expressive as Nested Petri Nets [13].
The answer to this question is “no” since it can be shown that boundedness is a
decidable property of Ueos, while boundedness is undecidable for Nested Petri
Nets.

Proposition 10. Boundedness is undecidable for Nested Petri Nets.

Proof. Nested Petri Nets can simulate Reset Nets (cf. [13]) and boundedness for
Reset Nets is undecidable (cf. [4, Theorem 8]). %&

In general, the boundedness problem can be decided using the coverability
graph construction of Karp and Miller [7]: To construct the coverability graph
we are looking for a marking sequence m0

∗−→ m
+−→ m′ where m < m′ holds,

i.e. m′ covers m on a non-empty subset of places A ⊆ P : m(p) < m′(p) for all
p ∈ A and m(p) = m′(p) for all p ∈ P \ A. Since Petri nets enjoy the property
of monotonicity (i.e. if m1 < m2 and m1

∗−→ m′
1 then there exists a sequence

m2
∗−→ m′

2 with m′
1 < m′

2) this sequence can be repeated infinitely often showing
that any bound for a place p ∈ A can be covered, i.e. the place p is unbounded.

To apply this technique for Ueos the partial order ≤ on multisets can be
extended to a partial order on nested multisets.

Definition 10. Let M,M′ ∈ Mv two nested multisets. Define M + M′ iff
there exists a total and injective mapping f from M =

∑n
i=1(pi, M̂i) to M′ =∑n

j=1(p
′
j , M̂

′
j) with f((pi, M̂i)) = (p′j , M̂

′
j) implying pi = p′j and M̂i ≤ M̂ ′

i .

Note, that with this definition M +M′ implies Π1(M) ≤ Π1(M′).

Proposition 11. Boundedness is decidable for Ueos wrt. value semantics.

Proof. A partial order ≤ has the property of strict transitive compatibility
(monotonicity), i.e. if m1 < m2 and m1 → m′

1 then there exists a sequence
m2

∗−→ m′
2 with m′

1 < m′
2. Generalising the result of [7] it is shown in [6], that

the boundedness problem is decidable iff ≤ is a decidable, strict partial order and
the set of successor markings is decidable. Obviously + is decidable and strict
transitive compatibility and set the of successors is effective constructible. %&

4 Anonymous Object-Net Systems

In the following a generalised model of object-net systems is defined, which
drops the restriction to exactly two levels of nesting: Anonymous Object-Net
Systems (Ons)6 are defined to give a precise definition of nets within nets using
rewriting logic [15]. Let N be a finite set of net sorts in the following7. The
black token net N∗ is defined as the object-net with no places and no transitions:
P (N∗) = T (N∗) = ∅.
6 These Object-Net Systems are called “anonymous” since the net-tokens carry no

identity (see also Prop. 12 below).
7 Therefore the notation conventions for elements in Ueos (like x, x̂, and x) are not

applicable anymore.
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Channels. Object-nets synchronise via a set of channels V =
⋃

N∈N VN with
disjoint VN . Channels are either directed downwards (called downlinks – the
“synchronising” side, where the net-token is known) or upwards (uplinks – the
“synchronised” side)8. The labelling function λ↑ : T → MS (V ) maps each tran-
sition to a multiset of uplinks while λ↓ : T → MS (V ) maps a transition to a
multiset of downlinks. Using multisets of labels allows to describe multiple syn-
chronisation. The neutral element 0 means that no synchronisation is needed.
There is at most one uplink, i.e. |λ↑(t)| ≤ 1 for each transition t ∈ T , which is
required to obtain a tree-like synchronisation structure.

Nets as Tokens. Markings are multisets of net-tokens (following the “Petri nets
are monoids” paradigm [16]). Define the sorts of tokens and markings with the
usual multiset addition (being associative and commutative) and the neutral
element 0N :

sorts TokenN MSN .

subsort TokenN < MSN .

op 0N : → MSN .

op + : MSN × MSN → MSN [assoc comm id: 0N] .

Object-nets describe the structure of net-tokens. Net-tokens are obtained
if a marking is considered as one single entity. This is done by the operator
netN : MSN → N .

Tokens are described by their value and the place that is marked. It is natural
to use the place name as operators. Note that these operators are needed to
formulate the non-zero multisets. Each place p ∈ P is mapped by d : P → N to
a place sort. Define for all p ∈ P (N) the place operators: p : d(p) → TokenN . In
the following the token term p(netd(p)(M)) is abbreviated as p[M ]. Let “•” be
the abbreviation of [0] for N∗. We assume, that the initial marking of all nets
contains only black-tokens: M0(N)(p) > 0 ⇒ d(p) = N∗ for all N ∈ N . The
initialisation of a net-token given the net sort N is defined as:

initN := netN

(∑
p∈P (N)

M0(N)(p) · p(•)
)

Define for all v ∈ VN the constants v?!, v!? : → TokenN . Informally the place
v?! stands for the start of the atomically executed sub-synchronisation and v!?

stands for its end.

Object-Net Systems. An anonymous Object-Net System (Ons) consists of a set
of Petri Nets. For simplicity we denote this set also by N , so N denotes a sort
as well as a net. This re-use is harmless, since it can be resolved by introducing
a set {ONN : N ∈ N} isomorphic to N . One net Nsn ∈ N is the system-net,
building the top level of the system. It is assumed that places and transitions
are disjoint for all nets and all nets use a common set of up- and downlinks V .

8 Note, that a horizontal synchronisation of two net-tokens occupying the same place
can be simulated by attaching a transition to that place which synchronises twice
vertically. Therefore synchronisation is restricted to the vertical case.
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Definition 11. An anonymous Object-Net System is the tuple

ONS = (N , d, V, λ)

1. N = {N1, . . .Nn} is a set of pairwise disjoint P/T-nets. N includes the
black token net N∗ ∈ N and the system-net Nsn ∈ N . Let P be the union of
all components: P :=

⋃
N∈N P (N). Analogously for T, pre, and post.

2. d : P → N is the place typing.
3. V =

⋃
N∈N VN is the set of channels.

4. λ = (λ↑ : T → MS (V ), λ↓ : T → MS (V )) are mappings of transitions to
multisets of up- resp. downlinks. There is at most one uplink, i.e. |λ↑(t)| ≤ 1
for all transition t ∈ T .

The initial marking is M0 = initNsn.

An Object Petri Net is called pairwise synchronised iff every transition t has
either uplinks or downlinks but not both (similar to process calculi):

∀t ∈ T : (|λ↑(t)| > 0 ⇒ |λ↓(t)| = 0) ∧ (|λ↓(t)| > 0 ⇒ |λ↑(t)| = 0)

This condition is needed to obtain a finite set of possible synchronisations.

Firing Rule. The presentation of Petri nets as tokens leads to the problem, how
synchronised actions spanning over several net levels should be formalised. Due
to the tree-like structure of synchronisation there are infinitely many possible
synchronisations in general, so we cannot formalise each synchronisation as a
transition. Instead we formalise sub-synchronisations as conditional rewrites.
Define for all t ∈ T the following conditional rule:

t : λ↑(t)?! +
∑

p∈•t

W (p,t)∑
i=1

p[Ap,t,i +Bp,t,i]

→ λ↑(t)!? +
∑

p∈t•

W (t,p)∑
j=1

p[A′
p,t,j +B′

p,t,j] if ψ1(t) ∧ ψ2(t) ∧ ψ3(t)

1. The uplink (if any) v ∈ V is denoted as λ↑(t)?! in the pre-set and as λ↑(t)!?

in the post-set.
2. The markings of net-tokens are distributed into two groups of multisets:

Ap,t,i, A
′
p,t,j for the tokens that are transported and Bp,t,i, B

′
p,t,j for the

tokens that are used for synchronisation. Unprimed variables are used for
variables of the pre-set and single primed ones for in the post-set.
– For all p ∈ •t and i ∈ {1, . . . ,W (p, t)}: Ap,t,i, Bp,t,i : MSd(p).
– For all p ∈ t• and j ∈ {1, . . . ,W (t, p)}: A′

p,t,j , B
′
p,t,j : MSd(p).

– For all v ∈ VN and l ∈ {1, . . . λ↓(t)(v)}: Mv,l,M
′
v,l : MSN .

3. The markings of the net-tokens are related by the requirement, that firing
preserves the overall sum of all transported net-tokens. The sum is preserved
for each net sort N :

ψ1(t) := ∀N ∈ N :
∑

p∈(•t∩d−1(N))

W (p,t)∑
i=1

Ap,t,i =
∑

p∈(t•∩d−1(N))

W (t,p)∑
j=1

A′
p,t,j
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4. The sub-synchronisations fire Mv,l to M ′
v,l. These markings are distributed

on the synchronisation markings Bp,t,i for Mv,l. Analogously, the B′
p,t,j must

sum up to M ′
v,l:

ψ2(t) := ∀N ∈ N :
∑

v∈VN

λ↓(t)(v)∑
l=1

Mv,l =
∑

p∈(•t∩d−1(N))

W (p,t)∑
i=1

Bp,t,i ∧

∑
v∈VN

λ↓(t)(v)∑
l=1

M ′
v,l =

∑
p∈(t•∩d−1(N))

W (t,p)∑
j=1

B′
p,t,j

5. Each downlink v ∈ V with λ↓(t)(v) > 0 creates one sub-synchronisation on
this channel in the conditional:

ψ3(t) := ∀N ∈ N : ∀v ∈ VN : ∀l ∈ {1, . . . , λ↓(t)(v)} : v?! +Mv,l → v!? +M ′
v,l

By this construction every outgoing channel results in a sub-synchronisation
which can be executed by the corresponding incoming channel side.

Example 1. Have a look at a simple example, pictured in Fig. 5: The transition
t fires synchronously via the channel v with the object-net transition t̂. The
transition in the system-net is:

p[M ]→ p′[M ′] if v?! +M → v!? +M ′

The transition in the object-net is t̂ : v?!+p̂(•)→ v!?+p̂′(•). For the binding M =
M ′′ + p̂(•) and M ′ = M ′′ + p̂′(•) the conditional is fulfilled. So the synchronous
firing of t and t̂ is the step p[M ′′ + p̂(•)]→ p′[M ′′ + p̂′(•)].

p1

� t

v↓

�

p2�p̂1� � t̂

v↑

� �p̂2

Fig. 5. An Object-Net System

An even stronger result than the undecidability of reachability is that some
of the above mentioned formalisms also have the power of Turing machines.
This can be shown by reduction to other extended Petri net formalisms which
have Turing power or by simulating Turing machines or two-counter-machines
directly.

A generalisation of Ueos are minimal OO-nets [11] which have objects as
tokens. Objects are characterised by their identity (and maybe several other at-
tributes which are not considered). The only assumption of OO-nets is a count-
able set of object identities which can be tested for equality and that fresh
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identities can be created at run-time. This minimal assumption should be met
by every existing object-oriented extension of Petri nets. Under this assump-
tions OO-nets can simulate two-counter-machines. This implies that reachability
is also undecidable for OO-nets and therefore for almost every object-oriented
extension of Petri nets.

Proposition 12 ([11]). Minimal OO-nets are Turing powerful.

It is easy to see, that the fusion construction of Def. 4 can be extended for an
arbitrary but fixed number of nets, i.e. instances with the restriction that there
are only finitely many synchronisations. From Prop. 1 we know, that the fusion
net can always be simulated by a P/T-net which is not Turing powerful. So, we
are only considering value semantics.

In the following it it shown that it is the recursive structure that creates the
expressiveness, since the “nets within nets” model is Turing powerful even if no
identities are used. It is sufficient to allow the operation of vertical nesting and
synchronisation to simulate Turing machines.

Definition 12. A 2-counter automaton is represented by the tuple

A = (Q, δ0,0, δ0,1, δ1,0, δ1,1, q0, Qf),

where Q is a finite set of states, q0 ∈ Q is the initial state, and Qf ⊆ Q is the
set of final states. The transitions function δ0,0 to δ1,1 are defined depending on
the values of the counters:

– δ0,0 : Q→ Q× {1} × {1} (if both counters are equal zero),
– δ0,1 : Q→ Q× {1} × {−1, 1} (if the first counter equals zero),
– δ1,0 : Q→ Q× {−1, 1}× {1} (if the second counter equals zero), and
– δ1,1 : Q→ Q× {−1, 1}× {−1, 1} (if both counters are positive).

A configuration is a triple (q, n1, n2) ∈ Q×N×N. The successor configuration
of (q, n1, n2) is (q′, n1 + d1, n2 + d2) where k = min(n1, 1), l = min(n2, 1), and
(q′, d1, d2) = δk,l(q). Note, that δk,l is actually a test for zero which guarantees
n1 + d1 ≥ 0 and n2 + d2 ≥ 0.

The following proof of Prop. 13 encoded natural numbers by exploiting the
nesting structure of the net-tokens, like suc[suc[. . . suc[zero] . . .]]. Incrementation
is implemented by synchronising downwards the marking structure and modify-
ing token zero into suc[zero]. Similarly for decrementation.

Proposition 13. Anonymous Object Net Systems are Turing powerful.

Proof. Let A be a 2-counter machine, then define the object net N(A) = (P1 ∪
P2, T1 ∪ T2, pre, post,M0) as follows: Let P1 = {q1, q2 | q ∈ Q}, where the place
q1 holds the first and q2 the second counter (encoded as a net-token) of A when
being in state q. The places {q1, q2 | q ∈ Qf} describe the final states. Let
T1 = {f(q,q′,k,l), j(q,q′,k,l) | δk,l(q) = (q′, d1, d2)}, where k = 0 (l = 0) iff the first
(second) counter equals zero.
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Let P2 = {p(q,q′,k,l),i, p
′
(q,q′,k,l),i, p

′′
(q,q′,k,l),i | i ∈ {1, 2}∧ δk,l(q) = (q′, d1, d2)} and

T2 = {t(q,q′,k,l),i, t
′
(q,q′,k,l),i | i ∈ {1, 2}∧δk,l(q) = (q′, d1, d2)}, used to modify the

counters. Let V = {inci, seti, deci, testk,i | i ∈ {1, 2} ∧ k ∈ {0, 1} } be the set of
channels. The initial marking is M0 = q0,1 + q0,2, i.e. the initial state of A. We
use the abbreviation c := (q, q′, k, l) for subscripts.

Define the type d(q1) = d(pc,1) = d(p′c,1) = d(p′′c,1) = Nsuc,1 and d(q2) =
d(pc,2 = d(p′c,2) = d(p′′c,2) = Nsuc,2. Pre- and post-condition are given as:

– pre(fc) = q1 + q2, post(fc) = pc,1 + pc,2, λ↑(fc) = 0, and λ↓(fc) = testk,1 +
testl,2.

– pre(jc) = p′′c,1 + p′′c,2, post(jc) = q′1 + q′2, and λ↑(jc) = λ↓(jc) = 0
– pre(tc,i) = pc,i, post(tc,i) = p′c,i, λ

↑(tc,i) = 0 and

λ↓(tc,i) =
{

inci, if di = +1 where δk,l(q) = (q′, d1, d2)
deci if di = −1 where δk,l(q) = (q′, d1, d2)

.

– pre(t′c,i) = p′c,i, post(t′c,i) = p′′c,i, λ
↑(t′c,i) = 0, and

λ↓(t′c,i) =
{

seti, if di = +1 where δk,l(q) = (q′, d1, d2)
0, if di = −1 where δk,l(q) = (q′, d1, d2)

.

�q1

�
����

q2

	
		
 fc

testk,1!

testl,2!

�
�
��

�pc,1

�tc,1

dec1!

� �p′
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� �p′′

c,1
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Fig. 6. Simulation of the state change δk,l(q) = (q′,−1, 1)

Figure 6 shows the state change δk,l(q) = (q′,−1, 1) incrementing the first
and decrementing the second counter (where uplinks are denoted with “?” and
downlinks with “!”).

Figure 7 shows the structure of the successor net Nsuc,1 and Nsuc,2 which is
the same (the index i of nodes are omitted in the inscriptions). The net Nsuc,i

implements a successor cell. The type mapping is defined by d(zeroi) = d(onei) =
d(posi) = N• and d(suci) = Nsuc,i.

Define the encoding of the counters using cod i(n + 1) = posi + suci[cod i(n)]
and cod i(0) = zeroi (where i ∈ {1, 2} denotes the first or the second counter,
resp.). So, the counter n is represented by the nested marking structure:

cod i(n) := suci[posi + suci[. . .posi + suci[︸ ︷︷ ︸
n−times

zeroi ] . . .]]︸ ︷︷ ︸
n−times

The object system ONS(A) = (N , d, V ) withN = {N(A), Nsuc,1, Nsuc,2, N•}
simulates A. Its initial marking is

M0 = q0,1[zero1] + q0,2[zero2] = q0,1[cod1(0)] + q0,2[cod2(0)]
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zero
suc

inc?
inc!

dec?
dec!

delete? dec?
delete!

t2

create?
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t3t5

t6t8

t9

set?
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t1

t7
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create!

t4

t10

inc?

pos

test 1?

one

Fig. 7. The “Successor” Net Nsuc

We prove, that whenever the automatonA changes its configuration (q, n1, n2)
to (q′, n1+d1, n2+d2), then the object system ONS(A) changes from q1[cod1(n1)]
+ q2[cod2(n2)] to q′1[cod1(n1 + d2)] + q′2[cod2(n2 + d2)]:

1. Initially, A makes two tests for zero by choosing the appropriate δk,l. This
is simulated by the synchronisation on the channels testk,1 und testl,2 of the
transition f(q,q′,k,l).

2. Incrementation (i.e. di = +1) of cod(ni) = suci[· · · [posi + suci[zeroi]] · · · ]
involves two steps: The first one fires

θ1 = t(q,q′,k,l),i//inci
t1,i//inci

· · · //
inci
t1,i//inc1︸ ︷︷ ︸

n-times

t2,i

which is a synchronisation along the channel inc1. Note, that θ1 is the only
possible transition when starting to synchronise on channel inc1. This step
removes the token from the place zeroi and creates a new cell on the place
suci with the empty marking (due to the preservation of the marking sum).
So, we obtain suci[· · · [posi + suci[onei + suci[0]]] · · · ]. The token on the place
onei indicates the net that contains the cell, that still has to be initialised.
By firing n-times via the channel seti and once via createi:

θ2 = t′(q,q′,k,l),i//set1 t3,i//set1 · · · //seti t3,i//seti︸ ︷︷ ︸
n-times

t4,i//createt5,i

The resulting marking is suci[...[posi+suci[posi+suci[zeroi]]]...] = cod(ni+1).
Note, that θ2 is the only possible sequence when starting to synchronise on
channel seti. The token on onei is used to switch the synchronisation sequence
from seti to createi. The token on posi indicates cells describing a counter
greater than zero.

3. Decrementation (i.e. di = −1) of cod(ni+1) = suci[...suci[posi+suci[zeroi]]...]
is implemented by firing

θ3 = t(q,q′,k,l),i//deci
t6,i//deci

· · · //
deci
t6,i//deci︸ ︷︷ ︸

n-times

t7,i//deletei
t8,i
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which is a synchronisation n-times via the channel deci and once via deletei.
Note, that θ3 is the only possible transition when starting to synchronise on
channel deci. This step removes the innermost cell and puts one token onto
the place zeroi. The resulting marking is suci[· · · suci[zeroi] · · · ] = cod(ni).

So, ONS(A) simulates A. Since 2-counter machines are equivalent to Turing
machines the proposition is proven. %&

Note, that this technique does not rely on unbounded synchronisation: The
synchronisations in Figure 7 can be implemented using paired synchronisation
only. So, it is shown that for the “nets within nets” approach Turing completeness
can be established even if the operation of vertical synchronisation is limited to
span over one nesting level, i.e. with paired synchronisation only.

5 Conclusion

In this contribution we presented decidability results for “nets within nets” for-
malisms, i.e. formalisms that allow for Petri nets as tokens. The analysis of
decidable properties has showed that Ueos are more than just a convenient rep-
resentation of another – possibly larger – Petri net model – since the reachability
problem is undecidable for Ueos. So, Ueos are a real extension with greater
computational power. Nevertheless, interesting questions – like boundedness –
remain decidable, making Ueos weaker than Petri nets with reset arcs.

As an extension the formalism of anonymous Ons without object identities
has been investigated, which allows nets as tokens in a recursive way. It has been
shown that for this minimal extension of Ueos the formalism allowing arbitrary
deep nesting Turing power is obtained. This generalises the result of Kummer
who showed that Petri net formalism having identities are Turing powerful.
So, the investigation of formalisms that are less expressive is worthwhile. An
interesting starting point are Ons with bounded nesting depth.
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Abstract. We consider the problem of model checking modular Petri
nets for the linear time logic LTL-X. An algorithm is presented which
can use the synchronisation graph from modular analysis as presented
by Christensen and Petrucci and perform LTL-X model checking. We
have implemented our method in the reachability analyser Maria and
performed experiments. As is the case for modular analysis in general,
in some cases the gains can be considerable while in other cases the gain
is negligible.

Keywords: Modular Petri nets, LTL-X, model checking, Maria.

1 Introduction

Modelling using Petri nets can be made easier in many ways. Examples of ex-
tensions of simple Place/Transition nets which ease modelling include, adding
types as in Coloured Petri Nets [13], or allowing modular specifications as in [1].
If, however, we are to reap the full benefits of easier modelling, analysis methods
must also scale up to take advantage of the new features.

One of the most powerful methods of analysing the behaviour of a Petri net
is reachability analysis. By constructing the set of reachable markings we can
decide important properties such as if the net is live, does a certain invariant
hold for all states, etc. Perhaps the most flexible method of analysis we can use is
model checking [2]. Model checking allows us to check if the behaviour of the net
corresponds to a specification given in a temporal logic such as the linear-time
temporal logic (LTL).

Modular Petri nets as presented by Christensen and Petrucci [1] allow de-
signers to specify a system as communicating modules. Modules communicate
using shared transitions or fusion places. Although one of the chief motivations
for using modular specifications is to ease the design of complex systems, an-
other reason is facilitating compositional reasoning. All analysis methods suffer
from the so called state explosion problem (see, e.g., [22]). Compositional anal-
ysis tries to alleviate the problem by considering modules in isolation and then
reason about the system as a whole.
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Christensen and Petrucci [1] presented a way to perform invariant analysis,
reachability analysis and how to prove several important properties for modular
nets in a modular way. Modular reachability analysis works by hiding inter-
nal moves of the modules. Mäkelä [17] extended their approach for reachability
analysis and implemented modular reachability analysis for hierarchical mod-
ular High-level nets. The work also covers model checking of safety properties
using the translation from LTL safety properties to finite automata implemented
in [15]. Full LTL model checking is something which has been missing.

In this work we show how model checking for the temporal logic LTL-X of the
synchronisation graph produced by modular analysis can be achieved. We have
implemented our method in the reachability analyser Maria [18] and present
experimental results. Our results indicate that the overhead of the method is
fairly small, which means that the method works well when modular analysis
is efficient. Our work is inspired by a somewhat similar LTL model checking
method for unfoldings of Petri nets [8]. There are also similarities with the work
done on testers [24, 12].

There are many methods which try to use some form of compositional anal-
ysis. As summarised in the survey article [7], using Kronecker algebra, especially
with stochastic Petri nets, can allow analysis of the system as whole using the
components. Compositional reasoning as described by Valmari [23] advocates the
use of process algebraic equivalences for minimisation and composition of com-
ponents, to form an equivalent smaller system where properties can be proved
easily. Another method of compositional reasoning is to use assume guarantee
reasoning (see, e.g., [3]). The basic idea is to prove properties of the modules
separately and then conclude that the wanted property holds for the global sys-
tem.

2 Definitions

Definition 1. A Place/Transition net (PT-net) is a tuple N = (P, T,W,M0)
where,

– P is a finite set of places,
– T is a finite set of transitions such that P ∩ T = ∅,
– W : (P × T ) ∪ (T × P )→ N is the arc weight function,
– M0 : P → N is the is initial marking.

A marking is a multiset over P . For a transition t ∈ T we identify t• (•t)
with the multiset given by t•(p) = W (t, p) (•t(p) = W (p, t)) for any p ∈ P .

A transition t ∈ T is enabled in a marking M iff •t ⊆ M . A transition t
enabled in a marking M can occur resulting in the marking M ′ = M − •t + t•.
This is denoted M

t→M ′. A marking in which no transition is enabled is called
a deadlocking marking.

An execution of a net is an infinite sequence of markings ξ = M0M1M2 . . .

such that M0
t0→ M1

t1→ . . .. The corresponding trace is the infinite sequence of
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Fig. 1. A simple model of a mutual exclusion algorithm and its reachability graph.

transitions σ = t0t1t2 . . .. A finite sequence M0
t0→ M1

t1→ . . .
tn−1→ Mn, where

Mn is a deadlocking marking, can be seen as an execution by repeating the last
marking forever, i.e., M0M1 . . .MnMnMn . . ..

Definition 2. The reachability graph G = (V,E, v0) of a net N = (P, T,W,M0)
is defined inductively as follows:

– v0 = M0 ∈ V .
– If M ∈ V and M

t→M ′ then M ′ ∈ V and (M, t,M ′) ∈ E.
– V and E contain no other elements.

The reachability graph of a net describes the dynamic behaviour of the net. In
general, the reachability graph can be infinite but in this work we will assume
it is finite unless explicitly stated otherwise. Many properties of a net, such as
home markings and deadlocks, can be decided in linear time w.r.t. the size of the
reachability graph. A simple PT-net modelling a mutual exclusion algorithm and
its reachability graph can be found in Figure 1. The model shows two processes
(l and r) competing for a critical section which is guarded by a lock. A quick
inspection of the reachability graph confirms that under no circumstances are
both processes in the critical section at the same time.
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Although PT-nets have great modelling power, the lack of structure can
sometimes be a problem. It is conceptually easier to deal with large systems as
modules, because it allows the designer to consider different parts of the system
in relative isolation. Furthermore, the structural information can in some cases
be utilised to reduce the complexity of analysis.

Modular PT-nets introduce structure to PT-nets by letting modules be spec-
ified separately. The modules communicate either by using shared transitions or
place fusion. We restrict ourselves to nets which communicate using shared tran-
sitions. Christensen and Petrucci [1] have shown that modular nets with place
fusion can be transformed to nets using only shared transitions.

Definition 3. A modular PT-net is tuple Σ = (S,TF ) where:

– S is a finite set of modules:
• each module s ∈ S is a PT-net s = (Ps, Ts,Ws,M0s),
• the sets of nodes corresponding to different modules are pairwise disjoint,

i.e., for all s1, s2 ∈ S : s1 �= s2 ⇒ (Ps1 ∪ Ts1) ∩ (Ps2 ∪ Ts2) = ∅.
– Let T =

⋃
s∈S Ts be the set of all transitions. TF ⊆ 2T is a finite set of

transition fusion sets such that for all tf ∈ TF we have that if ti, tj ∈ tf and
i �= j then ti ∈ Ts ⇒ tj �∈ Ts. In other words, a module may contribute only
one transition to a fusion transition.

Transition fusion sets model synchronising actions. Because the nodes of the
modules are pairwise disjoint, the global marking of a modular net is simply the
union of the markings of the modules. In this work, we mostly use the global
marking of the net and simply denote it M as before. We denote by ET ⊆ T the
set of transitions which belong to a transition fusion set and by IT = T \ ET
the set of internal transitions.

Since there are both fusion transitions and internal transitions in a modular
net, we need a uniform way to refer to them. Here, we call them transition groups
and they are essential equivalent to the transition concept in a standard PT-net.

Definition 4. A transition group tg ⊆ T is a set of transitions such that it
consists of a single internal transition t ∈ IT or is equal to a transition fusion
set tf ∈ TF. The set of all transition groups is denoted TG.

We extend the preset and postset notation to transition groups. Let •tg denote
the multiset given by

•tg(p) =
∑
t∈tg

W (t, p) where W =
⋃
s∈S

Ws

The notation for the postset of a transition group is generalised in a similar
manner. With this notation, enabledness for a transition group generalises in a
natural way.

Definition 5. A transition group tg ∈ TG is enabled in a marking M if

•tg ⊆M
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The result of occurrence of a fusion transition generalises as expected. An enabled
transition group tg can occur in marking M resulting in a marking M ′ given by

M ′ = M − •tg + tg•

It is useful to differentiate between the firing of an internal or an external
transition. We therefore introduce the following notation.

– M [[t〉M ′ denotes thatM ′ is reachable fromM by firing an internal transition.
– M [tf 〉〉M ′ denotes that M ′ is reachable from M by firing a fusion transition

tf .
– M [[σ〉〉M ′, where σ = t0t1t2 . . . tntf , denotes that M ′ is reachable from M

by a sequence of internal transitions followed by a fused transition.

In Figure 2 we show the same mutual exclusion algorithm as in Figure 1
modelled as a modular net. We have split the net into three modules. One module
each for the competing processes and one module for the lock. The fusion sets
are indicated by the labels on the transitions. Note that the transitions ‘lock’
and ‘unlock’ belong to several transition fusion sets.

pending

request

quiet

critical

go_crit

exit_crit

pending

request

quiet

critical

go_crit

exit_critbusy

l1

r1

lock unlock

free

l1, l2 r1,r2

r2

l2

Fig. 2. A mutual exclusion algorithm as a modular net.

3 Modular Reachability Analysis

One of the chief motivations for using modular Petri nets is the possibility of
using modular analysis [1]. With modular analysis we can analyse the behaviour
of the net without explicitly constructing the full reachability graph. Instead
we only construct the so called synchronisation graph between the modules. The
synchronisation graph only includes the external moves, i.e., moves where several
modules participate – all internal moves are hidden. For loosely coupled systems
the synchronisation graph can be significantly smaller than the full reachability
graph.

The key idea behind modular analysis is having a single marking represent all
markings which can be reached from that marking with internal transitions. We
define Π(M) to be the set of markings reachable from M using a possibly empty
sequence of internal transitions. Two markings M,M ′ are considered equal iff
Π(M) = Π(M ′).
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Definition 6. Let Σ = (S,TF ,M0) be a modular net. The synchronisation
graph G = (V,E,v0) of the net is defined inductively as follows:

– v0 = M0 ∈ V.
– If M ∈ V and ∃M ′ ∈ Π(M) : M ′[tf 〉〉M ′′ then (M, tf ,M ′′) ∈ E and M ′′ ∈

V.
– V and E contain no other elements.

The second item of the definition describes which markings are stored in the
graph. The successor markings of a global marking M can be computed, e.g.,
by exploring in each module the set of local markings reachable from M via
internal transitions and recording where there are enabled external transitions,
and then composing global markings and firing the corresponding transition
fusion sets [17, Section 4.1].

Christensen and Petrucci [1] describe how the synchronisation graph can be
computed for modular Petri nets. Their approach was extended to hierarchical
high-level nets by Mäkelä [17], who also considered verification of simple safety
properties.

In Figure 3 we show the synchronisation graph of the modular net given in
Figure 2. The synchronisation graph has three states and four arcs compared to
original reachability graph which has eight states and fourteen arcs. The arcs
are labelled by the fusion sets given in the net description. From the graph it
is easy see that the mutual exclusion property holds. What the graph does not
show is the interleaving between the processes when they change from quiet to
pending.

quiet:1

critical:1
busy:1

quiet:1
free:1
quiet:1

quiet:1

critical:1
busy:1

r2r1

l2l1

Fig. 3. The synchronisation graph for the mutual exclusion algorithm.

4 Model Checking LTL-X

Model checking the synchronisation graph would be interesting as it can be
significantly smaller than the reachability graph. However, it is not immediately
clear how the synchronisation graph should be used in model checking. The
traditional automata-theoretic solution [14, 25, 26], to synchronise the graph with
a Büchi automaton representing the given LTL formula is not directly applicable,
as the synchronisation graph hides information. However, by considering what
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information is preserved by the synchronisation graph an automata-theoretic
model checking method can be devised.

An LTL formula ϕ is defined over a set of atomic propositions AP . The
models of the formula are infinite words over 2AP . An LTL formula has the
following syntax:

1. ψ ∈ AP is an LTL formula.
2. If ψ and ϕ are LTL formulae then so are ¬ψ, Xψ, ψUϕ and ψ ∨ ϕ.

We denote the suffix of a model π = σ0σ1σ2 . . . ∈ (2AP )ω by πi = σiσi+1σi+2 . . ..
The semantics of LTL are inductively defined using the ‘models’ relation |=:

– πi |= ψ iff ψ ∈ σi for ψ ∈ AP .
– πi |= ¬ψ iff π �|= ψ.
– πi |= ψ ∨ ϕ iff π |= ψ or π |= ϕ.
– πi |= Xψ iff πi+1 |= ψ.
– πi |= ψUϕ iff ∃k ≥ i such that πk |= ϕ and πj |= ψ for all i ≤ j < k.

If π0 |= ψ we simply write π |= ψ. Common abbreviations used are , = p ∨ ¬p
for some arbitrary p ∈ AP , the usual abbreviations for the Boolean operators
∧,⇒ and ⇔, and the temporal operators ‘finally’ Fψ ≡ ,Uψ and ‘globally’
Gψ ≡ ¬F¬ψ.

The subset of LTL where the ‘next’ operator X is not allowed is denoted LTL-
X. The ‘next’ operator allows LTL to specify properties which can differentiate
between sequences which only have different internal moves, i.e., moves which
do not affect the truth of relevant atomic propositions, or so called stuttering.
Formally, two models π = σ0σ1 . . . , π

′ = σ′
0σ

′
1 . . . are stuttering equivalent if

there are two infinite sequences of positive integers 0 = i0 < i1 < i2 < . . . and
0 = j0 < j1 < j2 < . . . such that for every k ≥ 0: σik

= σik+1 = · · · = σik+1−1 =
σ′

jk
= σ′

jk+1 = · · · = σ′
jk+1−1.

It is a well-known fact that LTL-X is insensitive to stuttering (see, e.g., [4]).
Because the synchronisation graph hides internal moves of the modules, the se-
quences generated by the synchronisation graph can differ from sequences gen-
erated by the reachability graph by stuttering. We therefore focus on model
checking for LTL-X.

A formula defines a language L(ϕ) = {w ∈ (2AP )ω | w |= ϕ}. The language
of the LTL formula can be captured by a Büchi automaton (see, e.g., [21]). In
the recent years several papers have dealt with the problem of translating an
LTL formula to a Büchi automaton [20, 10, 11].

Definition 7. A Büchi automaton is a tuple A = (Q,A, ρ, q0, QF ), where Q is
a finite set of states, A is a finite alphabet, ρ ⊆ Q × A × Q is the transition
relation, q0 ∈ Q is the initial state, and QF ⊆ Q is a set of accepting states.

An infinite word w ∈ Aω generates a run r = q0q1q2 . . . of the automaton
such that q0 is the initial state of the automaton and for all i ≥ 0 we have
(qi, w(i), qi+1) ∈ ρ. If the automaton is non-deterministic, one word can gen-
erate several runs. A word w is accepted iff it has run r : N → Q such that
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r(i) ∈ QF for infinitely many i. We use Aq to denote the automaton A with q
set as the initial state. The language of the automaton, denoted L(A), is defined
as the set of strings accepted by the automaton. Here we assume that when
Büchi automata are used to represent LTL formulae the alphabet is A = 22AP

.

Definition 8. Given a marking M , the function eval (M) returns the set of
atomic propositions which hold in M . The notation is extended to sequences of
markings in the normal way.

For a Petri net N , we write N |= ψ iff for all executions ξ of the net, we
have that eval(ξ) |= ψ. The executions of the Petri net define a language when
projected with the eval function. A Petri net has a given temporal property if
the language of the net, as defined above, is a subset of the language of the
property automaton.

The traditional way of model checking a Petri net using the automata theo-
retic approach, is to check if intersection of the language of the Petri net with the
language of the negation of the property is empty. This uses the fact that for any
two languages L1, L2 the equivalence L1 ⊆ L2 ⇔ L1∩L2 = ∅ holds, which is why
it is referred to making an emptiness check. The intersection of the languages
is computed by synchronising the reachability graph of the net with a Büchi
automaton representing the negation of the property. If the synchronisation has
no accepting run, the property holds.

The usual way of computing the intersection with automaton and the reach-
ability graph requires that the Büchi automaton synchronises with every move
of the net. Because modular analysis relies on hiding the internal moves of the
modules this is not a good approach, because it would make all moves external
and forfeit the potential benefit of using modular analysis.

It is, however, possible to do model checking by only synchronising with
the visible transitions. The price we pay is a more complex model checking
algorithm. The approach we present is similar to the work on model checking
using unfoldings of Petri nets [8] and has common elements with the tester
approach [24] but as we are synchronising with different constructs there are
technical differences.

Let ϕ be a formula over a set AP of atomic propositions (Boolean expressions
on markings of the net). We call a place p ∈ P visible if the truth of an atomic
proposition can be changed by altering the marking of the place. Let PV ⊆ P =⋃

s∈S Ps be the set of visible places. The set of visible transitions is defined as
TV = •PV ∪P •

V . Because all changes in atomic proposition must be visible in the
synchronisation graph we require that TV ⊆ ET (in an implementation we could
automatically detect which transition need to be treated as external transitions).

Our goal is to find the illegal executions of the modular net by synchronising
the Büchi automaton with the visible transitions. Formally, we define the syn-
chronisation in the following way. Let A¬ϕ be a Büchi automaton accepting the
language of the negation of the property ϕ and Σ a modular net. If the net is
in the marking M , the automaton is in the state q, and (q, a, q′) ∈ ρ such that
eval (M) ∈ a, then the net and the automaton will synchronise in the following
way:
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– All visible transitions must always be synchronised with the Büchi automa-
ton. If a visible transition t ∈ TV is enabled in Π(M), it is synchronised with
the automaton, and the product moves to the state (M ′, q′) where M [tf 〉〉M ′.

– Invisible transitions can occur in the system without synchronising with the
automaton.

A state in the synchronisation s = (M, q) is accepting if q ∈ QF . The syn-
chronisation state (M, q) belongs to a livelock set I if Aq

¬ϕ accepts eval (M)ω.
The livelock set I can be very large and should thus be computed on demand
when model checking.

We say that the net has an illegal ω-execution if there is an execution of
the synchronisation where the corresponding trace has infinitely many visible
transitions and there are infinitely many occurrences of an accepting state in
the execution. The net has an illegal livelock if there is an execution of the
synchronisation s0s1s2 . . . snsn+1 . . . such that sn ∈ I and the corresponding
trace from sn onward σn = tntn+1tn+2 . . . does not contain any visible transition.

We can detect all illegal ω-executions and illegal livelocks by computing a
synchronised product of the Büchi automaton and the synchronisation graph of
the modular net.

Definition 9. Let A¬ψ = (Q,A, ρ, q0, QF ) be a Büchi automaton and G =
(V,E,v0) be a synchronisation graph. Their product (Vp, Ep, p0, F, I) is defined
in the following way:

– p0 = (v0, q0) ∈ Vp.
– Given (M, q) ∈ Vp, (M, t,M ′) ∈ E, and (q, a, q′) ∈ ρ there are two possibili-

ties:
• If t ∈ TV and eval(M) ∈ a, the net and the automaton synchronise and

we have ((M, q), {t, a}, (M ′, q′)) ∈ Ep and (M ′, q′)′ ∈ Vp.
• If t �∈ TV , the system moves: ((M, q), t, (M ′, q)) ∈ Ep and (M ′, q) ∈ Vp.

– Vp and Ep contain no other elements.
– F = {(M, q) ∈ Vp‖ q ∈ QF }.
– I = {(M, q) ∈ Vp‖ Aq

¬ψ accepts eval (M)ω}.

We claim that any execution of the net which breaks the given LTL specifica-
tion will induce either an illegal ω-execution or an illegal livelock, which will also
show up in the product of the synchronisation graph and the Büchi automaton.

Theorem 1. Given a modular net Σ and a Büchi automaton A¬ψ, Σ �|= ψ iff
the product of the automaton and the synchronisation graph of the net has an
illegal ω-trace or an illegal livelock.

The proof is fairly similar to the proof of Theorem 2 given in [9] but as there
are some technical differences we present it here.

Proof. Let ξ = M0M1M2 . . . be an execution of the net Σ such that eval (ξ) �|= ψ.
By construction, we know that A¬ψ accepts w = eval (ξ). Let w′ = eval ′(ξ) be
the same sequence with all stuttering removed. There are now two possible cases:
w′ can either be an infinite (a) or a finite sequence (b).
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(a) Because all properties specified by LTL-X are immune to stuttering, A¬ψ

accepts the infinite w′. Let r′ = q0q1q2 . . . be one of the runs accepting w′.
The product has the following illegal ω-execution. Set (M0, q0) as the initial
state. Set j = 0. For each i ≥ 0 do: (i) fire the transition ti which leads
to Mi+1, (ii) if ti ∈ IT then goto (i), otherwise if ti ∈ TV set j = j + 1
(iv) (Mi+1, qj) is the next state in the run. This sequence will exist as the
synchronisation graph contains all possible visible sequences. Step (ii) deals
with invisible internal transitions which are not present in the synchronisa-
tion graph while (iii) makes sure that the Büchi automaton advances only
when we have a visible external transition. Because w′ is an accepted se-
quence, the run r′ has a final state occurring infinitely often and thus the
product has an illegal ω-trace.

(b) In the same manner as in (a) we can argue that the finite w′ will induce a
finite run of the product. Let (Mi, qi) be the final state of this run. Because
A¬ψ accepts the full word w, we know that w′ can be extended by stuttering
to an accepting word. Thus, by the definition of I we know that (Mi, qi) ∈ I.
Since ξ was infinite we know it is possible to fire an infinite sequence of
invisible transitions from Mi onward and consequently the product has an
illegal livelock.

Let ξp be an illegal ω-execution of the product. By projecting the Büchi
component of the run onto A¬ψ it is clear that this is an accepting run for the
automaton. Similarly we can easily build a run of Σ from the net component of
the execution. All it requires is finding the fired internal transition which occur
between the external transitions. This is be possible due to the properties of the
synchronisation graph. Essentially, we only need to compute how to enable the
next fusion transition by firing internal transitions. By the properties of A¬ψ we
can then conclude that Σ �|= ψ.

Let ξp be an illegal livelock of the product and (Mi, qi) be the state after which
only invisible transitions are executed. We can project the Büchi component onto
A¬ψ such that the trace ends in qi. We know that (Mi, qi) is in I and thus by
implication that Aq

¬ψ will accept eval(Mi)ω. The loop of invisible transitions
corresponds to this infinite stuttering. Building an infinite execution of Σ from
ξp is again easy. Thus we can again conclude that Σ �|= ψ. �

Finding an illegal livelock or an illegal infinite trace from the product is
equivalent to finding an error specified by a tester as described by Valmari [24].
As suggested in [12], we then have a solution which traverses the product three
times in the worst case by first using Valmari’s one-pass algorithm [24] to find
any illegal livelocks. If no illegal livelocks are found we can use the standard
nested depth-first algorithm [5] to find any illegal infinite traces. Some small
modifications are required for the algorithms to function correctly. For the one-
pass algorithm we need an efficient way of deciding if a state belongs the set I.
This corresponds to model checking a reachability graph consisting of a single
marking with a self loop. If a state M belongs to the set I, not only must
we check if there is a loop of invisible transitions in the product starting from
M , but also if internal transitions can loop in any of the modules. This can



308 Timo Latvala and Marko Mäkelä

be implemented by depth-first traversal of the states reachable from the local
states of the modules corresponding to M . Figure 4 describes the model checking
algorithm at an abstract level.

Input: The product (Vp, Ep, p0, F, I)
proc model check(Vp, Ep, p0, F, I) begin

for all states (M, q) ∈ Vp do
if (M, q) ∈ I then

if a loop of invisible transitions starts from M then
return “illegal livelock found”

fi
if (M, q) ∈ F then

if (M, q) is reachable from (M, q) in the product then
return “illegal ω-execution found”

fi
od

end

Fig. 4. Abstract algorithm for model checking.

5 Experiments

We have implemented our method in the reachability analyser Maria [18]. In
order to evaluate our implementation we have conducted some experiments. We
compared modular model checking against the basic Maria model checker [16].
Additionally, we also ran a few benchmarks against PROD [27], a tool with
advanced partial order reduction methods. This benchmark gives us some in-
dication on how modular analysis compares with another method producing
stuttering equivalent structures.

We used three different models of which two were parametric. The first
model (AGV) describes a system of automated guided vehicles, first modelled by
Petrucci [19]. The second model (SW) is a variant of a sliding window protocol
and the third one (LE) models the leader election protocol in a unidirectional
ring [6]. The results of the experiments can be found in Table 1. The statistics
we recorded were number of states and arcs in the reachability graph, number of
states in the product, time used for state space construction and model check-
ing, size of the synchronisation graph, number of states in the product, the time
used, and the type of formula. All tests were run on a machine with 1 GB of
RAM with an AMD Athlon XP 2000 processor.

It would appear that in some cases the modular algorithm is faster while in
some cases it is slower. For very loosely coupled models as AGV, the modular
algorithm does well. Analysis of a model with a fair amount of synchronisation,
such as LE, also shows gains using our modular algorithm. When the gains of
using modular analysis are questionable as for the SW models, the overhead of
using modular analysis and the modular algorithm for model checking is signif-
icant but not prohibitively expensive.
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Table 1. Experimental results.

Sys- Flat state space G = (V, E, v0) Modular G = (V,E,v0)
tem |V | |E| product time/s |V| |E| product time/s ψ

AGV 30,965,760 216,489,984 N/A N/A 87,480 464,616 87,492 27.3 GFϕ

SW4 6,360 16,608 14,857 1.3 4,456 16,016 8,889 2.6 GFϕ
SW5 24,270 68,760 52,891 5.8 16,930 72,660 31,991 13.1 GFϕ
SW6 82,884 248,400 169,645 20.6 57,564 286,488 103,477 118 GFϕ

LE3 159 303 314 0.0 35 65 68 0.0 FGϕ
LE4 716 1,851 1,428 0.2 92 229 182 0.1 FGϕ
LE5 3,432 11,198 6,860 1.3 253 802 504 0.2 FGϕ
LE6 16,792 66,043 33,580 8.0 715 2,748 1,428 0.8 FGϕ
LE7 82,667 380,267 165,330 49.3 2,043 9,212 4,084 2.9 FGϕ
LE8 407,699 2,146,965 815,394 295 5,865 30,308 11,728 10.2 FGϕ

Our benchmarks against PROD were conducted with a special version of the
sliding window protocol model with more realistic timeout conditions. The model
was separately optimised for PROD and Maria in order to make the comparison
as fair as possible. Results can be found from Table 2.

Table 2. Benchmarks against PROD.

Sys- PROD G = (V, E, v0) Modular (Maria) G = (V,E,v0)
tem |V | |E| product time/s |V| |E| product time/s ψ

SW2,2 8,384 13,388 17,622 8.0 7,376 48,860 9,709 8.0 GFϕ
SW3,2 131,555 198,466 270,142 245 86,995 802,650 101,551 148 GFϕ
SW3,3 422,484 590,298 859,724 969 267,192 2,885,022 302,551 757 GFϕ
SW4,2 1,434,750 2,056,176 2,914,484 7556 762,870 9,379,788 836,275 3031 GFϕ

The results seem to indicate that the number of states produced is fairly simi-
lar while partial order reductions eliminate arcs much more successfully. Modular
analysis produces results faster but the difference is not large. The more relaxed
synchronisation for computing the product in modular analysis can obviously
lead to smaller products. A combination of modular analysis and partial order
reductions could produce good results and would be very interesting.

6 Conclusions

In this paper we have shown how LTL-X model checking can be done on the
synchronisation graph resulting from modular analysis of modular Petri nets
as presented in [1]. Our method requires a different form of synchronisation
compared to the traditional automata theoretic model checking and a somewhat
more complicated emptiness checking algorithm. The time complexity overhead
is, however, only linear compared to conventional emptiness checking algorithms
for Büchi automata.
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As the model checking algorithm has a reasonable overhead (not much worse
than the traditional algorithm), the performance of model checking for modular
nets is heavily dependent on how well modular analysis performs. This means
that for many models where modular analysis does not reduce the state explo-
sion, compared to reachability analysis of flat models, using our method will not
result in excessive waiting. Our implementation is available as a patch to the
standard Maria distribution from http://www.tcs.hut.fi/Software/maria/.

As future work we are considering refining the concept of visibility. A more
relaxed view of visibility could potentially improve the performance of the model
checking algorithm. In general, we believe that the efficiency of modular analysis
could be improved by developing partial order methods which are compatible
with modular analysis. The two problems are related as visibility is also an issue
in partial order reductions.
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Proceedings of the International Conference on Computer Aided Verification
(CAV2000), volume 1855 of LNCS, pages 248–263. Springer, 2000.

21. W. Thomas. Automata on infinite objects. In J. Leeuwen, editor, Handbook of
Theoretical Computer Science, volume B, pages 133–191. Elsevier, 1990.

22. A. Valmari. The state explosion problem. In Lectures on Petri Nets I: Basic Models,
volume 1491 of LNCS, pages 429–528. Springer, 1998.

23. A. Valmari. Composition and abstraction. In F. Cassez, C. Jard, B. Rozoy, and
M. Ryan, editors, Modelling and Verification of Parallel Processes, volume 2067 of
LNCS, pages 58–99. Springer, 2001.

24. Antti Valmari. On-the-fly verification with stubborn sets. In Computer Aided Ver-
ification (CAV’93), volume 697 of LNCS, pages 397–408. Springer, 1993.

25. M. Y. Vardi and P. Wolper. Automata-theoretic techniques for modal logic of
programs. Journal of Computer and System Sciences, 32:183–221, 1986.

26. M.Y. Vardi. An automata-theoretic approach to linear temporal logic. In Logics for
Concurrency: Structure versus Automata, volume 1043 of LNCS, pages 238–266.
Springer, 1996.

27. K. Varpaaniemi, K. Heljanko, and J. Lilius. PROD 3.2 – an advanced tool for
efficient reachability analysis. In Computer Aided Verification: 9th International
Conference, CAV’97, Haifa, Israel, June 22–25, 1997, Proceedings, volume 1254
of LNCS, pages 472–475. Springer-Verlag, 1997.



J. Cortadella and W. Reisig (Eds.): ICATPN 2004, LNCS 3099, pp. 312–330, 2004. 
© Springer-Verlag Berlin Heidelberg 2004 

Covering Fairness against Conspiracies 

Edward Ochma ski

Faculty of Mathematics and Computer Science, Nicolaus Copernicus University, Toru , Poland  
and Institute of Computer Science, Polish Academy of Sciences, Warszawa, Poland 

edoch@mat.uni.torun.pl

Abstract. The paper takes advantage and develops the fundamental Best’s ideas 
about fairness hierarchy and conspiracies in concurrent systems. Near to the 
start we characterize liveness with the notion of ∞-fairness. Next we show that 
the conspiracy-freeness problem is decidable for elementary nets and undecid-
able for place/transition nets. The main aim of the paper was to put places into 
work against conspiracies. We show, how marking fairness effectively fights 
with conspiracies in elementary nets. Next, we introduce the notion of covering 
fairness, as a tool against conspiracies in place/transition systems. Results of the 
paper say that one can ensure global fairness on a local level of executions of 
the systems. 

1   Introduction 

Twenty years ago Eike Best [1] proposed a precise formal tool to fight against con-
spiracies. The tool, the infinite hierarchy of fairness levels, were investigated and 
applied by many authors. Most of them were concentrated on the transition-oriented 
fairness. The notion of marking-oriented fairness was introduced, in 1987, by Agathe 
Merceron. This notion itself is certainly less interesting than the original one, but it 
seems that it should be more precisely watched. This is the main aim of this paper. 

First two sections recall basic definitions concerning Petri nets and fairness. Sec-
tion 3 presents an easy, but nice characterization of liveness with the notion of ∞-
fairness. It is known that a similar characterization cannot be done by a weaker fair-
ness notion. In section 4 we show that the Conspiracy-Freeness Problem (if any 0-fair 
computation is ∞-fair) is decidable for elementary nets and undecidable for 
place/transition nets. 

As it was mentioned, the aim of this paper was to put places into work against con-
spiracies. They successfully played this role in the field of elementary nets. We prove, 
in section 5, that 0-fair behaviour of transitions and markings ensures ∞-fairness for 
transitions. 

Main ideas and results are presented in the last two sections of the paper. We intro-
duce the notion of covering fairness, and the results show, how useful for fairness and 
how harmful for conspiracies is this notion. Contrary to the traditional marking fair-
ness, covering fairness perfectly fights with conspiracies in place/transition systems. 
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2   Basic Notions 

2.1   Formal Denotations 

An alphabet A is a finite set of symbols. Strings of symbols of A are words over A.
Then A* and Aω are sets of all finite and infinite (respectively) words over A, and 
A∞ = A*∪Aω is the set of all (finite and infinite) words over A. The empty word is 
denoted by ε. The length of w∈A∞ is denoted by |w|, with |w|=ω for infinite words. A 
word u∈A* is a (finite) prefix of a word w∈A∞ iff there is a word v∈A∞ such that 
w=uv. The number of occurrences of the symbol a∈A in the word w∈A∞ is denoted by 
|w|a. The infinite repetition of a finite word w∈A* is denoted by wω.

Subsets of A* are called languages. Basic operations on languages: set-theoretical 
operations of union, intersection and difference, concatenation: XY={xy | x∈X & y∈Y},

power: X0={ε}, Xn+1=XXn, iteration (or the star operation): X*=�{Xn | n≥0}. A lan-

guage L⊆A* is said to be prefix-closed iff it contains all prefixes of its members: 
(∀u,v∈A*) if uv∈L then u∈L.

The set of non-negative integers is denoted by IN. Given a set X, the cardinality 
(number of elements) of X is denoted by |X|, the powerset (set of all subsets) by 2X,
the cardinality of the powerset is 2|X|. Multisets over X are members of INX, i.e. func-
tions from X into IN. For convenience, if the set X is finite, multisets of INX will be 
treated as vectors of IN|X|.

2.2   Petri Nets and Their Computations 

The definitions concerning Petri nets are mostly based on [4] and [11]. 

Definition 1.  Nets
Net is a triple N=(P,T,F), where: 

• P and T are finite disjoint sets, of places and transitions, respectively; 
• F ⊆ P×T ∪ T×P is a relation, called the flow relation.

For all a∈T we denote: 
•a = {p∈P | (p,a)∈F} −  the set of entries to a
a• = {p∈P | (a,p)∈F} −  the set of exits from a

Petri nets admit a natural graphical representation. Nodes represent places and 
transitions, arcs represent the flow relation. Places are indicated by circles, and 
transitions by boxes. 

Definition 2.  Elementary Net Systems 
Elementary net system (shortly, EN-system) is a quadruple S=(P,T,F,M0), where: 

• (P,T,F) is a net, as defined above; 
• M0 ⊆P is a subset of places, named the initial marking; it is marked by tokens in-

side the circles. 
• Moreover, we assume that entries and exits of any transition are nonempty and 

disjoint: (∀a∈T) •a≠∅ & a•≠∅ & •a∩a•=∅.
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Any subset of places is named a marking. A transition a∈T is enabled in a marking 
M⊆P iff •a⊆M (all its entries are marked) and a•⊆P−M (all its exits are empty). If 
a∈T is enabled in M, then it can be executed, but the execution is not forced. The 
execution of a transition a changes the current marking M to the new marking 
M’=(M−•a)∪a• (tokens are removed from entries, then put to exits). 

Definition 3.  Place Transition Systems 
Place transition system (shortly, P/T-system) is a quadruple S=(P,T,F,M0), where: 

• (P,T,F) is a net, as defined above; 
• M0∈INP is a multiset of places, named the initial marking; it is marked by tokens

inside the circles, but in this case number of possible tokens is not bounded. 

Like in EN-systems, multisets of places are named markings. In the context of P/T-
systems, however, they are mostly regarded as nonnegative integer vectors of dimen-
sion |P|. The natural generalizations, for multisets, of arithmetic operations + and −, as 
well as the inclusion relation ≤, called here the relation of covering, are well known 
and their formal definitions are omitted. A transition a∈T is enabled in a marking M

iff •a≤M (all its entries are marked). If a∈T is enabled in M, then it can be executed, 
but the execution is not forced. The execution of a transition a changes the current 
marking M to the new marking M’=(M−•a)+a• (tokens are removed from entries, then 
put to exits). 

The following settlements are common for both classes of Petri nets, considered 
here. 

We shall denote: Ma for “a is enabled in M” and MaM' or M'=Ma for “a is en-
abled in M and M' is the resulting marking”. This denotation we extend, in a natural 
way, to strings: Mw means “w is enabled in M” and MwM' or M'=Mw means “w is 
enabled in M and M' is the final marking”; then M' is said to be reachable from M. A 
marking M is said to be reachable in S=(P,T,F,M0) iff it is reachable from the initial 
marking M0; the set of all reachable markings is denoted by [M0〉. A marking M is dead
iff there is no action enabled in M, and alive otherwise.  

The sequence w∈T* is a finite computation of S iff it is enabled in M0; the set of all 
finite computations of S (notice, it is always prefix-closed) is said to be a language of 
S and denoted by L(S). An infinite sequence σ∈Tω is an infinite computation of S iff 
any of its finite prefixes is a finite computation of S. The set of all infinite computa-
tions of S is denoted by Lω(S), and the set of all (finite and infinite) computations of S,
i.e. the union L(S)∪Lω(S), is denoted by L∞(S).

Denotational convention. Notice that each computation w=a1a2...ai determines, in a 
unique way, the intermediate markings M1,M2, . . . ,Mi and this way the complete form 
M0a1M1a2M2 . . . Mi-1aiMi of the computation w. We will write the markings or omit 
some of them, depending on current needs. For instance, we can write w=MuM'vM" or 
w=MuvM" or simply w=uv for the same w.

Remark. The number of reachable markings in EN-systems is finite, as it is ≤2|P|, the 
number of all subsets of P. Clearly, it is not true, in general, for P/T-systems. 
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3   Fairness and Conspiracies 

Classical fairness (strong fairness) definition [7] says: “A computation is fair iff any 
action infinitely often enabled is infinitely often executed.” Best proposed, in [1], an 
extension of the notion to a (potentially infinite) hierarchy of fairness notions. 

3.1   The Fairness Hierarchy: An Abstract Model 

In this subsection we formulate, following Best [1], a general definition of fairness 
hierarchy, which abstracts from particular models of computing devices, and even 
from objects of computations. 

Let A be an alphabet, and L⊆A* be a prefix-closed language. An infinite sequence 
σ∈Aω belongs to Lω iff all its finite prefixes belongs to L. Then L∞ denotes the union 
L∪Lω. A word w∈L is unextendable (in L) iff (∀a∈A) wa∉L.

Definition 4.  Infinite Fairness Hierarchy 
Let L be a fixed prefix-closed language over A.

Let w∈L, a∈A and k∈IN. Then a is said to be: 

• k-enabled (in L) after w iff ∃u∈A* s.t. |u|≤k and wua∈L,
• ∞-enabled (in L) after w iff ∃u∈A* s.t. wua∈L.

Let σ=a1a2...∈Lω, a∈A and k∈IN∪{∞}. We say: 

• a∈A is infinitely often k-enabled in σ    iff  
 the set {i∈IN | a is k-enabled after a1a2...ai} is infinite;  

• a∈A occurs infinitely often in σ    iff   the set {i∈IN | a=ai} is infinite.  

Fairness (w.r.t. L): 

• σ is k-fair iff (∀a∈A) If a is infinitely often k-enabled in σ,
   then a occurs infinitely often in σ;

• σ is ∀k-fair iff (∀k∈IN) σ  is k-fair;  
• σ is ∞-fair iff (∀a∈A) If a is infinitely often ∞-enabled in σ,

   then a occurs infinitely often in σ.

For finite words w∈L:

• w is k-fair  iff  w is (k+1)-fair  iff  w is ∀k-fair  iff  w is ∞-fair  iff  w is unex-
tendable (in L). Hence, all the notions are equivalent for finite words.  

This way we have defined the (potentially) infinite family of sets: 

  k-Fair(L) =  {σ∈L∞ | σ  is k-fair},  for k∈IN 

∀k-Fair(L) =  {σ∈L∞ | σ  is ∀k-fair} 

∞-Fair(L) =  {σ∈L∞ | σ  is ∞-fair} 

By the above definition, for any prefix-closed language L⊆A*, the family of sets  
k-Fair(L) form an infinite decreasing hierarchy: 

0-Fair(L) ⊇ 1-Fair(L) ⊇ … … ⊇ ∀k-Fair(L) ⊇ ∞-Fair(L)
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The decreasing chain will be called Best fairness hierarchy (bf-hierarchy, for 
short). 

The following proposition says that it is never too late for fairness. Such a property 
is called feasibility. It holds for any system with prefix-closed behaviour, so for any 
kind of Petri nets. 

Proposition 5. Let L⊆A* be a prefix-closed language over a countable alphabet A.  

For any u∈L there is v∈A∞ such that uv∈ ∞-Fair(L). 
i.e., any finite computation can be extended to an ∞-fair computation. 

Proof. Easy and omitted. See [9], for instance. � 

Remark. Since ∞-Fair is the least member of bf-hierarchy), any ∞-fair extension is 
thereby a k-fair extension for all k∈IN. Thus Prop. 5 gives an extension to a k-fair 
word, for all k∈IN, as well as to an ∀k-fair word. 

3.2   Conspiracies and Conspiracy-Freeness 

We will distinguish, following Best [1], a special kind of computations, called con-
spiracies. Informally speaking, they are “unfair” computations, pretending to be “fair”, 
or computations which are fair locally (0-fair), but not globally (∞-fair). 

Definition 6.  Conspiracies and Conspiracy-Freeness 

Let L⊆A* be a prefix-closed language. 

• A computation σ∈L∞ is said to be a conspiracy  iff  it is 0-fair but not ∞-fair. 

• The language L is conspiracy-free iff 0-Fair(S)=∞-Fair(S), i.e. any 0-fair comput-
ation of L∞ is ∞-fair. 

Example.  Conspiracy-free and conspiring EN-systems 
 
 

 

Fig. 1. A conspiracy-free EN-system. The 
only infinite computation (bac)ω is not 0-fair, 
because d is infinitely often 0-enabled, and 
never executed 

 

Fig. 2. An EN-system admitting conspiracy. 
The infinite computation (abdc)ω is 0-fair 
(because e is never 0-enabled) and not ∞-fair 
(because e is still ∞-enabled) 
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3.3   Liveness, Fairness and Recurrence 

The tittle of this subsection is a plagiarism of [6], where the authors investigate the 
mutual relations of the three notions. We want to show here how the notion of  
∞-fairness can help to characterize liveness with fairness. 

Let L⊆T* be a prefix-closed language. One can imagine that L is a set of finite 
computations of some concurrent system, say Petri net. 

Definition 7.  Liveness and recurrence 

• A language L⊆T* is live iff (∀x∈L) (∀a∈T) (∃ y∈T*) s.t. xya∈L,  
  i.e., any action is ∞-enabled in any state; 

• A computation σ∈Lω is recurrent iff (∀a∈T) |σ|a=ω, i.e., any action 
  occurs in σ infinitely often; 

• A language L⊆T* is 0-recurrent iff (∀σ∈0-Fair(L)) (∀a∈T) |σ|a=ω,  
  i.e., any 0-fair computation is recurrent; 

• A system S is said to be live  iff  its language L(S) is live; 

• A system S is said to be 0-recurrent  iff  its language L(S) is 0-recurrent. 

Proposition 8.  If L is 0-recurrent, then L is live. 

Proof. Easily from Def. 7 and Prop. 5 (existence of 0-fair extensions). � 

Example.  The converse of Prop. 8 is not true 
 

 

Fig. 3. A live EN-system which is not 0-recurrent. The 0-fair computation (dbac)ω is 0-fair and 
not recurrent (the action e does not occur) 

Let us reach for ∞-fairness. It can help us. 

Definition 9.  ∞-recurrence 

• A language L⊆T* is ∞-recurrent iff (∀σ∈∞-Fair) (∀a∈T) |σ|a=ω,  
  i.e., any ∞-fair computation is recurrent. 

Remark. As ∞-Fair ⊆ 0-Fair, any 0-recurrent system is ∞-recurrent. But not con-
versely: the system of Fig. 3 shows a counterexample. 

Now we are able to characterize liveness with ∞-recurrence: 

Theorem 10.   L is live  iff  L is ∞-recurrent. 
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Proof. (⇒) Directly from definitions: As L is live, any a∈T is ∞-enabled in any x∈L,
thus in any prefix of any σ∈L∞. If σ∈∞-Fair, then |σ|a=ω for any a∈T. Hence, σ is ∞-
recurrent. 

(⇐) Let x∈L and a∈T. Let σ=xu be an ∞-fair extension of x (it exists, by Prop. 5). 
Since L is ∞-recurrent, |σ|a=ω, thus |u|a=ω and there are y,z∈T* such that u=yaz. As L
is prefix-closed, xya∈L. �

Notice that the EN-system of Fig. 3 is clearly ∞-recurrent. 

Remark that Theorem 10 was proved without any particular assumption on the lan-
guage (except it is prefix-closed). So it is true for all kinds of Petri nets, not only for 
EN-systems. 

4   Transition Fairness 

In this section we define the hierarchy of fairness in Petri nets, oriented on transitions. 
The definition is based on the general Def. 4. Let S be an EN-system or P/T-system. 
As we have remarked earlier, the set L(S) of all finite computations of S is prefix-
closed. Setting, in Def. 4, T for A and L(S) for L, we get the present one. We will write 
k-Fair(S) instead of k-Fair(L(S)).

4.1   Fairness and Conspiracies in Elementary Nets 

We mention some basic facts about conspiracies in elementary nets. See [9] for proofs 
and more detailed investigations. 

Fact 11. For any EN-system there is an integer k∈IN such that k-Fair=∞-Fair. 

Fact 11 states that bf-hierarchy in any EN-system is finite. Nevertheless, it can be 
arbitrary long. For any integer k∈IN there is an EN-system S with strictly decreasing 
bf-hierarchy 

0-Fair(S) ⊃ 1-Fair(S) ⊃ … … ⊃ k-Fair(S) = ∀k-Fair(S) = ∞-Fair(S)

Let us formulate the basic decision problem about conspiracies: 

Conspiracy Problem: Instance: EN-system S Question: 0-Fair(S)=∞-Fair(S)?

Theorem 12. A problem “Is a given EN-system conspiracy-free?” is decidable. 

4.2   Fairness and Conspiracies in Place/Transition Nets 

The following facts are fairly obvious and well known: 

Fact 13. Any infinite sequence of markings contains an infinite increasing subse-
quence. 

Fact 14 (monotonicity property). Let S be a P/T-system.  

If MwX and M≤M′, then M′wX′ and X≤X′.
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Lemma 15. Let S be a P/T -system. For any a∈T there is an integer ka∈IN such that in 
any marking M the transition a is ka-enabled in M or dead in M.

Proof. Suppose it is not true for some a∈T. Hence, there are infinite sets of  

markings:  M1, M2, ... and integers:  k1<k2< ... 

such that a is live in all Mi and it is not ki-enabled in Mi for all i=1,2,...  
Let us select (by Fact 13) an infinite increasing subsequence  

Mi1 ≤ Mi2 ≤ ... 

As a is live in Mi1, it is k-enabled in Mi1, for some k∈IN. As the strictly increasing 
sequence k1<k2< ... is infinite, k<kij for some j. By Fact 14 (monotonicity), a is  
k-enabled in Mij, thus kij-enabled in Mij. Contradiction. �

Theorem 16. The bf-hierarchy in any P/T-system is finite,  
 i.e. there is K∈IN such that K-Fair=∞-Fair. 

Proof. Take K=max{ka | a∈T}, where ka are those of Lemma 15. �

Remark that the proof of Theorem 16 is purely existential, without any hint how to 
find it. For an effective algorithm computing K look at the final section. 

4.3   Decision Problems in Place/Transition Nets 

Decision problems on Petri nets are nicely presented in a survey of Esparza/Nielsen 
[5]. Let us mention some of them, related to the subject of the paper. 

Theorem 17 (Carstensen [3]). 0-fair NonTermination Problem:  
“If a given P/T-system has an infinite 0-fair computation?” is undecidable. 

Theorem 18 (Howell/Rosier/Yen [14]). ∞-fair NonTermination Problem:  
“If a given P/T-system has an infinite ∞-fair computation?” is decidable. 

Let us reformulate: 

0-Fair NonTermination Problem: If 0-Fair⊆T*? undecidable 
∞-Fair NonTermination Problem: If ∞-Fair⊆T*? decidable 

Conspiracy Problem: If 0-Fair = ∞-Fair? 

And now undecidability of Conspiracy Problem for P/T-system: “If a given P/T-
system is conspiracy-free?” is a simple corollary of both results. 

Theorem 19. The Conspiracy Problem is undecidable. 

Proof. Remark that:  0-Fair⊆T* iff ∞-Fair⊆T* and 0-Fair = ∞-Fair.  

⇒: Since always ∞-Fair⊆0-Fair and 0-Fair∩T*=∞-Fair∩T*, we have ∞-Fair⊆
0-Fair⊆T* and 0-Fair=0-Fair∩T*=∞-Fair∩T*=∞-Fair;  ⇐: obvious.  

Now, because of decidability of “∞-Fair NonTermination Problem” (Th. 18), de-
cidability of “Conspiracy Problem” implies decidability of “0-Fair NonTermination 
Problem”. It contradicts Theorem 17. �
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5   Marking Fairness 

The definition of the fairness hierarchy of the previous section is based on occurrences 
of transitions. In this section a related notion, oriented on markings, will be defined.  
Originally, the notion was proposed in Merceron [8], in the context of processes. The 
notion itself will turn out to be rather weakly interesting. But together with the transi-
tion fairness they form a perfect couple against conspiracies. 

Definition 20.  k-reachability, ∞-reachability

Let S=(P,T,F,M0) be an EN-system or P/T-system. 

• A marking M′ is k-reachable from a marking M iff (∃w) MwM″ and |w|≤k+1; 

• A marking M′ is ∞- reachable from a marking M iff (∃w) MwM″ and M′≤M″.

Definition 21. Marking Fairness 

Let S=(P,T,F,M0) be an EN-system or P/T-system. An infinite computation 
σ∈Lω(S) is 

• Mk-fair iff any marking infinitely often k-reachable from σ
   infinitely often occurs in σ

• M∀k-fair iff (∀k) σ is Mk-fair 
• M∞-fair iff any marking infinitely often ∞-reachable from σ

   infinitely often occurs in σ
For finite computations w∈L(S) all the notions are defined to be equivalent: 

• w is Mk-fair  iff  w is M(k+1)-fair  iff  w is M∀k-fair  iff  w is M∞-fair   
iff  w is unextendable in S.

Remark. As both fairness notions, marking fairness and transition fairness, will occur 
together in this section, the classical transition-oriented fairness of sections 3 and 4 
will be preceded by T. For example, we will write T0-fair and T∞-fair instead of  
0-fair and ∞-fair, respectively. 

5.1   Marking Fairness in Elementary Nets 

Like in the case of T-fairness, the M-fairness hierarchy in any EN-system is finite: 

Fact 22. For any EN-system there is an integer k∈IN such that Mk-Fair=M∞-Fair. 

Proof. Again from finiteness of the set of reachable markings. �

But in the M-fairness case the whole marking oriented fairness hierarchy collapses. 

Proposition 23. For any EN-system, M0-Fair = M∀k-Fair. 

Proof. As bf-hierarchy is decreasing, we need to prove only the inclusion  
M0-Fair ⊆ M∀k-Fair. Let σ∈M0-Fair. If σ is finite, it belongs to M∀k-Fair, by 
Def. 3.1. Let σ be infinite. We show inductively that σ∈M0-Fair implies σ∈Mk-Fair, 
for any k∈IN.  Initial step: M0-Fair⊆M0-Fair.  
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Induction hypothesis: (∀i≤k) M0-Fair ⊆ Mk-Fair. 

Induction step: We have to prove that if σ is M0-fair then σ is M(k+1)-fair. Let us 
denote by X the set X={M | M is infinitely often (k+1)-reachable from σ}. We have to 
prove that any M∈X occurs infinitely often in σ. If M is infinitely often k-reachable 
from σ, then, by the induction hypothesis, M occurs infinitely often in σ. Suppose M is 
only finitely often k-reachable from σ. Then there is a marking M′∈Prec(M), where 
Prec(M)= {M′ | (∃a∈T) M′aM} denotes the set of markings preceding M, which is 
infinitely often k-reachable from σ (since the set Prec(M) is finite). By the induction 
hypothesis, the marking M′ occurs in σ infinitely often. Hence, M is infinitely often  
0-reachable from σ. As σ is M0-fair, M occurs in σ infinitely often. So σ∈M(k+1)-
Fair. That way we have proved that M0-Fair = Mk-Fair, for all k∈IN, that is M0-
Fair = M∀k-Fair.  � 

Theorem 24. For any EN-system, M0-Fair = M∞-Fair. 

Proof. Proposition 23 + Fact 22. � 

The notions of T-fairness and M-fairness are related in some way, but the relation-
ship is rather loose. One can show an EN-system with a T∞-fair computation that is 
not M0-fair, as well as an EN-system with a M∞-fair computation that is not T0-fair. 

Example.  T-fairness vs M-fairness 

 

 

Fig. 4. The computation (bcad)ω is T∞-fair but 
not M0-fair 

 

Fig. 5. The computation (acd)ω is M∞-fair 
but not T0-fair 

 
The next theorem shows the power of T-fairness and M-fairness, playing together: 

Theorem 25. Let S=(P,T,F,M0) be an EN-system, and σ be a computation of S. 

If σ is T0-fair and M0-fair, then it is T∞-fair. 

Proof. If σ is finite T0-fair, then T∞-fair, by Def. 4. Assume σ is infinite: 

σ = M0a1M1a2M2 . . . . .  

We show inductively that if σ is T0-fair and M0-fair, then σ is Tk-fair, for any 
k∈IN.  

The initial step, for k=0, is obvious.  
Let us denote by Ia(k), for a∈T and k∈IN, the set Ia(k)={i∈IN | a is k-enabled in Mi} 

of indices of such markings of σ that a is k-enabled in them. 
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Induction hypothesis: (∀i≤k) If σ is T0-fair and M0-fair, then σ is Ti-fair. 

Induction step: We have to prove that if σ is T0-fair then σ is T(k+1)-fair. In other 
words, we have to prove |σ|a=∞, whenever a∈T is infinitely often (k+1)-enabled in σ. 
Let a∈T be such an action. Then the set Ia(k+1) is infinite. If also the set Ia(k) is infi-
nite, then |σ|a=∞, by the induction hypothesis. Consider the case Ia(k) is finite. Then 
the set J=Ia(k+1)−Ia(k) is infinite. As a is (k+1)-enabled (and not k-enabled) in any Mj 
(j∈J), there is, for any j∈J, an extension MjxjMj’wa with xj∈T and w∈T* such that 
|w|=k, i.e. a is k-enabled in each Mj’. As number of markings in EN-systems is finite, 
at least one of the states Mj’ is repeated infinitely often, so it is infinitely often 0-
reachable from σ. By M0-fairness, it occurs infinitely often in σ. Hence, a is infinitely 
often k-enabled in σ, thus, by induction hypothesis, a occurs infinitely often in σ. That 
way we have proved: If σ is T0-fair and M0-fair, then it is T∀k-fair. And Fact 11 
completes the proof. � 

5.2   Marking Fairness in Place/Transition Nets 

It was remarked very early, by the author of this notion (Merceron [8]), that marking 
fairness, in its original formulation, is rather useless for investigations of unbounded 
P/T-systems. We will show some examples. But first a result. 

Proposition 26.  For any P/T-system, M0-Fair = M∀k-Fair. 

Proof. Exactly the same as that of Prop. 23, because the set Prec(M)={M′ | (∃a∈T) 
M′aM} is finite also in this case. � 

As we remember, the marking fairness hierarchy completely collapses for EN-
systems. It is not true for P/T-systems. The example is extremely simple. 

Example.  A P/T-system with strict inclusion M∀k-Fair ⊃ M∞-Fair 
 

 

Fig. 6. The computation (aab)ω is M∀k-fair but not M∞-fair 

And what if M-fairness will work with T-fairness? Is there a hope for something like 
Th. 25? No chances, says the next example. 

Example.  Conspiracy against d 
 

 

Fig. 7. The computation (abc)ω is T0-fair and M0-fair, but not T∞-fair 
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6   Covering Fairness 

Both fairness notions, considered up to now, transition and marking fairness, were 
based on an idea of enabling (reachability is, in fact, “enabling” for markings) and 
occurence. The aim of the paper is a fight with conspiracies. The enabling/occurrence 
method gave quite nice fruits for elementary nets (Theorem 25), but fell by P/T nets. 
In this section we will attack the problem with a slightly modified notion of marking 
fairness, concentrated on coverability rather than reachability. System, up to the end of 
the paper, means always P/T-system. 

Definition 27. Coverability and covering 
Let S=(P,T,F,M0) be a P/T-system. 

• A marking M′ is covered by a marking M″ (or M″ covers M′) iff M′≤M″
(i.e. M′(p)≤M″(p) for any p∈P); 

• A marking M′ is k-coverable from a marking M iff (∃w) MwM″ and |w|≤k+1 and 
M′≤M″, i.e. there is a marking M″ which is k-reachable from M and covers M′;

• A marking M′ is ∞-coverable from a marking M iff (∃w) MwM″ and M′≤M″,
i.e. there is a marking M″ which is ∞-reachable from M and covers M′.

Definition 28. Covering Fairness 
Let S=(P,T,F,M0) be a P/T-system. An infinite computation σ∈Lω(S) is 

• Ck-fair iff any marking infinitely often k-coverable from σ   
   is infinitely often covered in σ

• C∀k-fair iff (∀k) σ is Ck-fair 
• C∞-fair iff any marking infinitely often ∞-coverable from σ   

   is infinitely often covered in σ
For finite computations w∈L(S) all the notions are defined to be equivalent: 

• w is Mk-fair  iff  w is M(k+1)-fair  iff  w is M∀k-fair  iff  w is M∞-fair  iff  w is 
unextendable in S.

6.1   Covering Fairness Hierarchy Collapses 

Let Y∈INP be a marking and let a∈T be a transition. Let (aY) be a marking, built from 
Y and a with the rules defined by Table 1, and illustrated by Fig. 8. It can be regarded 
as something like a “generalized preceding marking” of Y wrt a, because it is always 
defined, and equal to the “real” preceding marking, if the latter exists. 

Table 1. Definition of a marking (aY) for given marking Y and transition a

If •a(p)= and a•(p)= then (aY)(p)=

 0  0  Y(p)
 1  1  If Y(p)=0 then 1 else Y(p)
 1  0  Y(p)+1
 0  1  If Y(p)=0 then 0 else Y(p)-1 
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Example.  An example for the definition of (aY) 

The example illustrates all six cases of rules of Table 1 by the six places of the exemplary net. 

 

 
Fig. 8a. An example of a 
marking Y 

 
Fig. 8b. The marking X=(aY) 

 
Fig. 8c. The marking Z=Xa 
covering Y 

 
The following lemma says that the marking (aY), defined above, is the smallest 

marking X enabling a (i.e. containing •a) s.t. Xa covers Y. 

Lemma 29. Let M, M′, Y be markings, let a∈T be a transition, and let X=(aY) be a 
marking given by Table 1. If MaM′ and 0≤Y≤M′, then 0≤X≤M and Y is 0-coverable 
from X, namely XaY′ and Y≤Y′=X−•a+a•. 

Proof. By the table, 0≤X. Now we prove that X ≤ Y−a•+•a ≤ M′−a•+•a =M, where 
only X ≤ Y−a•+•a needs a justification. If X(p)≤Y(p)−a•(p)+•a(p)  then X(p)≤M(p), 
since Y−a•+•a ≤ M′−a•+•a = M. The only different cases are: 

•a(p) a•(p) Y(p) X(p)   

1 1 0 1 then M(p)≥1, since a is 0-enabled in M 

0 1 0 0 then obviously X(p)=0 ≤ M(p) 

Now, directly from the table defining X(p), we conclude that (∀p∈P) •a(p)≤X(p), 
thus a is 0-enabled in X. Finally, we prove that Y≤Y′, where Y′=X−•a+a•. In most 
cases Y(p)=Y′(p). The only different cases are: 

•a(p) a•(p) Y(p) X(p) Y′(p)  

1 1 0 1 1  

0 1 0 0 1 In both cases Y(p)=0<1=Y′(p). 

This way the lemma is proved. � 

Proposition 30. C0-Fair = C∀k-Fair 

Proof.  We prove inductively that  (∀k∈IN) C0-Fair ⊆ Ck-Fair, i.e. any C0-fair comp-
utation is Ck-fair, for any k∈IN. 

Initial step: C0-Fair ⊆ C0-Fair 

Induction hypothesis: (∀i≤k) C0-Fair ⊆ Ci-Fair 

Induction step: We have to prove C0-Fair ⊆ C(k+1)-Fair. Let σ be a C0-fair comp-
utation and let Y be a marking infinitely often (k+1)-coverable from σ. 

There is a transition a∈T which leads infinitely often from k-reachability level to 
(k+1)-reachability level. By Lemma 29, the marking X obtained from Y by the rules of 
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Table 1 is covered by all precedent markings (see Fig. 9). Thus X is infinitely often k-
coverable from σ and, by induction hypothesis, X is infinitely often covered in σ. As Y 
is 0-coverable from X (by Lemma 29), so Y is infinitely often 0-coverable from σ, thus 
infinitely often covered in σ, since σ is C0-fair. This ends the induction step. We have 
proved this way that C0-Fair⊆C∀k-Fair. Since the inverse inclusion C0-Fair⊇C∀k-
Fair always holds, the proof is finished. � 

 

 

Fig. 9. Illustration of the proof of Proposition 30 

Let us recall the monotonicity lemma: “If M≤M′ and MwX, then M′wX′ and X≤X′ ”. 
It makes the next proof quite easy. 

Proposition 31. C∀k-Fair = C∞-Fair 

Proof. Let σ∈C∀k-Fair. Let X be a marking infinitely often (thus constantly) ∞-
coverable from σ. Let σ=M0a1M1a2M2. . .  and let Mi1≤Mi2≤. . .  be an increasing subse-
quence. There is an integer k∈IN such that X is k-coverable from Mi1. It follows from 
the monotonicity that X is k-coverable from all Min, hence X is infinitely often covered 
in σ, since σ is Ck-fair. � 

As a corollary of Propositions 30 and 31 we conclude that the whole covering fair-
ness hierarchy completely collapses, like marking fairness hierarchy in the case of 
elementary nets. 

Theorem 32. C0-Fair = C∞-Fair 

Proof. Prop.6.4+Prop.6.5. � 

6.2   Covering Fairness against Conspiracies 

Proposition 33. T0-Fair ∩ C0-Fair ⊆ T∀k-Fair 
i.e. any computation which is T0-fair and C0-fair is then Tk-fair, for any k∈IN. 

Proof. We prove inductively that (∀k∈IN) T0-Fair ∩ C0-Fair ⊆ Tk-Fair, i.e. any 
computation which is T0-fair and C0-fair is Tk-fair, for any k∈IN. 

Initial step: T0-Fair ∩ C0-Fair ⊆ T0-Fair 

Induction hypothesis: (∀i≤k) T0-Fair ∩ C0-Fair ⊆ Ti-Fair 
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Induction step: We have to prove T0-Fair ∩ C0-Fair ⊆ T(k+1)-Fair. Let σ be a comp-
utation T0-fair and C0-fair, and let a∈T be a transition infinitely often (k+1)-enabled 
in σ. If so, then there is (by Fact 13) an infinite monotonic sequence 
 

 

Fig. 10. Illustration of the proof of Proposition 33 

M1 ≤ M2 ≤ . . .  of markings of 0-reachability level, such that a is k-enabled id M1. 
Hence, M1 is infinitely often 0-coverable from σ, thus infinitely often covered in σ (as 
σ is C0-fair). Therefore, a is infinitely often k-enabled, so it occurs infinitely often in 
σ, by induction hypothesis. It means that σ is T(k+1)-fair. � 

Theorem 34. T0-Fair ∩ C0-Fair ⊆ T∞-Fair 
i.e. any T0-fair and simultaneously C0-fair computation is T∞-fair. 

Proof. Directly from Proposition 33 and Theorem 16. � 

7   Slim Covering Fairness 

Now we know that covering fairness makes possible to force a conspiracy-free behav-
iour of P/T-systems. Setting the set of all markings as the control set for fair covering, 
we make conspiring computations impossible. All the control takes place locally, on 
the 0-level, and does not require to check k-enabling or k-coverability for k>0. The 
only, but crucial problem is the size of the set INP. The control based on Theorem 34 
needs to check covering for infinite set of markings (in fact, in any step we have to 
check a finite number of markings, but the number may be quickly increasing, and is 
unbounded). 

The aim of this section is to find a finite set of markings which could keep control 
on conspiracy-free executions of unbounded P/T-systems. (For bounded P/T-systems 
Theorem 25 can be easy adopted.) 

7.1   Flat Covering Fairness Fails 

Definition 35.  Flat markings 
Let C1={0,1}P be the set of all markings with at most one token in any place. Markings 
of C1 will be called flat markings. 
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Flat markings are enough for some systems. For instance, the net of Fig. 7 will be-
have ∞-fair under control of T0-fairness and C10-fairness. Unfortunately, flat mark-
ings are not always sufficient for this purpose, as the following example shows. 

Example.  Flat covering fairness lets conspiracies through 
 

 

Fig. 11. The computation (dcab)ω is T0-fair and C10-fair, but not T∞-fair 

7.2   …but Slim Covering Fairness Succeeds 

At the start of this subsection we prove a lemma, which will be crucial in the proof of 
the main result of this section. 

Definition 36. Let M be a marking over P. The thickness of M is the maximal number 
of tokens in a place: th(M) = max{M(p) | p∈P}. The n-layer of M, for n∈IN, is a sub-
marking M≤n of M defined as follows: (∀p∈P) M≤n(p) = min{M(p), n}. 

Lemma 37. Let S=(P,T,F,M0) be a P/T-system and M∈INP be a marking. Any se-
quence w∈T* of a length n=|w| executable from M is executable from the n-layer M≤n 
of M. 

Proof. Induction with respect to n=|w|. If n=0 then w=ε and ε is executable from ∅. 
Assume the lemma holds for all i≤n. Let w be executable from M and |w|=n+1, thus 
w=ua for some u of the length |u|=n and some a∈T. By the induction hypothesis, u is 
executable from M≤n, thus also from M≤n+1, as M≤n≤M≤n+1. Suppose a is not enabled in 
M≤n+1u. It means there is a place p∈•a which is empty in M≤n+1u. If so, then M≤n+1(p)≤n 
(because any single execution of a transition takes at most one token from any place), 
thus M(p)=M≤n+1(p)≤n. But then the place p is empty also in Mu, so ua=w is not execu-
table from M. Contradiction. � 

Definition 38.  Slim markings 
Let K∈IN be an integer such that TK-Fair=T∞-Fair. We know that such K exists 
(Th. 16). Let CK={M∈INP | (∀p∈P) M(p)≤K}, i.e. CK is the set of all markings (not 
necessarily reachable) with at most K tokens in any place. Such markings will be 
called slim markings. 

Theorem 39.  T0-Fair ∩ CK0-Fair ⊆ T∞-Fair 
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Proof. As TK-Fair=T∞-Fair, it is enough to prove that T0-Fair∩CK0-Fair⊆TK-Fair. 
Let σ be a computation T0-fair and CK0-fair, and let a∈T be a transition infinitely 
often K-enabled in σ. If so, then there is an I-enabling level (see Fig. 12), for some 
I≤K, such that the transition a is infinitely often I-enabled. Let us take the minimal I of 
this property. If I=0, then a is infinitely often 0-enabled, thus, by T0-fairness, infi-
nitely often occurs in σ. We will show now, that I=0 is the only possible case. Suppose 
I>0.  

 

 

Fig. 2. Illustration of the proof of Theorem 39 

Then, by Lemma 37, the transition a is I-enabled in any I-layer Mi≤I of any Mi of the 
0-reachability level. But the number of all different I-layers is finite, hence one (at 
least) of them is infinitely often 0-coverable from σ. And belongs to CK, since I≤K. By 
CK0-fairness of σ it is covered infinitely often in σ. So a is infinitely often (I-1)-
enabled in σ. But σ was a minimal integer of this property. Contradiction. � 

7.3   ...and Can Be Effectively Applied 

In [13] Valk informs about an unpublished(?) result of Carstensen. He proved, in [2], 
using the theory of residue sets [12], that the number K of Th. 16 can be effectively 
computed. That result makes Th. 39 practically applicable, as K for slim markings of 
Th. 39 is just that of Th. 16. This subsection contains a sketch of Carstensen’s proof, 
reconstructed by the author. 

Definition 40. A set of markings IK⊆INP is said to be right-closed  iff  
(∀X∈IK) (∀Y∈INP) X≤Y ⇒ Y∈IK,  

i.e., along with any member, IK contains all its covers. 

Definition 41. Let IK⊆INP be a set of markings. A marking M∈IK is said to be a resi-
due of IK iff {X∈IK | X≤M}={M}, i.e. M is a minimal member of IK wrt ≤. The set of 
all such elements, denoted by res(IK), is called the residue set of IK. 

Fact 42. For any set of markings IK⊆INP, the residue set res(IK) is finite. 

Proof. Directly by Fact 13. 

Definition 43. A set of markings IK⊆INP has property RES  iff  the predicate  
P(M) = if (∃X∈IK) X≤M then 1 else 0  is computable for any marking M∈(IN∪ω)P. 
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Theorem 44 (Valk/Jantzen [12]). Let IK⊆INP be a right-closed set of markings.  
The residue set res(IK) is effectively constructable iff IK has property RES. 

Definition 45. Let IKa⊆INP, for a∈T, be the set of all markings ∞-enabling the transi-
tion a:

IKa = {X∈INP | a is ∞-enabled in X}

Lemma 46. The set IKa has property RES. 

Proof. By Def. 43, the set IKa has property RES iff the predicate  

Pa(M) = if (∃X∈IKa) X≤M then 1 else 0 

is computable. Remark that Pa(M)=1 iff a is ∞-enabled in M. It is well known that it is 
decidable with a help of coverability tree rooted with M (see [4], for instance). �

Corollary 47. For any a∈T, the set res(IKa) is effectively constructable. 

Proof. By Fact 14 (monotonicity property), the set IKa is right-closed. And Th. 44 + 
Lemma 46 yield the result. �

Lemma 48. For any a∈T, the integer ka (of Lemma 15) is effectively computable. 

Proof. If M∈IKa, then M≥X for some X∈res(IKa). Since “monotonicity property”, it is 
enough to find, for all X∈res(IKa), minimal integers xa such that a is xa-enabled in X
(building initial parts of reachability tree rooted with X). Finally, set ka=
max{xa | X∈res(IKa)}. �

Theorem 49 (Carstensen [2]). An integer K such that K-Fair=∞-Fair (that of Th. 16) 
is effectively computable. 

Proof. Set K=max{ka | a∈T}, where ka’s are those computed by Lemma 48. �

Remark that the algorithm computes, in a unique way, the integer K such that  
K-Fair=∞-Fair, but K is not a minimal integer of this property. Even for the simplest 
producer/consumer net of Fig. 6, with single residue [0], we get K=1, whereas the 
minimal k is obviously 0. One can say more: there is no algorithm producing the 
minimal such integer. It follows directly from undecidability of the “Cospiracy Prob-
lem” − Theorem 19. 
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Abstract. Petri net methods have been very successful in modeling
the operation of classical parallel systems. In this work, these methods
are applied to designing semi-classical parallel quantum computers. The
demonstration object of our study is a quantum Billiard Ball Model
Cellular Automaton (bbmca) suggested by Margolus. Firstly, a high-
level Petri net model of a classical reversible version of this automaton
is constructed. Subsequently, this Petri net model is used as a so-called
kernel net of the quantum bbmca. The time-independent Hamiltonian
needed to generate the time-evolution of a quantum computer can be
automatically generated from the reachability graph of a kernel net. Also,
a new numerical method for solving the resulting Schrödinger differential
equation system needed for time simulation of the quantum automaton is
given. Quantum Maria, a software package for modeling and numerical
simulation of quantum computers, is introduced.

Quantum mechanics, that mysterious,
confusing discipline, which none of us
really understands, but which we know
how to use.

Murray Gell-Mann

1 Introduction

Quantum computing, a cross-disciplinary merge of quantum mechanics and com-
puting, is a continuous source of new research problems and challenges. The idea
of a quantum mechanical computer was first published by Benioff in [1]. His
ideas were further developed by the likes of Feynman [3, 4], Margolus [13, 14]
and Deutsch [2]. Our research group has studied how to apply net-theoretical
methods in modeling and simulation of quantum computers. The demonstration
object of our study has been Feynman’s quantum computer (fqc) [4]. We have
modeled and simulated several incarnations of it such as the

√
not-computer [16]

and the Swap-computer [17]. However, fqc has a serial architecture; for the more
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challenging parallel computation, new configurations are needed. For our stud-
ies a proper platform has been the two-dimensional Margolus Quantum Cellular
Automaton (mqca) [13]. In our systematic design procedure, we demonstrate
how to model, analyze and simulate mqcas using Petri nets and related tools.
Throughout the paper, we use a variant [10] of Reisig’s Algebraic System Nets
(asn) [22] as our modeling language.

In Sect. 2, we describe the classical Margolus Cellular Automaton (mca) [12],
its block automaton structure and a method used for local synchronization.
An application example is introduced as well: the Margolus Billiard Ball Model
Cell Automaton (bbmca) [12]. A Petri net model of this automaton is given in
Sect. 3. In Sect. 4, we briefly introduce quantum computing concepts relevant
to our work, which is based on so-called semi-classical computing; i.e., quantum
mechanical realizations of reversible classical logic. We also give a method for
constructing the kernel net of a quantum computer. In Sect. 5, we give the kernel
net of a quantum bbmca and analyze its time behavior. Appendix A gives an
overview of Quantum Maria, our analysis software.

2 Margolus Cellular Automata

2.1 Traditional Cellular Automata

Cellular automata (ca) were originally introduced by von Neumann for study-
ing self-reproduction in biological systems [24]. Since then, they have been used
for various purposes including modeling of physical systems. A new era in cel-
lular automata research was started by Wolfram, who shifted the focus from
applications of ca to the study of their mathematical properties, e.g. statisti-
cal parameters, entropy and topology [25]. An introduction to ca is found e.g.
in [23].

A ca consists of several identical units, called cells that change their states
according to some fixed set of rules. At each time step, the current state of some
neighborhood ; i.e, a set of cells that may but does not need to contain the cell
itself, determines the new state of the cell. A cellular automaton may be of any
dimension, one- and two-dimensional being the most common. In this paper, we
only consider cyclic two-dimensional ca. The grid of a cyclic 2-D ca forms a
finite, Cartesian torus-like lattice, whose left- and rightmost columns and whose
top and bottom rows are connected to each other.

2.2 Partitioning Cellular Automata

In [12], Margolus introduces a slightly different kind of ca, the partitioning cel-
lular automaton, whose grid is partitioned into disjoint blocks, and the evolution
rules are given as functions from an entire block to itself, instead of functions
from a neighborhood to a single cell. At each time step, the partitioning is
changed, causing blocks at the previous time step to partly overlap the blocks
at the current step. This creates a form of interaction between blocks and turns
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the automaton into a dynamic system. These ca are very useful for modeling
physics-like microscopically reversible systems, since it has been shown in [12]
that local reversibility of block rules implies global reversibility of a partitioning
ca. Any rule defined by a bijection is reversible.

Margolus Cellular Automata (mca) are a special case of partitioning ca. The
grid of a mca is divided into disjoint 2-by-2 cell blocks. Partitioning is changed
so that at odd evolution steps the upper left-hand corner of a block has odd
coordinates, and at even steps it has even coordinates. We call them odd and
even blocks, respectively.

2.3 Local Synchronization

Traditional ca are globally synchronized ; i.e., all blocks (or cells) are updated
simultaneously. For simulations on a conventional computer, this is acceptable,
but troublesome for the kinds of massively parallel implementations we have
in mind: we want each block to execute its evolution on a separate miniature
processor as independently from each other as possible. In a quantum mechanical
setting, which is our ultimate goal, coupling each block to a fine-grained global
clock that runs at a uniform pace not only introduces lots of unwanted long-range
communications; it may actually cause the entire system to halt [19, 20].

It is possible, however, to perform an effectively synchronous computation
using only local synchronizations [13]. This is achievable by augmenting each
cell with an age variable. It is their rôle to record the computational age (i.e.,
the number of updates performed) of the cells. Each time a block is updated,
the age variables of all cells in the block are incremented. A block is updatable if
and only if all its cells have the same computational age. Consequently, parts of
the grid lattice will have different computational ages, but the age difference of
adjacent cells never exceeds one time unit. The operation of this Asynchronous
Cellular Automaton (aca) is analogous to a chain of people walking hand in
hand: in order not to break the chain, a person can take a step forward only
if both of his neighbors follow him “near enough”. Otherwise, he must wait for
them to catch up with him.

Since the age difference of adjacent cells cannot exceed one unit, a one bit
age variable that holds the computational age of the cell modulo two is sufficient
to enforce a correct temporal ordering of events. The age variables of all cells
are initialized to one. The update rule for odd blocks requires all cells to have an
odd age (initially true) and for even blocks to have an even age (initially false).

Figure 1 shows a high-level Petri net model of this updating scheme. Each
square in the grid is represented by a tuple giving its Cartesian coordinates. If
the age of cell (i, j) is even, there is a token 〈i, j〉 in place Ageeven, otherwise there
is a token in place Ageodd. Initially, all cells have an odd age. Correspondingly,
the initial marking of place Ageodd has a token for every cell in the grid and the
initial marking of place Ageeven is empty. Note, that the number of columns (nc)
and the number of rows (nr) must be even numbers. The symbol . denotes the
modular1 successor operator.
1 modulo the arity of the operand
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�������	

Ageeven

I
Bij

��
isOdd(i) ∧ isOdd(j)

Updateodd

Bij
��

isEven(i) ∧ isEven(j)

Updateeven

Bij���������	

Ageodd

I

A0
Bij

��

Declarations

nc ∈ N number of columns

nr ∈ N number of rows

X {1, . . . , nc}
Y {1, . . . , nr}
I X × Y
� modular successor operator

Bij 〈i, j〉 + 〈�i, j〉 + 〈i,�j〉 + 〈�i,�j〉
A0

∑nc
i=1

∑nr
j=1〈i, j〉

Fig. 1. Petri net model of updating an aca

2.4 The Billiard Ball Model Cellular Automaton

The partitioning technique given in the previous section was developed [12] to
construct an invertible ca to model Fredkin’s Billiard Ball Model (bbm) [6]. The
bbm is a continuous physical system that is turned into a digital one by con-
straining its initial conditions and the times at which we observe it. In bbm, the
computations are constructed out of elastic collisions of incompressible spheres.
Each ball starts at a grid point of a two-dimensional Cartesian lattice, moving
diagonally along the grid in one of the four directions. All balls travel at a uni-
form velocity, advancing from one grid point to the next in exactly one time unit.
The grid spacing is chosen in such a fashion that balls collide at grid points. All
collisions take place at right-angles, which implies that one time step after the
collision, both colliding balls are still at grid points.

To make a ca model of the bbm, we represent the finite diameter billiard
balls in our ca by spatially separated pairs of particles one following the other
– the leading edge of the ball followed by the trailing edge.

In Fig. 2, we have the bbmca rule set given by Margolus. The rules are
reversible and conserve the number of particles (black squares). Note, that only
two rules bring a change in the positions of particles: rule ‘B’ is responsible for
particle propagation and rule ‘D’ for changing directions upon a collision of two
particles. This set of rules is applied alternatively to even and odd 2-by-2 blocks.
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A � B �

C � D �

E � F �

Fig. 2. Bbmca rules. All rules are rotation symmetric. Only rules B and D inside the
dashed box (and their rotations) induce a change in the state of the ca

Fig. 3. Bbmca evolution of a collision of two balls

Figure 3 shows a bbmca collision of two minimum-size balls. Until the balls
get close to each other, the particles all propagate independently (step 1). When
two leading-edge particles find themselves in the same block, the collision begins
(step 2). The particles are stuck together for one step – there is no change
in their positions (step 3). Meanwhile, the trailing-edge particles catch up and
collide head-on with their corresponding leading-edge particles, causing the ball
to change its orientation (step 4). The new leading-edge particles come out at
right-angles to the original direction (step 5). They are followed by the new
trailing-edge particles in such a fashion that each two-particle ball has been
displaced from its original path (step 6).

3 Petri System of the Billiard Ball Model

Consider an m-by-n cell asynchronous mca with l-bit cells. Its block update rule
may be symbolically written as

c′1 = r1(c1, c2, c3, c4) c′2 = r2(c1, c2, c3, c4)
c′3 = r3(c1, c2, c3, c4) c′4 = r4(c1, c2, c3, c4)

(1)

where cells are labeled according to Fig. 4(a) and

r1, . . . , r4 : {⊥,,}l × {⊥,,}l × {⊥,,}l × {⊥,,}l → {⊥,,}l (2)

give the new state of each cell as a function of the current state of the block.
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For the bbmca, the number of data bits per cell l = 1. In Boolean logic, the
rule r1 concerning the updated value of the upper left-hand corner (cf. Fig. 2)
may be written as

r1(c1, c2, c3, c4) = c1(c2 + c3) + c1(c2 c3 c4 + c2 c3 c4) . (3a)

The first two terms are due to rules C, E and F. The third term is due to rule B
and the final term due to rule D. Because the rules obey rotation symmetrics,

r2(c1, c2, c3, c4) = r1(c2, c4, c1, c3) ,

r3(c1, c2, c3, c4) = r1(c3, c1, c4, c2) ,

r4(c1, c2, c3, c4) = r1(c4, c3, c2, c1) .

(3b)

In plain English: “after updating the block, a cell shall be black, iff either it and
at least one of its adjacent neighbors are black, or only its opposite corner is
black or only both of its adjacent corners are black.”

Figures 4(b) and 4(c) show a Petri system model of the automaton. Concep-
tually, it is a superposition of the block rule (3) to the net in Fig. 1 with letting
nc = m,nr = n.

3.1 Places

Places Ageeven and Ageodd model the cells whose computational ages are even
and odd, respectively. Their markings consist of pairs 〈i, j〉 representing cell
coordinates. The upper left hand cell has coordinates (1, 1); coordinates of the
lower right hand corner are (m,n).

Place Data models values of data bits of each cell. Bbmca uses two-color
cells. In the Petri system, the markings of place Data are triplets 〈i, j, b〉, where
(i, j) denotes the coordinates of the cell and b is a Boolean value denoting cell
data. ‘False’ (⊥) models a white and ‘true’ (,) models a black cell.

In any “legal” marking of the net, either Ageeven or Ageodd shall hold a token
〈i, j〉 for all i ∈ X and all j ∈ Y. Similarly, Data shall hold either a token 〈i, j,⊥〉
or a token 〈i, j,,〉 for all i, j.

3.2 Transitions

Transitions Updateodd and Updateeven model updating odd and even blocks,
respectively. Both of them have six input variables i, j, c1, . . . , c4, whose val-
ues define the mode of the transition. Transition Updateodd takes an input arc
Bij = 〈i, j〉 + 〈.i, j〉 + 〈i,.j〉 + 〈.i,.j〉 from place Ageodd and has a gate ex-
pression isOdd(i) ∧ isOdd(j) associated with it. Thus, it may be enabled only
in modes in which all cells of block i, j have an odd age (due to the input arc
Bij) and whose coordinates are odd themselves (due to the gate expression).
When Updateodd fires in mode i, j, . . . , the output arc to place Ageeven deposits
the four tokens representing the updated age variables of all cells that belong to
this block. For any mode satisfying the above-mentioned conditions, the input
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c3

c1

c4

c2 �
c′3

c′1
c′4

c′2

(a) Cell labeling
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��
c′1 = r1(c1, c2, c3, c4) ∧
c′2 = r2(c1, c2, c3, c4) ∧
c′3 = r3(c1, c2, c3, c4) ∧
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Updateodd
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��
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�������	
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c′1 = r1(c1, c2, c3, c4) ∧
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c′4 = r4(c1, c2, c3, c4) ∧
isEven(i) ∧ isEven(j)

Updateeven

Bij

��

Out ijc′





�������	

Ageodd

A0

I

Bij

��

(b) Asn model

X = {1, . . . , m} Y = {1, . . . , n} B = {⊥,�}
I = X ×Y C = X × Y × B

r1, r2, r3, r4 see text

� modular successor operator

Bij 〈i, j〉 + 〈�i, j〉 + 〈i,�j〉 + 〈�i,�j〉
Inijc 〈i, j, c1〉 + 〈�i, j, c2〉 + 〈i,�j, c3〉 + 〈�i,�j, c4〉

Outijc′ 〈i, j, c′1〉 + 〈�i, j, c′2〉 + 〈i,�j, c′3〉 + 〈�i,�j, c′4〉
D0

(∑m
i=1

∑n
j=1〈i, j,⊥〉

)
− 〈1, 1,⊥〉 + 〈1, 1,�〉 − 〈1, 8,⊥〉 + 〈1, 8,�〉

−〈3, 3,⊥〉 + 〈3, 3,�〉 − 〈3, 6,⊥〉 + 〈3, 6,�〉
A0

∑m
i=1

∑n
j=1〈i, j〉

(c) Declarations

Fig. 4. Petri system of an asynchronous bbmca

arc Inijc = 〈i, j, c1〉 + 〈.i, j, c2〉 + 〈i,.j, c3〉 + 〈.i,.j, c4〉 from place Data, the
output arc Outijc′ = 〈i, j, c′1〉+ 〈.i, j, c′2〉+ 〈i,.j, c′3〉+ 〈.i,.j, c′4〉 to place Data
and the rest of the gate expressions are always satisfiable; thus, they place no
further restrictions on values i, j of modes in which the transition may fire. The
enabling conditions for transition Updateeven are the same except that the block
must have even coordinates and an even age. Input variables c1, . . . , c4 and out-
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put variables c′1, . . . , c
′
4 reflect the data values of the cell blocks before and after

an update, respectively. Their labeling is the same as in Fig. 4(a).

3.3 Initial Marking

The initial markings of places Ageodd and Ageeven are the same as those in Fig. 1.
Place Ageodd holds a token for each cell in the grid, while Ageeven is empty. Place
Data holds a token 〈i, j,⊥〉 for each initially white cell and a token 〈i, j,,〉 for
each initially black cell in step 1 of Fig. 3. The actual values of constants m and
n in Fig. 4(c) are the number of columns and rows of the grid; i.e., m = 6 and
n = 8.

4 Quantum Computing

4.1 Quantum States

A quantum system consisting of k quantum bits (a.k.a. qubits) has 2k basis
states |ψ0〉 , . . . , |ψ2k−1〉. Any orthonormal basis will do; we only use the so-called
computational basis B2k = {|ψ0〉 , |ψ1〉 , . . . , |ψ2k−1〉}, where

|ψ0〉 =

k︷ ︸︸ ︷
|0 · · · 00〉 def=

2k︷ ︸︸ ︷[
1 0 0 · · · 0

]T
,

|ψ1〉 = |0 · · · 01〉 def=
[
0 1 0 · · · 0

]T
,

...

|ψ2k−1〉 = |1 · · · 11〉 def=
[
0 · · · 0 0 1

]T
.

(4)

Generally, the quantum state |ψ〉 of a k-qubit system is a unit length linear
combination (superposition)

|ψ〉 def=
2k−1∑
i=0

ωi |ψi〉 =
[
ω0 ω1 · · · ω2k−1

]T
,

2k−1∑
i=0

|ωi|2 = 1 , (5)

of the basis states |ψi〉 ∈ B2k . Thus, B2k is a basis of the 2k-dimensional Hilbert
space H2k . For an in-depth introduction, we refer the reader to e.g. textbook [8].

The coefficients ωi ∈ C are called probability amplitudes. Since representing
the state of a k qubit system on a classical computer requires storage for 2k

complex numbers, a straight-forward simulation of large quantum systems is all
but intractable (cf. Sect. 4.3).

4.2 Operators

Qubits in a quantum memory register are manipulated by quantum gates. An
l-qubit quantum gate performs a linear, reversible, quantum logical operation
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simultaneously on l qubits. Mathematically, the operation performed by a quan-
tum gate is usually represented as such an operator matrix M that when applied
to a state |ψ〉, the resulting new state is |φ〉 = M |ψ〉 [8]. In semi-classical com-
puting, the only allowed gate operations are permutations. Because both |ψ〉
and |φ〉 have 2l components, the dimension of M has to be 2l × 2l. For M to be
a permutation matrix, each of its rows and columns must have a single “1” in
them, while the rest of the matrix entries have to be “0”.

When a permutation matrix MP is applied to a basis state |ψi〉, the resulting
state |φi〉 is another basis state. Applied to a superposition |ψ〉 = ω0 |ψ0〉+ · · ·+
ω2l−1 |ψ2l−1〉, the operation yields

|φ〉 = MP |ψ〉 = MP

(2l−1∑
i=0

ωi |ψi〉
)

=
2l−1∑
i=0

ωi

(
MP |ψi〉

)
=

2l−1∑
i=0

ωi |φi〉 = |φ〉 . (6)

In other words, MP =
[
mp(i, j)

]
may also be viewed as a state transition matrix :

mp(i, j) = 1 ⇐⇒ MP |ψi〉 = |ψj〉 . (7)

An isolated quantum gate is of little practical use. In a quantum computer,
there are a number of gates, each operating on only a small fraction of the k-qubit
quantum memory. Nevertheless, the operator matrix of an l-qubit gate (l < k)
has to consider all 2k basis states. It is written as if the identity operation were
performed on all unconnected qubits.

4.3 Control

To be able to implement a given algorithm with quantum gates and memory reg-
isters, we need a mechanism for ensuring a correct temporal ordering of gate ap-
plications; i.e., synchronization. For serial quantum processors, Feynman found
a solution in [4]. Margolus extended the idea to his quantum cellular automata
in [13, 14]. The approach works as follows: the quantum memory representing
data registers is augmented with so-called control qubits2 whose state determines
which gate(s) are to operate next. Each gate is coupled to some of these control
qubits.

For mqca, we utilize the one-bit age variables (cf. Sect. 2.3). Thus, each cell
consists of qubits representing the state of the cell plus one additional qubit
representing the age. Mqca, whose grid size is m-by-n (both m and n must be
even numbers) have mn/4 odd and mn/4 even blocks. Each block is operated
by a quantum gate that works on 2 ·2 control qubits plus the 2 ·2 · l data qubits,
assuming l-qubit cells. The state space of the mqca has 2(l+1)mn basis states.

When the control qubits are taken into account, the operator matrix Fxy =[
fxy(i, j)

]
that operates the block whose upper left hand coordinates are (x, y) is

no longer a permutation matrix, because it has a non-zero entry only in columns
that correspond to states in which the gate is active. We say that a gate is active
2 Feynman called them cursor qubits and Margolus guard qubits.
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if and only if the respective control qubits are in a state that allows the gate to
operate.

The sum of all gate operators

F =
m∑

x=1

n∑
y=1
x,y Odd∨
x,y Even

Fxy (8)

gives all possible state transitions of the mqca. Generally, it is not a permutation
matrix, because in a given state, any number of gates (including zero) might be
active; and, consequently, the successor state is not necessarily uniquely deter-
mined by the current state of the mqca. Thus, the interpretation of an entry
fxy(i, j) = 1 is: the gate located at (x, y) is active in state |ψi〉. If the correspond-
ing block (x, y) is updated, the resulting state will be |ψj〉. Note that under any
circumstances, F |ψi〉 �= |ψi〉 because a gate operation always produces a differ-
ent state of the control qubits. This is also the reason, why identity operations
have to be included in the system models. If none of the gates are active in |ψi〉,
F |ψi〉 = 0.

4.4 Orbits

Consider a quantum system Q with a computational base B and a transition
matrix F =

[
f(i, j)

]
. Further, let |ψ〉 ∈ B be the initial state of Q. The set of

states
O|ψ〉

def= {|φ〉 : |ψ〉 ∗→ |φ〉} ⊂ B .

is called the orbit of |ψ〉. The symbol ∗→ denotes the closure of reachable states
via zero or more gate applications. A single orbit of Q only consists of a tiny
subset of B. Furthermore, the orbits are orthogonal to each other. We denote
with the symbol F|ψ〉 the rows and columns of F that correspond to the states
of O|ψ〉. Notice, that F|ψ〉 is the transition matrix of the computation performed
by Q with an initial state |ψ〉 in the subspace of H spanned by O|ψ〉.

A Petri net model N has been coined by us a kernel net of Q, iff for each
k ∈ {0, . . . , |B| − 1} there exists a distinct marking Mk such that Mk taken as
the initial marking, the reachability graph of N is isomorphic to F|ψk〉. In other
words, there exists a set M of |B| distinct markings of N and a bijective mapping
L from M to B. When L is applied to each marking of a matrix representation of
the reachability graph RG(N,Mk), the resulting matrix is isomorphic to FL(Mk)

up to state ordering.

4.5 Time Evolution

An isolated quantum system evolves according to the Schrödinger differential
equation. For quantum computers with control qubits, it has the form

i�
d |ψ〉
dt

= H |ψ〉 , (9)
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where the Hamiltonian H is a constant Hermitian matrix (H = H†; i.e., the
matrix equals its conjugate transpose). We use a time scale in which � = 1, so
from now on, the Planck constant will be dropped.

The Hamiltonian describes all forward and backward state transitions of a
quantum system. According to quantum theory, the evolution from state to state
is a reversible process: every computation that a quantum computer does, it also
undoes – unconditionally. Therefore H needs to be Hermitian. For our quantum
computer models,

H = F + F † =
∑

i

(
Fi + Fi

†
)

, (10a)

where i is taken over all quantum gates in the system. Since all entries of F are
real, F † = FT and H is real and symmetric (H = HT). But we do not need the
general solution of (9). We only want to solve the initial value problem with
|ψ(0)〉. In the previous section we established that the computation actually
takes place in the subspace spanned by the orbit of |ψ(0)〉. In that space, F|ψ(0)〉
gives the forward state transitions. Consequently, we let

H = F|ψ(0)〉 +
(
F|ψ(0)〉

)T
. (10b)

Symbolically, the solution of (9) is

|ψ(t)〉 = e−iHt |ψ(0)〉 . (11)

We recall that |ψ(t)〉 =
∑

i ωi(t) |ψi〉. If the state of the system were measured
at time t, it would be found to be |ψi〉 with probability pi(t) = |ωi(t)|2. Hence
the term probability amplitude. Except for isolated points in time, all pi(t) < 1;
i.e., the system is usually in a superposition of its basis states. Among other
things, this means that the logical ordering and the actual time ordering of
events triggered by gate applications are not related [21].

5 Simulation Model
of a Quantum Billiard Ball Model Cellular Automaton

5.1 Quantum Billiard Ball Model Cellular Automaton

Margolus gives a serial quantum bbmca in [13] and a parallel asynchronous
mqca in [14]. In a quantum bbmca, each cell is represented by a pair of qubits:
one for cell data and one for the age variable. A white cell is represented by
|0〉 and a black cell by |1〉. Similarly, even age is represented by |0〉 and odd
age by |1〉. Each 2 × 2 block is governed by a quantum gate that is coupled to
four data qubits and four control qubits. Even and odd gates are active if and
only if all connected control qubits are in states |0〉 and |1〉, respectively. As
a result of the gate application, the resulting values of control qubits are the
complements of their original values; i.e., |1〉 and |0〉, respectively. Data qubits
are manipulated according to the rules (3) with |0〉 denoting boolean ⊥ and |1〉
denoting boolean ,.
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5.2 Kernel Net

We model the collision of two billiard balls on a six columns by eight rows grid
with periodic boundary conditions (i.e., a torus) – a situation we introduced
in Sect. 2.4. We build our model by refining the classical construction given in
Fig. 4. Since our grid has six columns and eight rows, we let m = 6 and n = 8
in the declarations of Fig. 4(c). We let place Data model data qubits and places
Ageeven and Ageodd model control qubits as outlined in Sects. 4.3 and 5.1.

For a given initial marking M0, the matrix form of the reachability graph of
the net in Fig. 4 is isomorphic to a submatrix F|ψi〉, where M0 models |ψi〉. Thus,
it serves as a kernel net of the quantum bbmca model without modifications.

As already noted, the major difference between the reachability graph and
the full transition matrix F is that the reachability graph contains no spurious
entries. As its name implies, it only describes transitions among precisely those
states that are reachable from the initial marking, whereas the F matrix includes
entries for all potential states of the system. In this sense, the generation of the
reachability graph can be said to perform a projection from the potential to
the actual state space of the system. This technique was first used by the third
author in [18].

In practice, this projection is extremely useful, because unreachable states
are not needed for anything during a simulation, and the savings in storage space
and processing time are substantial. The dimension of the operator matrix F is
2(l+1)mn× 2(l+1)mn, which is huge even for modest m, n and l. For a given com-
putation that starts at state

∣∣ψ(0)

〉
, we may classify the non-zero entries of F into

three disjoint sub-classes: the entries corresponding to the orbit O|ψ(0)〉, the en-
tries corresponding to the orbits of other potential initial states, and extraneous
entries that correspond to illegal states. The last sub-class is actually the largest:
the vast majority of potential states of control qubits are ill-formed : since each
block update changes exactly four control qubits from |0〉 to |1〉 or vice versa,
any state in which the number of non-zero control qubits is not divisible by four
is not in the orbit any well-formed initial state.

5.3 Initial Marking

Margolus pointed out in [14] that the synchronization scheme for an aca does
not work satisfactorily in a quantum setting: with it, a mqca computes forward
only at a diffusive rate. (His argumentation is decisive but beyond the scope of
this paper.) Fortunately, he found a partial solution. If instead of allowing full
2-D parallelism, parallel operation is constrained to a 1-D “wave”, the computer
operates satisfactorily. The computer itself, and thus our Petri net model of it
need no changes, but, unfortunately, setting the initial state of both control and
data qubits becomes a rather complicated task.

Recall, that the original local synchronization scheme allows different parts
of the grid to have different computational ages, as long as the age difference of
adjacent cells never exceeds one. With the new scheme, cells in different columns
of the grid are forced to have different ages. Consider Fig. 5(a). It shows the
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Fig. 5. Initial state of a quantum Bbmca

initial states of control qubits according to the new scheme. Initially, only blocks
in column one3 are updatable. As soon as at least two adjacent blocks have
been updated, blocks in column two become active and so on. Finally, blocks
in column six go forward, whereafter the updating process begins anew from
column one. All in all, updates occur in a wobbly wave from left to right.

The initial states of data qubits in Fig. 5(b) have to reflect this. Recall, that
upon updating, all cells in a block must have exactly the same computational
age. Thus, except for a three-column wide “flat” region (initially columns six,
one and two), the computational ages of columns have to form a staircase-like
pattern. The numbers under the columns of Fig. 5 are these initial ages of cells
belonging to the column. The last column needs a special treatment. When a
block in column five becomes active for the first time, its age is five (because
originally it was four and it has been updated once by blocks in column four).
Thus, the initial age of column six has to be five, as well. On the other hand,
when a block in column six is active for the first time, its age has to be two,
because that is the age of column one that has the right-hand side cells of the
block! For this to work, the states of all cells in column six have to be the same
at ages one and five. We pick the proper cell contents from appropriate columns
of Fig. 3. In our Petri net model, the initial markings are

M0(Ageeven) =
8∑

j=1

〈3, j〉+ 〈5, j〉 ,

M0(Ageodd) =
( 6∑

i=1

8∑
j=1

〈i, j〉
)
−M0(Ageeven) ,

M0(Data) =
( 6∑

i=1

8∑
j=1

〈i, j,⊥〉
)
− 〈1, 1,⊥〉+ 〈1, 1,,〉− 〈1, 8,⊥〉+ 〈1, 8,,〉

− 〈4, 4,⊥〉+ 〈4, 4,,〉 − 〈4, 5,⊥〉+ 〈4, 5,,〉 .
3 We say that a block is in the row and in the column in which its upper left hand

corner cell lies.



344 Leo Ojala, Olli-Matti Penttinen, and Elina Parviainen

5.4 Simulation of Time Evolution

As pointed out in Sects. 4.4 and 4.5, the reachability graph of the kernel net
serves as a generator for a set of simultaneous differential equations that govern
the time evolution of the modeled quantum system. The graph has 1680 reach-
able markings, 3840 arcs and one strongly connected component. In Sect. 4.4 we
claimed that the actual state space is much smaller than the potential one. This
indeed is the case: the potential state space of a 6×8 mqca with one data qubit
cells is 22·6·8 = 296 ≈ 8 · 1028.

We simulate the time evolution of the system with Quantum Maria up to
1000 time units at Δt = 0.5 unit intervals. At each time step, the raw simulation
output data consists of 1680 probability amplitudes. That is not the kind of
data we would like. Instead, we are interested in the compound probability of
all of the states we consider final; i.e., states that correspond to squares (6,1)
and (6,8) both being black. With the help of the so-called state property fea-
ture, the reachability analyzer allows markings satisfying a Boolean condition to
be grouped together. Quantum Maria automatically computes the compound
probabilities of each group.

For this simulation, only the group consisting of final states is defined. It
has a total of 180 markings, approximately 10.7 % of the total of 1680. Figure 6
shows the simulation results. All three curves give the compound probability of
finding the system in one of its final states if it were measured at time t and it
had not been measured prior to time t.

Figure 6(a) shows that for t ≤ 3 units, the probability is practically zero.
Thereafter, it begins to rise rapidly towards initial local maxima, which are
substantially higher than the eventual average value. This behavior is offset by
a decline to a minimum at t ≈ 65 visible in Fig. 6(b). Figure 6(c) reveals that
eventually the probability will fluctuate around its expectation in a chaotic,
non-periodic manner.

6 Conclusions

Through our design procedure, we have demonstrated in a systematic way the
applicability of Petri nets to modeling and analysis of parallel quantum com-
puters. Especially, constructing the Hamiltonian of a quantum system directly
from the reachability graph of a corresponding kernel net leads to a huge re-
duction in the state space and makes a numerical time simulation of non-trivial
quantum computers possible. Also, with our approach, quantum computers can
be described in terms familiar to a far larger audience than those familiar with
quantum mechanics.

In a forthcoming paper, we will formalize the notion of kernel nets and
broaden our focus to encompass also fully quantum logical systems instead of the
semi-classical ones discussed here. Towards this need, a new formal concept more
general and powerful than the concept kernel net will be introduced: Quantum
nets.
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Fig. 6. Probability of finding the quantum bbmca in a final state vs. time in three
different time spans

We also continue to develop software tools and associated algorithms to aid
in the analysis of quantum computers; specifically, tools for simulating multiple
measurements.

In addition, we want to be able to utilize data symmetries present in quantum
systems and construct automatically symbolic reachability graphs for quantum
nets that only have one symbolic marking representing an entire equivalence
class of ordinary markings [9].

A Software

This Appendix contains an overview of Quantum Maria, a software pack-
age for modeling and simulating quantum computers. It consists of the Maria
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reachability analyzer [11] for high-level Petri nets enhanced by a time-evolution
simulator. Maria has been developed at the Helsinki University of Technol-
ogy Laboratory for Theoretical Computer Science and is freely available in the
Internet under the GNU General Public License at the address given in [15].
The simulator is being developed by the second author of the paper and is in a
prototype stage.

Theoretical foundations and software engineering aspects of Maria have
been documented in [10]. Its practical use has been explained in an on-line
manual and auxiliary material available at the above-mentioned Internet address.
Here, we only discuss key features of Maria pertaining to its use as a part of
Quantum Maria.

Maria is modular: it can be used with problem-domain-specific front- and
back-ends. Quantum Maria needs no special front-ends. Quantum systems are
modeled directly in the “native” language of Maria, a variant of Algebraic Sys-
tem Nets. The time simulator is used as a back-end to the reachability analyzer.

Designing a semi-classical quantum computers with Quantum Maria is a
four-phase process:

1. modeling a classical version of the computer as an asn,
2. validating the correctness of the model,
3. generating the state space of the model, and
4. simulating the free evolution of the system over time.

Phases 1–3 are performed with Maria. Phase 4 uses the new simulator.

A.1 Using Maria

The Petri net is written textually in the Maria Net Description Language. As
an example, Sect. A.3 shows the listing for our quantum bbmca model given in
Sect. 5. The full modeling power of the language is at the modeler’s disposal,
including all data types and operations. The only restriction imposed is a one-to-
one correspondence between states of the modeled quantum system and markings
of the Petri net.

Maria has a rich set of features to aid model checking. Safety and liveness
properties can be verified with Linear Temporal Logic (ltl) formulae. Quite a
few useful safety properties can be defined in the Net Description Language as
well: places may have capacity constraints, sets of places can be declared com-
plementary, and markings that violate a Boolean property can be rejected. For-
bidden markings can also be found with fact transitions. Experience has shown
the usefulness of these features to catch modeling errors as early as possible;
for instance, an ill-formed initial marking often leads to a constraint violation –
the system will catch this immediately. Examples of use of these features can be
found in the listing in Sect. A.3.

The reachability graph of the net is exported in the form of a labeled state
transition system in machine readable form. In this language, reachable markings
are represented as state numbers. Therefore, a mechanism is needed that maps
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these states back to markings of the Petri net. Maria includes a state property
feature that can be used for this. Sets of markings in which a given Boolean
condition holds, are reported. Any number of sets can be defined, and they need
not be disjoint.

A.2 Time-Evolution Simulator

The Quantum Maria simulator has to numerically solve the linear Schrödinger
differential equation (9), where the Hamiltonian H has the form (10b) with an
initial condition |ψ(0)〉. Currently, the prototype simulator has implementations
of two variants of our own experimental algorithm that is based on the so-called
randomization method [7] and two variants of the Runge-Kutta algorithm used
mainly for validation of the new algorithms, which we discuss next4.

The randomization method is based on a clever computing of the matrix
exponential in (11). By definition, eMt has the Maclaurin series expansion

eMt =
∞∑

k=0

(Mt)k

k!
, (A.1)

which converges for all square M and all t ≥ 0. Let N = M + I . Now,

eMt = eNte−t =
∞∑

k=0

(Nt)ke−t

k!
=

∞∑
k=0

Nk e−ttk

k!
=

∞∑
k=0

Nkβ(k, t) , (A.2)

where
β(k, t) = P [X = k], X ∼ Poisson(t) . (A.3)

The Poisson distribution is useful here because it thins very rapidly before some
L(t) and after some R(t). We use these as “cutoff” points for an approximation
of the infinite series.

Recall, that H = F +F †. Since F is real, H is real, and −iHt is pure imaginary.
By a result given by Peres in [21],

H = λF + (λF )† λ ∈ C : |λ| = 1 (A.4)

give equivalent time behaviors for all λ. We let λ = i. Thus

−iHt = −i
(
iF + (iF )†

)
t =
(
F − FT

)
t . (A.5)

All this put together, we compute with A = F − FT + I

|ψ(t)〉 ≈
R(t)∑

k=L(t)

αkβk,t , (A.6a)

4 We give the algorithm in the form that is applicable to the kind of semi-classical
computing we have performed. For general quantum gates, a slightly modified version
is used.



348 Leo Ojala, Olli-Matti Penttinen, and Elina Parviainen

where
α0 = |ψ(0)〉 ,

αm = Aαm−1 (m ≥ 1) ,
(A.6b)

and
βk,t = P [X = k], X ∼ Poisson(t) . (A.6c)

The Poisson probabilities are computed with a stable algorithm by Fox and
Glynn [5]. L(t) and R(t) are parameters defined by the algorithm. For example,
we use L(.5) = 0, R(.5) = 13.

With this algorithm, the time evolution simulation described in Sect. 5.4
takes less than two minutes of processing time on a modern workstation. The
results have been verified to be correct to six decimal places.

A.3 Example of the Net Description Language

int m = 6; int n = 8;
typedef int (1..m) idx_t; typedef int (1..n) idy_t;
typedef struct { idx_t x; idy_t y; bool val } cell_t;
typedef struct { idx_t x; idy_t y; } ind_t;

bool isEven(int x) x % 2 == 0;
cell_t c(idx_t i, idy_t j, bool v) {i,j,v};
ind_t xy(idx_t i, idy_t j) {i,j};
cell_t balls(bool x)

c(1,1,x) union c(4,4,x) union c(4,5,x) union c(1,8,x);
bool r(bool a, bool b, bool c, bool d)

((a&&(b || c )) || (!a&&((!b && !c && d) || (b && c && !d))));

place age_even(0..#ind_t) ind_t: (idy_t y: xy(3,y) union xy(5,y));
place age_odd(0..#ind_t) ind_t: ind_t ij: ij minus place age_even;
place data(#ind_t) cell_t: ((idy_t y: idx_t x: c(x,y,false))

minus balls(false)) union balls(true);

trans :bbm {idx_t x; idy_t y; bool c1; bool c2; bool c3; bool c4;}
in { data: {x,y,c1}, {+x,y,c2}, {x,+y,c3}, {+x,+y,c4}; }
out { data: {x,y,r(c1,c2,c3,c4)}, {+x,y,r(c2,c4,c1,c3)},
{x,+y,r(c3,c1,c4,c2)}, {+x,+y,r(c4,c3,c2,c1)}; } ;

trans odd:trans bbm
in { place age_odd: {x,y}, {+x,y}, {x,+y}, {+x,+y}; }
out { place age_even: {x,y}, {+x,y}, {x,+y}, {+x,+y}; }
gate !(isEven(x) || isEven(y));

trans even:trans bbm
in { place age_even: {x,y}, {+x,y}, {x,+y}, {+x,+y}; }
out { place age_odd: {x,y}, {+x,y}, {x,+y}, {+x,+y}; }
gate (isEven(x) && isEven(y));
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trans fact_d in { data: {x,y,a}, {x,y,b}; } gate fatal;
reject
cardinality(idx_t x: idy_t y: c(x,y,false) minus place data) != 4;
reject (cardinality place age_even) % 4 != 0;

prop final : (c(6,1,true) union c(6,8,true)) subset place data;
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10. Marko Mäkelä. “A Reachability Analyser for Algebraic System Nets”. Research Re-
port HUT–TCS–A69, Helsinki University of Technology, Department of Computer
Science and Engineering, Laboratory for Theoretical Computer Science, Espoo,
Finland, June 2001.
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Abstract. In this paper, a flexible framework is presented that allows
us to model and to simulate different types of Distributed Transaction
Processing Systems which implement algorithms to solve certain spe-
cific problems related to security, concurrence, deadlock, etc. Based on
the X/Open DTP model and using the Coloured Petri Nets as a tool,
the basic model is broken down, maintaining its main components and
presenting the new interfaces that appear. This allows us to simulate Dis-
tributed Transaction Processing Systems with different characteristics,
to incorporate to the model any existing or future algorithm and to study
the performance of the system both as a function of its characteristics
and of the algorithms used.

1 Introduction

The characteristics of atomicity, consistency, isolation and durability (ACID)
that transactions should have, both in centralized and in distributed environ-
ments, have given rise to the proliferation of numerous algorithms. These al-
gorithms try to maintain the ACID properties of the transactions by solving
the problems that appear with possible failures, concurrent access, deadlocks,
etc. Most of these works, however, are centred on the study of a specific prob-
lem without treating the study of a general system where all the components
are integrated: recovery, concurrence, deadlocks, consolidation, etc. The recov-
ery and concurrence control protocols used in most of these works are based on
the writing of a log file and the strict two-phase locking protocol [25]. There
are many works that study the mechanisms for detecting deadlock, from the
simplest, based on timeout, to other more complex ones based on wait-for-graph
or send probes ([6], [7], [9], [8], [16], [19], [18], [20], [23], [24], [28], [29], [30]).
The consolidation control of transactions has also been broadly studied ([1], [2],
[3], [4], [5], [13], [22], [26], [27]). Many of these works also propose new algo-
rithms, but they all treat the problem they undertake separately. The present
work provides a framework that allows the modelling and simulation of the be-
haviour of these or other algorithms, integrating them in a complete Distributed
Transaction Processing System model.
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To obtain a system with these characteristics we start from the X/Open
Distributed Transaction Processing model (X/Open DTP), proposed by the In-
ternational Organization of Open Systems, Open Group ([12], [11]). It is a stan-
dard supported by most of the commercial systems in the domain of transactions
and database management. It presents an architecture that permits the design
of multiple applications that can share resources by coordinating their work
through global transactions. This architecture is based on five basic functional
components in each node of the distributed system and six interfaces that allow
the connection among these components, specifying the communication require-
ments among them. In this work the system is expanded with new components
and interfaces that will allow the change of protocols without affecting the basic
functional components of the model.

Coloured Petri Nets have been used to model, visualize and analyse this Dis-
tributed System ([14]). This tool makes it possible to build the general model
through a set of separate submodels with well-defined interfaces. In [15] a series
of reasons for the use of Coloured Petri Nets (CPN) in the design and analysis of
systems are enumerated. They offer a simple form of expressing processes that
require synchrony and allow the model to be taken to extreme conditions that
would be difficult or very expensive to obtain in a real system. The CPN will
allow the structure and behaviour of the system to be modelled by means of
an abstraction of the same and represented through a composition of modules,
which interact and can be considered a system in themselves. This characteristic
will allow us to study its state and behaviour separately, bearing in mind their
interaction with other modules. In [17] the theoretical justification of a simple
mechanism is presented, external transitions, which makes it possible to incor-
porate distributed algorithms to distributed systems. This mechanism is based
on distinguishing which actions of the system activate the execution of an al-
gorithm. This work tries to distinguish what these external actions are and to
define them through a set of input/output interfaces. These interfaces will be
the actions that activate the algorithms that are implemented in each one of the
components of the Distributed Transaction Processing System.

This paper is structured as follows. In section 2 the basic characteristics of
the X/Open DTP model are introduced. The general design of the Distributed
System through CPNs is in section 3. The versatility of the system built is ap-
proached in section 4, where we present, by way of example, how the system
makes it possible to change from one commit protocol to another. We thus take
as a basis the two-phase commit protocol but the system is prepared to use
other different protocols without any additional obligation than to maintain the
appropriate interfaces with the rest of the components of the system. Section 5
presents some results obtained for different protocols and section 6, some con-
clusions on the work developed.

2 Architecture of Transaction Processing Standard

The X/Open DTP model ([12]) defines a transaction as a unit of work character-
ized by four properties: atomicity, consistency, isolation and durability (ACID).
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It also defines a reference model for Distributed Transaction Processing by means
of a functional break-down with five main components (figure 1): Application
Program (AP), Transaction Manager (TM), Resource Manager (RM), Commu-
nication Resource Manager (CRM) and a protocol that provides the communi-
cation services (OSI TP) used by the distributed applications and supported by
the Communication Resource Managers.

APTM RM

CRM

OSI TP

APTM RM

CRM

OSI TP

Node jNode i

Fig. 1. Functional Components and interfaces in X/Open DTP model

A transaction is a complete unit of work that includes many computational
tasks, such as data searches and communications. The AP specifies a sequence
of operations that accesses the resources of a database and defines the beginning
and end of a distributed transaction. TM controls all the resources that the AP
accesses within the limits of a transaction. This component manages distributed
transactions; it coordinates the decision to commit them or roll them back and
the recovery when failure occurs. TM assigns an identifier to the global trans-
action and informs each RM of the global identifier on behalf of the local RM
where the transaction was launched (branches of the transaction). The access
to all the shared resources of the system should be made through the services
that the RM of each node provides, but if the access is to a remote resource, the
appropriate communication should be made through the CRM. The model de-
fines as an AP, a TM and one or more RMs which cooperate in an environment
of distributed transaction processing. These goals can be achieved via the spec-
ification of six interfaces among the five basic components: AP-RM, TM-RM,
AP-TM, AP-CRM, TM-CRM and CRM-OSI TP interface.

3 Modeling X/Open DTP with CPNs

To develop the X/Open DTP model using Coloured Petri Nets, several nets
were created. Some of them correspond to the basic functional components of
the model while others simulate typical components of a Databases Management
System whose blocks or pages will be the resources shared by the system. The
designed model maintains a net for each one of the main components so that
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they implement the basic operations of each one of them. However, from the
TM and RM components, some internal functionalities have been detailed (see
figure 2), mainly those that guarantee the ACID properties of the transactions
that access the database. These functionalities can be implemented by different
protocols or algorithms and they are assigned to new components, so that each
new component can be substituted by a net, the one that models the required
algorithm. This characteristic will make it possible to change protocol easily,
maintaining the basic components of the model.

In the development we have used Renew [21], a tool that makes it possible
to build CPNs and to carry out simulations. Renew is written in Java, the nets
themselves are Java objects and it is possible to make calls to Java code from
the nets and vice versa. Each designed net or Reference Net becomes a net
instance during the simulation. Other interesting aspects that Renew presents
in its formalism are the synchronous channels, that will allow us to establish the
interfaces between the components of the model, and its capability to include
the notion of time.

AP

CRM

TMCM

TM

DLM

RMCM LogMCM

LogM

DM

RMLM

RM

LM(2PL)

TM X/Open DTP

RM X/Open DTP

DTPSim

DTPinit

Fig. 2. Expansion of functional components in the designed model. The gray squares
contain the new functional components included and show whether they are part of
TM or RM in the general X/Open DTP model. The increase in components entails
the appearance of new interfaces that are presented with dotted lines

3.1 Components of the Model

Our model includes a component for the Application Program (AP) and another
for the Communication Resource Manager (CRM), which coincide with two of
the basic components of the X/Open model.

The TM X/Open component breaks down into two: TM for the basic oper-
ations and TMCM for the operations of the commit protocol corresponding to
the coordinator process.
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The RM X/Open component breaks down into eight, maintaining an RM
component for the basic operations and extracting from it all the operations
corresponding to recovery, concurrence, deadlock detection and consolidation
control. In the basic model we opted for the Two-Phases Lock (2PL) and the
writing in the log file as mechanisms of concurrence and recovery control: LM
(Lock Manager) and LogM (Log Manager) components. To be able to use proto-
cols different to 2PL, the lock petitions that RM requests were extracted from the
LM component, and included in the RMLM component. To be able to use differ-
ent commit protocols, the operations that communicate the writing of a record
of the protocol have been extracted from LogM, and included in the LogMCM
component. The Disk Manager (DM) component represents the read/write op-
erations in the database. Neither should we forget the possible deadlocks of
the transactions when they access shared resources. Therefore a component to
represent the detection deadlock protocol (DLM) is necessary.

Figure 2 shows the basic functional components of the model, each of which
corresponds to a different net in the implementation. It can also be observed that
in addition to a net for each basic functional component, two nets appear called
DPTinit and DTPSim. These nets have been designed to begin the simulation
and they will also allow its parameters to be modified as well as make it possible
to decide which commit and deadlock detection protocols are used. The figure
also shows how the TM and RM components of the X/Open model (shadowed
rectangles) have been broken down into several modules, maintaining the basic
component but extracting from it the functions that can be implemented through
other algorithms. This characteristic will permit, simply by changing one net for
another, the study of a different algorithm. The increase in components entails
the appearance of new interfaces; in section 4 some of the new interfaces that
arise from the break-down of the basic components of the X/Open model will
be described.

3.2 Parameters

For the simulation, the implemented model is similar to the one used in [13] and
[5]. The database is modelled like a collection of DBSize pages uniformly dis-
tributed in the NumSites nodes of the net. The level of multiprogramming of each
node establishes the number of concurrent transactions that can be executed in it
and is specified by the MPL parameter. The number of transactions to simulate
in each case is indicated in the NumTran parameter. A distributed transaction
consists of a master process that is executed in the node where the transaction
begins, and a group of cohort or branch processes that are executed in several
sites, nodes with database pages that the transaction accesses. A transaction is a
sequence of access operations to a distributed database limited by the beginning
and end operations. Each internal operation includes information on the node
that contains the page and the access mode (reading or writing). The number of
internal operations follows a normal distribution centred in LongTran. Of these,
the percentage of local operations is given by PorcLocal. The rest of the opera-
tions are assigned to a number of remote nodes that follow a normal distribution
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Fig. 3. Parameters of Distributed Transaction Processing System

with center in DistDegree on those NumSites nodes of the net, except the node
that executes the local operations if it exists. The page to access each operation
is chosen randomly form among those DBSize pages that each node contains.
The number of upgrade operations of a transaction is specified by UpdateProb.
When a transaction finishes its execution, a new one is launched in the node
where it began. In each node a machine is simulated with NumCPUs processors
and NumDataDisk data disks. The data disks store the database pages and there
is another disk for storing the log files. The petitions to disk are processed in
the order they arrive by means of a FIFO queue. The tDisk parameter captures
the access time to disk for page of data. The net of communications among the
nodes is simulated with a time of communication of messages tMsgNet. It is also
necessary to establish a value of time limit, timeout parameter, to indicate that
a deadlock can exist and the deadlock detection protocol should be activated.

The DPTinit net begins the simulation by taking the value of these parame-
ters, reading them from a file or showing a dialogue panel that makes it possible
to decide the appropriate parameters for simulation (see figure 3). In this figure
it can be seen that not only is it possible to change the simulation parameters
but also decide some commit and deadlock detection protocols. These proto-
cols are implemented in different nets but in each simulation it decides which
is the desired protocol and only the selected nets are activated. The possibility
to change the nets that simulate different protocols will make it possible, for
example, to evaluate the performance of several commit or deadlock detection
protocols, just by changing the appropriate nets. The possibility of modifying
the parameters will make it possible to compare the performances of Distributed
Systems with different characteristics.

Once the simulation parameters have been decided on and the protocols
chosen, the DTPinit net activates the DTPsim. In the latter the rest of the nets
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necessary for the chosen simulation are created and/or initialized dynamically
and the net AP begins to launch transactions.

4 Modeling of Commit Protocols with CPNs

In a DTP system the users launch transactions from the different nodes of the
distributed system. The transaction that is launched in a node can access any
resource of the system. This means that transactions assigned in different nodes
can compete for the same resources. It is therefore necessary to establish mecha-
nisms that assure database consistency: protocols that allow the database to be
reestablished to a consistent state after a failure as well as concurrence protocols.
To illustrate the work form and its modularity we opted for considering the most
common protocols in database systems: writing in the log as security protocol
and 2PL for concurrence control. These protocols are part of RM as can be seen
in figure 2.

When a distributed transaction finishes, the atomicity property of the trans-
action requires that all their branches complete the transaction or that they all
rollback. This requires a cooperative procedure among all the nodes where the
transaction executes some branch: the commit protocol. The TM in the node
where the transaction began assumes the role of coordinator, beginning a pro-
tocol that assures the same result in all the nodes. The RMs in the nodes where
the transaction executes a branch become participants and cooperate with the
coordinator to assure that all the branches have consolidated their operations.

Among the different protocols of atomic consolidation, the Two Phase Com-
mit Protocol (2PC) and their variants Presume Abort (PA), Presume Commit
(PC) and Three Phase Commit Protocol (3PC) are the most used ([25], [10]).
They are all characterized by the exchange of messages between the TM of the
node where the transaction was launched (coordinator) and the RMs of nodes
where the transaction has branches (participants). During the execution of the
protocol these managers should register information in the log file for the re-
covery of a possible failure. Some of these records should be in stable memory
before continuing with some steps of the protocol. The functional components
of the model (figure 2) implied in the commit protocol are three:

– TMCM. This represents the coordinating process that manages the commit
protocol in the node where the transaction was launched.

– RMCM. This represents the participant process that is executed in each
node where the transaction has a branch.

– LogMCM.This communicates to the coordinator and the participants that
the forced writings are in stable memory so that they continue with the
protocol.

The nets that are activated in these components depend on the commit pro-
tocol that the user chooses in each simulation. Table 1 shows the nets that have
already been designed for each of the protocols and the functional component of
the model that they implement. The system is open so that other protocols can



358 M. José Polo Mart́ın et al.

Table 1. Nets designed for different commit protocols

Protocols
2PC PA PC 3PC

TMCM TM2PC TMPA TMPC TM3PC

Components RMCM RM2PC RMPA RMPC RM3PC

LogMCM LogM2PC LogMPA LogMPC LogM3PC

be integrated in it just by developing the appropriate nets and respecting the
input/output interfaces to establish communication with the rest of the com-
ponents. In this paper, for the sake of simplicity, only the nets corresponding
to 2PC are shown, and in the following section the generic input and output
interfaces are described. For the same reason, only the components implied in
commit protocol are shown. To show all components and their interfaces would
make this paper too extensive.

4.1 Component TMCM: COORDINATOR

TM begins 2PC protocol when it receives the End Transaction operation from
the AP, activating the coordinator process. In 2PC protocol, the TMCM com-
ponent corresponds to the TM2PC net that is shown in figure 4. The commu-
nication of this component with the rest is established by means of an interface
that is defined through two input transitions (I01 and I1) and several output
transitions (O1, O2, O3, E1, E2, E3, E4, E5 and E6). Two output transition types
are identified: Ox are transitions that represent petitions to other components
while the coordinator continues processing its work (no forced writing in log),
while the exits through Ex indicate that the coordinator has processed a petition
and is waiting for others that will arrive through the input transition I1. Figure
5 shows these input/output interfaces schematically.

Inputs. The input transition I01(:INITCP(tag,N,T,ln)) represents the com-
munication interface from TM to TMCM. It is always activated from TM and
it implies the beginning of the protocol. This transition communicates to the
coordinator the information that it needs to begin the protocol: the tag, which
indicates where the input comes from; identification of the node where the trans-
action was launched (N); identifier of the transaction (T) and a list (ln) that in-
cludes the identifiers where the transaction has a branch, nodes that will execute
the participant processes.

The rest of the petitions that activate the coordinating process will ar-
rive through the input transition I1(:IN(tag,N,T,op,nd)) that represents sev-
eral communication interfaces (RMCM-TMCM, LogMCM-TMCM and CRM-
TMCM). The tag indicates where the petition comes from and hence the inter-
face that it represents; information also arrives on the identifier of the node that
executes the coordinating process (N) for the transaction (T), the operation in
course (op) that can be either the arrival of a protocol message, or the confirma-
tion that a record is in stable memory in log and identifier of the node (nd) that
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Fig. 4. Net TM2PC. This net is instanced in TMCM to implement 2PC. It represents
the coordinator process in the Two Phase Commit Protocol
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Fig. 5. Input/output interfaces for the TMCM component that represents the coordi-
nator process in the Commit Protocol. The labels of the interfaces correspond to the
input/output transactions of net TM2PC shown in figure 4

has executed the operation. Table 2 shows the interface represented by transition
I1 according to tag value, possible values of op for 2PC and a brief description
of what the interface represents. The symbol that generates this input transition
activates different internal transitions of the net which simulate the behaviour
of the 2PC protocol.

Outputs. The exit transitions simulate the passage of messages from the coor-
dinator process to appropriate processes depending on the part of the protocol



360 M. José Polo Mart́ın et al.

Table 2. Input interfaces to TMCM. Operation in course of the protocol according to
the possible values of tag and op in the transition I1

INTERFACE tag op Description

CRM-TMCM CRM y Affirmative vote of remote participant
n Negative vote of remote participant
k Acknowledgment message remote participant

RMCM-TMCM RMCM y Affirmative vote of local participant
n Negative vote of local participant
k Acknowledgment message local participant

LogMCM-TMCM LogMCM c/a Coordinator’s final decision commit/abort is
in stable memory

that is being executed: sending a message to participant processes or requesting
the writing of a record in the log file.

The coordinator should send messages to participants on two occasions: the
prepare message (p) in phase 1 and the final decision to commit (c) or abort (a)
the transaction in phase 2. The dispatch of these messages is always established
through output transitions E1 and E2. If one of the participant nodes is the
node N where transaction T was launched the message is sent directly to its RM,
E1(RM:IN("TMCM",N,-1,T,op,N,-1)), this transition representing the output
interface TMCM-RM. The rest of the participants (or maybe all) will be remote
and the message should be sent through CRM, E2(CRM:IN("TMCM",N,-1,T,op,
nd,-1)), which will pass it to the appropriate remote RM, this transition repre-
senting the output interface TMCM-CRM. These output transitions will activate
input transitions in other nets, for which they take the label TMCM which will tell
them where the petition is coming from. Table 3 shows, among others, the in-
terface that those output transitions E1 and E2 represent, the possible values of
the op parameter for 2PC and a brief description.

The coordinator process should also request the writing in log of some pro-
tocol records: beginning protocol (BC), the coordinator’s final decision (AbortC
/ CommitC) and end protocol (End2PC). The record with the coordinator’s final
decision should be in stable memory before the coordinator can send its decision
to the participants while for the beginning and end records this is not required.
The forced writing petition is made through the output transitions E3, E4 and
E5(LogM:IN(N,[reg,N,T])), while non-forced writing petitions are made by
means of O1, O2 and O3(LogM:IN(N,[reg,N,T])). They all represent the out-
put interface TMCM-LogM and they pass to LogM of node N information in the
way [reg,N,T] indicated by the coordinator petition of the writing in log of the
corresponding record. These transitions activate the input transition I1 in the
general LogM net which, as has been mentioned previously, is broken down into
two to be able to change protocol easily. The LogM net takes charge of simulat-
ing the writing in log and it will pass the control to LogMCM, which is the one
that takes charge of communicating to the coordinator, in the cases of forced
writing, that the record is in stable memory (see section 4.3). This has been
extracted from the general process of writing in log, because the records with
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Table 3. Output interfaces of TMCM. Possible values of op/reg and brief description
of the interface they represent

INTERFACE Transition Parameter Description

op Sending messages

TMCM-RM E1 p Prepare local participant
c Commit local participant
a Abort local participant

TMCM-CRM E2 p Prepare remote participant
c Commit remote participant
a Abort remote participant

reg Force write in log

TMCM-LogM E3 CommitC The coordinator reaches a global commit
decision, because all the participants
vote commit

E4 AbortC The coordinator reaches a global abort
decision, even it just one participant votes
to abort

E5 AbortC The coordinator decides to globally abort,
because the timeout for the local decisions
of the participants has run out

reg No force write in log

TMCM-LogM O1 BC Init protocol
O2 End2PC All the messages that the coordinator

was waiting for have arrived
O3 End2PC The coordinator receives no answer from

a participant and decides to continue the
protocol if the timeout has run out

op End protocol

TMCM-TM E6 C/A The coordinator returns the control to TM
so that it can communicate to AP the end
of the transaction

forced writing change from one protocol to another, and the net corresponding
to the protocol is instanced in LogMCM. Table 3 shows the possible values for
reg and a brief description of these transitions (E3, E4, E5, O1, O2 and O3).

The last output interface of component TMCM corresponds to output transi-
tion E6(TM:IN("TMCM",N,-1,T,op,-1,-1)) which means the end of the proto-
col and the passing of the coordinator’s final decision to TM, which will commu-
nicate to AP the final destination of transaction. This is also shown in Table 3.

4.2 Component RMCM: PARTICIPANT

Component RMCM represents, in each node in which the transaction executes
a branch, the participant process of the commit protocol. Figure 6 shows net
RM2PC which corresponds to this component for 2PC. The interfaces with other
nets are established through an input transition and several output transitions;
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Fig. 7. Input/output interfaces for component RMCM which represents a participant
process of the Commit Protocol. The tags of the interface correspond to input/output
transitions in net RM2PC, which is shown in figure 6

figure 7 shows the correspondence between these transitions and the interfaces
with other components of the model.

Inputs. The input transition I1(:IN(tag,N,T,op,nd)) represents several in-
put interfaces, depending on the tag value. When it is activated, it means the
arrival of a message from the coordinator process (RM-RMCM), the confirma-
tion of the writing in stable memory of a record in the log (LogMCM-RMCM),
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Table 4. Input interfaces to RMCM according to tag value in the transition I1. Possible
values for op in each case

INTERFACE tag op Description

RM-RMCM RM p Reception of prepare message from the coordinator
c/a Reception of coordinator’s final decision (Commit/

Abort)
A The transaction aborts before beginning the protocol

TM-RMCM TM S TM informs to nd node its participation in a branch
of T

LogMCM- LogMCM r/n The log’s record that indicates if participant is
RMCM prepared to commit transaction is found in stable

memory (ready/no ready)
C/A The log’s record that indicates the destination of the

transaction (commit/abort) it is in stable memory

the information from TM of the participation of the node in the execution of
a branch of transaction (TM-RMCM) or the information from RM concerning
the abnormal termination of the transaction (for example, that it has been the
victim of a deadlock detection process). Table 4 shows the interfaces that this
input transition represents according to tag values, with a brief description.

As was observed in section 4.1, the coordinator sends the messages to the
remote participants through CRM; the latter will pass them by means of its exit
interface to RM, which will detect that it is a message of the commit protocol
and will send it to the participant process that has been extracted from RM in
order to be able to change the protocol easily. This explains why RMCM does
not have an input interface from CRM. These messages, the same as those of
read/write page petitions, always arrive from CRM and they are passed to the
RM which will send them to the corresponding component depending on the
operation type.

Outputs. Figure 7 shows the output interfaces of the RMCM component tagged
with the transitions corresponding to the RM2PC net. The interfaces RMCM-
CRM and RMCM-TMCM correspond to shipment of messages of protocol from
the participant (remote or local) to the coordinator; RMCM-LogM corresponds
to the petition of writing log records and if the transaction aborts, to the roll-
back petition of the effects of the branch of the transaction. If, on the contrary,
the transaction commits, its modifications must be made permanent and the
corresponding resources released; the interface RMCM-RMLM makes it possible
to inform LM of this situation.

The participant should send messages to the coordinator on two occasions:
its vote (y/n) to indicate whether or not it is prepared to commit transaction in
phase 1 and an acknowledgment message (k) to confirm that it has executed its
final decision in phase 2. Before sending these messages, the participant should
store in log the corresponding record.
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Table 5. Output interfaces of RMCM, possible values of op/reg and brief description
of the interface they represent

INTERFACE Transition Parameter Description

op Sending of messages to coordinator

RMCM- E6 y Local participant is prepared
TMCM n Local participant is not prepared

k The local participant’s acknowledgement

RMCM- E7 y Remote participant is prepared
CRM n Remote participant is not prepared

k The remote participant’s acknowledgement

reg Writing in log

RMCM- E2 ready The participant is prepared to commit
LogM E3 noReady The participant is not prepared to commit

E4 CommitG/ The participant accepts the coordinator’s
AbortG final decision (Commit/Abort)

E1 AbortP The participant aborts unilaterally

op Rollback participant’s branch

RMCM- O2 A Unilateral abort (timeoutP)
LogM E5 A Coordinator’s final decision

op Commit branch

RMCM- O1 E Relsease of resources for the coordinator’s
RMLM final decision of commit

The output transitions E1, E2, E3 and E4(LogM:IN(nd,[reg,N,T]) make
these petitions to LogM so that the pertinent records can be stored in stable
memory (ready, noReady, CommitG, AbortG or AbortP). The LogM component
makes all these writings, and then passes the control to LogMCM, which will
communicate to RMCM the cases of forced writing (all in 2PC for the participant
process). If the coordinator’s decision was to commit, the effects of the transac-
tion should remain; for this, the exit transition O1(RMLM:IN(N,-1,T,’E’,nd,-1)
tells RMLM that it can release all the resources that the branch has. Transition
E1 represents the participant’s unilateral abort in the face of the coordinator’s
possible failure; in this case the participant decides to abort its branch of T by
writing the record AbortP in the log. Later, all their operations will be subjected
to rollback: transition E5(LogM:IN(nd,[N,-1,T,’A’,-1]). The same interface
is represented by the output transition O2, but in this case the abort decision
came from the coordinator and the participant must send it an acknowledgement
message. In these cases LogM undoes the effects of the branch of the transaction
and it releases all the resources that it has.

The protocol messages are always sent by the output transitions E6(CRM:IN
("RMCM",N,-1,T,op,nd,-1)) and E7(TMCM:IN("RMCM",N,T,op,N)), once the
appropriate record is in the stable memory. If the participant is remote the
message should be sent through CRM (E6), but if it is a local participant it
is sent to the coordinating TMCM directly (E7).Table 5 shows the different
interfaces according to the transition and the values possible for op/reg.
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Fig. 8. LogM2PC Net instance in LogMCM. The upper part represents the interface
with a coordinator process and the lower part with a participant process

4.3 Component LogMCM: Writings in log

The writing petitions (from both participants and the coordinator) in log are
sent to LogM net that simulates the basic part. The interface between coor-
dinator/participant processes and logM is established through LogMCM that
instances the LogM2PC net (figure 8) for the case of 2PC. Figure 9 shows the
correspondence between the input/output transitions and the interfaces and the
rest of components.

Inputs. The net is activated from LogM by its only input transition I1(:IN(nd,
[reg,N,T])) once the record is in stable memory. The record that has been
stored in stable memory can correspond to a record of a coordinator process
(upper part of figure 8) or of a participant process (lower part of figure 8). In
this transition nd indicates the node that executes the coordinator/participant
process for transaction T; reg is the record that has just been stored; and N, the
node where the coordinator process is executed (it coincides with nd if it is the
writing of a record of the coordinator process).

Table 6 shows the input interface represented by this transition according to
values of reg. Description is not included because the meaning is the same in all
the cases; a protocol record has been stored in log.

Outputs. The output transitions represent the LogMCM-TMCM interfaces (E1
and E2) and LogMCM-RMCM (E3, E4, E5, E6 and E7). The transitions T2 and
T3 represent the non-forced writing of the coordinator’s records BC and End2PC,
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TMCM

TM

RMCM

LogMRM

LogMCM

RM X/Open DTPTM X/Open DTP

I1

E1,E2

E3,E4,E5,E6,E7

Fig. 9. Input/output interfaces of the LogMCM component; correspondence with the
input/output transitions in LogM2PC net

Table 6. Input/output interface to LogMCM net. Input interfaces according to reg
value (left). Output insterface according to op value (right)

INTERFACE reg INTERFACE TRANSITION op
LogMCM-TMCM BC LogMCM-TMCM E1 a

(N=nd) CommitC (N=nd) E2 c

AbortC LogMCM-RMCM E3 r

End2PC E4 n

LogMCM-RMCM ready E5 A

noReady E6 C

AbortP E7 A

CommitG

AbortG

while transitions E1 and E2(TMCM:IN("LogMCM",N,T,op,N)) pass the control
to the coordinator to tell it that the records that recall its final decision are in
stable memory. The coordinator waits for this answer to send its final decision
to the participants (see section 4.1).

The log’s records corresponding to a participant process are all of mandatory
writing. The output transitions E3, E4, E5, E6 and E7(RMCM:IN("LogMCM",N,T,
op,nd)) pass the control to the corresponding participant process so that this
sends the appropriate message to the coordinator (see section 4.2).

Table 6 shows the interfaces represented by these output transitions. De-
scription is not included because the meaning is the same in all the cases. Some
record of forced writing of the coordinator/participant is in stable memory.

5 Simulations Results

Using the Distributed Transaction Processing System model described in the
previous sections, we present in this section the result of a small simulation
experiment that makes it possible to show one of the possible applications of
the general system. To do this we compared the number of transactions per
second and the mean execution time of the transactions for the four commit



A Framework for the Modelling and Simulation 367

protocols presented in section 4 (2PC, PA, PC and 3PC). In each node the
multiprogramming level has been varied from 3 to 19 maintaining for all the cases
a system with 10 nodes, each of which stores 1000 pages of the shared database.
Timeout has been used as deadlock detection protocol. An ethernet (tMsg of
1ms), a data disk and a log disk with a mean time of access to disk of 10ms were
considered. The Application Program has simulated homogeneous transactions
of some 18 operations on average. The percentage of remote operations was 50%
with a degree of distribution of 3 and 10% upgrade petitions.
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Fig. 10. System throughput (upper) and mean time (seconds) of transaction execution
(lower) by the multiprogramming level per node

In the upper part of figure 9 it can be seen how the system performance
decreases for 3PC, and increases slightly for PC, staying practically the same for
2PC and PA. These experimental results are in agreement with the behaviour of
these algorithms in the absence of failures: 3PC decreases performance because
it increases the number of messages exchanged in the protocol; 2PC and PA,
in the absence of failures, behave in the same way, with the same performance
and number of messages; PC decreases the number of messages for the commit
transactions and for this reason the performance increases slightly. It can also
be seen that between 9 and 17 concurrent transactions per node, the system
throughput is maintained, but as shown in the lower part of figure 9 the time
of execution increases progressively with MPL. This is because the transactions
begin to compete for the resources of the system giving rise to timeout situations
and deadlocks that can cause their rollback and subsequent rebooting.
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6 Conclusions

The work developed here has a flexible framework that allows the study of differ-
ent algorithms integrated inside a model of a Distributed Transaction Processing
System. The properties of the algorithms are usually proved separately and it
is not obvious how the algorithm is integrated into a large system [17]. The
differentiation of the actions of the overall system that activate an algorithm
has allowed the definition of a set of input/output interfaces that enables its
integration.

The breakdown of the basic components defined in the X/Open DTP model
and the definition of the new interfaces that appear make possible not only this
integration but also the substitution and subsequent analysis and comparison
of the algorithms that carry out similar tasks. In this work we present a possi-
ble application, showing the possibility of exchanging a specific component, the
one that implements the commit protocol, in the general system. However, the
system is open to the integration of any algorithm that implements a solution
related to the typical problems in Distributed Transaction Processing.

The use of synchronous channels in the formalism of Petri Nets that Renew
[21] implements has made it possible to establish in a simple way the new in-
terfaces that appear in the model. It also allows the design of new nets that
implement different algorithms and their integration in the general system de-
veloped in a simple way. We present, therefore, a flexible system that allows
the study of both distributed systems with different characteristics and different
algorithms.
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25. M.Tamer Özsu and Patrick Valduriez. Principles of Database Systems. Prentice
Hall, second edition, 1999.
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Abstract. In this paper, we define Time Petri Nets with Inhibitor Hy-
perarcs (IHTPN) as an extension of T-time Petri nets where time is
associated with transitions. In this model, we consider stopwatches as-
sociated with transitions which can be reset, stopped and started by
using classical arcs and branch inhibitor hyperarcs introduced by Jan-
icki and Koutny [17]. We give a formal semantics for IHTPNs in terms of
Timed Transition Systems and we position IHTPNs with regard to other
classes of Petri nets in terms of timed language acceptance. We provide
a method for computing the state space of IHTPNs. We first propose
an exact computation using a general polyhedron representation of time
constraints, then we propose an overapproximation of the polyhedra to
allow a more efficient compact abstract representations of the state space
based on DBM (Difference Bound Matrix).

Keywords: Time Petri nets, inhibitor hyperarc, state space, semantics,
real-time systems

1 Introduction

The theory of Time Petri Nets provides a general framework to specify the
behavior of reactive and real-time systems. In such applications, it is necessary
to model the durations of actions in the form of a time interval and it is sometimes
necessary to memorize the progress status of an action when this one is suspended
then resumed.

In this class of models, some extensions of time Petri nets have been proposed
to model the preemptive scheduling of tasks. Okawa and Yoneda [25] propose
an approach with time Petri nets consisting of defining groups of transitions
together with rates (speeds) of execution. Roux and Déplanche [30] propose an
extension for time Petri nets (scheduling-TPN) that consists of mapping into the
Petri net model the way the different schedulers of the system activate or suspend
the tasks. For a fixed priority scheduling policy, scheduling-TPN introduce two
new attributes associated to each place that respectively represent allocation
(processor or resource) and priority (of the modeled task). [6] propose a similar
model: Preemptive Time Petri Net (preemptive-TPN). The two new attributes
are associated to transitions instead of places.
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However all these models are dedicated to the scheduling problem while stop-
ping then resuming an action is a more general consideration. For example
scheduling-TPN and preemptive-TPN are unable to model a circular priority
relation which can definitively block the time flow of some transitions while no
concurrent transition runs (i.e. the required resources are free). These “timed
deadlock” are real and concrete problems in industrial applications, it may thus
be necessary to have a model able to express them in order to detect them.

We propose to define a general T-timed extension of Petri nets with the
concept of stopwatch. In this model, stopwatches are associated with transi-
tions which can be reset, stopped and started by using classical arcs and branch
inhibitor hyperarcs introduced by Janicki and Koutny [17].

We will first discuss timed extensions of Petri nets and then the concept of
branch inhibitor hyperarc.

Time Petri Nets

The two main timed extensions of Petri Nets are Time Petri Nets (TPN) [24]
and Timed Petri Nets [29]. While a transition can be fired within a given interval
for TPN, in Timed Petri Nets, temporisation represents the minimal duration
firing of transitions (or exact duration firing with an “as soon as possible” firing
rule). There are also numerous way of representing time. It could be relative to
places, transitions, arcs or tokens. The classes of Timed Petri Nets (time relative
to place, transition. . . ) are included in the corresponding classes of Time Petri
Nets [27] TPN are mainly divided in P-TPN [18], A-TPN [10, 1] and T-TPN
[4] where a time interval is relative respectively to places, arcs and transitions.
Finally, Time Stream Petri Nets [11] were introduced to model multimedia ap-
plications. Since our objective is to use inhibitor arcs to stop the stopwatches
associated with the transitions, we will use the T-TPN model.

It is shown in [23] that Petri nets with inhibitor arcs can be described by
T-time Petri nets. Time-transitions are then used to model inhibitions. T-TPN
do not make it possible to model at once a coherent flow of time and inhibitions.

Priorities, Inhibitor Arcs and Branch Inhibitor Hyperarcs

A priority net introduced by [14] is a marked net with a binary priority relation
on transitions. The priority relation is assumed to be irreflexive and antisym-
metric. Moreover, priority is specified only for transitions which are in a local
conflict. Petri Nets with inhibitor arcs were introduced by Agerwala [2]. The
standard execution rule for inhibitor arcs says that an inhibitor arc between a
condition (place) p and an event (transition) t means that t can only be fired if
p is unmarked. Several papers aimed at modeling priorities with inhibitor arcs.
This can be achieved by using labeled nets [14] where a transition with a lower
priority is replaced by a set of transitions with the same label, or by using “in-
visible transitions” [8]. [17] show with a counterexample that it is impossible to
have a strong (not only isomorphic, but even identical reachability graphs) trans-
lation from priority nets to ordinary inhibitor nets. To cope with this problem



Time Petri Nets with Inhibitor Hyperarcs 373

[17] introduced branch inhibitor hyperarcs. A branch inhibitor hyperarc between
places p1, . . . , pk and a transition t means that t is not firable if all the places
p1, . . . , pk are marked. However, in their example, ordinary inhibitor arcs could
be used by adding a single place to the net. Branch inhibitor hyperarcs do not
increase the expressivity of the model compared to simple inhibitor arcs but
nonetheless greatly improve the convenience of the modeling.

Simultaneity and Inhibitor Arcs

There seems to be no general agreement on an exact definition of a simultaneous
step for nets with inhibitor arcs : can a net fire simultaneously two transitions
a and b even if the firing of the one (a) inhibits the other (b)? Both semantics
can be found in the literature : models in which the simultaneous firing of {a, b}
is allowed is often called the “a priori concurrent semantics” [15, 17] and those
which disallow {a, b} the “a posteriori concurrent semantics” [26]. Both types
are considered in [8, 16]. To be coherent with classical time Petri nets semantics,
we will consider in this article a model which does not allow the simultaneous
firing of two transitions.

Related Works

Cassez and Larsen [7] prove that stopwatch automata (SWA) with unobservable
delays are as expressive as linear hybrid automata (LHA) in the sense that any
timed language accepted by a LHA is also acceptable by a SWA. The reachability
problem is undecidable for LHA and also undecidable for SWA. For time Petri
nets as for Petri nets with inhibitor arcs, (and a fortiori for time Petri nets with
inhibitor arcs (and hyperarcs)) boundedness of marking is undecidable [23, 14],
and works on these models report undecidability results, or decidability under
the assumption that the Petri net is bounded (as for reachability decidability of
Time Petri Nets [28]). Boundedness and other results are obtained by computing
the state space.

For dense-time models such as time Petri nets or timed automata, the state
space is infinite because of the real-valued clocks; but it is possible to represent
the infinite state-space by a finite partitioning in the state class graph or the
region graph.

The mainstream approach to compute the state space of T-TPN is the state
class graph [23, 4]. The nodes of the state class graph are sets of states (a state
class is a pair consisting of a marking and a firing constraint) of the TPN and
the edges are labeled with transitions names. If L is the language accepted by
the state class graph and L′ is the untimed language accepted by the TPN, then
L = L′. An alternative approach has been proposed by Yoneda [32] in the form of
an extension of equivalence classes which allows Computation Tree Logic (CTL)
model-checking. Lilius [20] refined this approach so that it becomes possible to
apply partial order reduction techniques that have been developed for untimed
systems. Berthomieu and Vernadat [5] propose an alternative construction of the
graph of atomic classes of Yoneda applicable to a larger class of nets. The state
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class method is also improved in [22] to produce a timed automaton which is
timed bisimilar to the TPN, allowing TCTL model-checking. Lastly, Gardey and
Roux [13] propose to extend the zone based forward algorithm of timed automata
to the computation of the state space of time Petri nets. This algorithm differs
from the state class graph computation by using the future of a zone instead of
shifting the origin of time.

In all these approaches, temporal domains are expressed as a set of linear
inequations in the form of a Difference Bound Matrix (DBM). The form of
a DBM is not sufficient to express the temporal domain with the presence of
stopwatches. For stopwatch automata (SWA) Cassez and Larsen [7] propose an
approximate reachability algorithm obtained as a rather immediate extension of
the existing reachability algorithm for timed automata. This extension consists
of using DBM by the redefinition of the future of a zone (DBM). It yields an
overapproximation of the reachable state space. In the same way, in the context
of scheduling analysis, in [30, 21, 6] authors propose an overapproximation of the
state space by using DBM.

Our Contribution

We propose to define a T-timed extension of Petri nets with the concept of
stopwatch. The stopwatches are associated with the transitions which can be
reset, stopped and started by using classical arcs and branch inhibitor hyperarcs
introduced by Janicki and Koutny [17].

We give in section 2 the formal semantics of this model in the form of a timed
transition system. We give in section 3 the main properties concerning this model
(relation with other classes of Petri nets, decidability of boundedness and reach-
ability problems...). We propose in section 4 an exact state space computation
(based on the state class graph method) and also a more efficient computation
method (at the cost of an overapproximation) that uses compact abstract repre-
sentations of the state space based on DBM (Difference Bound Matrix). Finally
in section 5, we show how to check timed reachability properties on this model
by using the classical notion of observer.

2 Time Petri Nets with Branch Inhibitor Hyperarcs

2.1 Informal Presentation

We now present our T-time extension of branch inhibitor nets. We first recall,
on examples, the models on which this extension is based i.e. branch inhibitor
nets with a posteriori semantics and time Petri nets.

Two examples of branch inhibitor nets are presented in figure 1. The first
net (a) has two inhibitor arcs (i.e. two simple hyperarcs) and the second (b) has
one hyperarc. The net (a) imposes the firing of transitions t1 and t2 before the
firing of the transition t3 whereas the net (b) imposes only the firing of one of
the transitions t1 or t2 before the firing of t3. Let us recall, that with a posteriori
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Fig. 1. Two branch inhibitor nets

Fig. 2. Reachability graph of branch inhibitor nets of fig.1

Fig. 3. A time Petri net and its state class graph

semantics, one can fire only one transition at the same time. Reachability graphs
are given in figure 2.

If we remove the inhibitor arcs and add time to the underlying structure
of those Petri nets, we obtain the time Petri net in figure 3a. t1, t2 and t3 are
enabled at the same time but as the earliest firing time of t1 (5 time units) is
strictly higher than the latest firing time of the other transitions we obtain the
reachability graph (computed with the state class graph) in figure 3b.

Now let us add the branch inhibitor arcs of figure 1 to the TPN in figure 3. We
obtain two T-time Petri nets with inhibitor hyperarcs in 4. In the two examples



376 Olivier H. Roux and Didier Lime

Fig. 4. Two IHTPN

Fig. 5. Reachability graph of IHTPN of fig.4

(a and b), the inhibitor hyperarcs prohibit the firing of t3 first and temporisations
impose the firing of t2 before that of t1. Let us detail the example (fig.4b): the
initial marking of the net is {P1, P2, P3}. We consider 3 stopwatches {x1, x2, x3}
associated to respectively {t1, t2, t3}. A stopwatch x represents the time elapsed
since the associated transition t was last enabled (by the marking) and during
which t is not inhibited. A stopwatch x is stopped, which is denoted by ẋ = 0,
when the associated transition t is inhibited. A stopwatch x is reset when the
associated transition t is newly enabled (and inhibited or not).

Since P1 and P2 are marked, t3 is inhibited and ẋ1 = 1, ẋ2 = 1, ẋ3 = 0. Time
elapses for x1 and x2, and t2 becomes firable. After the firing of t2, t3 is not
inhibited anymore and ẋ1 = 1, ẋ3 = 1. We have then x1 ∈ [3, 4] and x3 = 0
because time did not pass for t3 which was inhibited. t1 can fire in the interval
[1, 3] and t3 must still wait between 2 and 3 time units. Reachability graphs are
given in figure 5.

2.2 Formal Semantics

Definition 1 (Time Petri Net with Inhibitor Hyperarcs). A Time Petri
nets with Inhibitor Hyperarcs is a n-tuple
T = (P, T, •(.), (.)•, α, β,M0, I), where

– P = {p1, p2, . . . , pm} is a non-empty finite set of places,
– T = {t1, t2, . . . , tn} is a non-empty finite set of transitions,
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– •(.) ∈ (NP )T is the backward incidence function,
– (.)• ∈ (NP )T is the forward incidence function,
– M0 ∈ NP is the initial marking of the net,
– α ∈ (Q+)T and β ∈ (Q+ ∪ {∞})T are functions giving for each transition

respectively its earliest and latest firing times (α ≤ β),
– I is a finite set of branch inhibitor hyperarcs:

• each hyperarc in I is a pair (Q, t) where t ∈ T is a transition and Q ∈ NP

is the backward inhibition valuation of the hyperarc1

• we note I(t) the number of inhibitor hyperarcs of the transition t ∈ T ,
• Let i ≤ I(t) the ith inhibitor hyperarc of the transition t ∈ T such that
∃Qi ∈ NP , (Qi, t) ∈ I. We note ◦ti = Qi.

In the example presented in figure 4b : I(t3) = 1, ◦t13 = [1, 1, 0] that represents
{P1, P2}.

A marking M of the net is an element of NP such that ∀p ∈ P,M(p) is the
number of tokens in the place p.

A transition t is said to be enabled by the marking M if M ≥ •t, (i.e. if
the number of tokens in M in each input place of t is greater or equal to the
valuation on the arc between this place and the transition). We denote it by
t ∈ enabled(M).

A transition t is said to be inhibited by the marking M if there are tokens in
all the places of one of its inhibitor hyperarcs: ∃i ≤ I(t), ◦ti < M . We denote it
by t ∈ inhibited(M).

A transition t is said to be firable when it has been enabled and not inhibited
for at least α(t) time units.

A transition tk is said to be newly enabled by the firing of the transition ti
from the marking M , and we denote it by ↑ enabled(tk,M, ti), if the transition
is enabled by the new marking M − •ti + ti

• but was not by M − •ti, where M
is the marking of the net before the firing of ti. Formally,

↑ enabled(tk,M, ti) = (•tk ≤M − •ti + ti
•)

∧((tk = ti) ∨ (•tk > M − •ti))

By extension, we will denote by ↑ enabled(M, ti) the set of transitions newly
enabled by firing the transition ti from the marking M .

Let us consider the IHTPNs in figure 6. Let us assume that the initial marking
is M(P ) = 1,M(Pinh) = 1 and t1 is firable. t2 is enabled by the marking M and
by the marking M ′ = M − •t1 + t1

• but not by M − •t1. Transitions t1 and t2
are newly enabled by the firing of t1. The only difference for the example 6b is
that the transition t2 is newly enabled by the firing of t1 but remains inhibited.

Let us now assume the initial marking is M(P ) = 2,M(Pinh) = 1 and t1 is
firable. t2 is enabled by the marking M and by the marking M ′ = M − •t1 + t1

•

and by M − •t1. t1 is newly enabled by the firing of t1 but not t2: t2 remains
enabled. The only difference for the example 6b is that the transition t2 remains
enabled and inhibited.
1 If valuations are equal to zero or one, then Q can be represented by a set of places.
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Fig. 6. Example of newly enabled transitions

We define the semantics of time Petri nets with Inhibitor Hyperarcs as Timed
Transition Systems (TTS) [19]. In this model, two kinds of transitions may
occur: continuous transitions when time passes and discrete transitions when a
transition of the net fires.

A valuation is a mapping ν ∈ (R+)T such that ∀t ∈ T, ν(t) is the time
elapsed since t was last enabled and during which t remained not inhibited.
(ν(t) represents the value of the stopwatch associated to t). Note that ν(t) is
meaningful only if t is an enabled transition. 0 is the null valuation such that
∀k, 0k = 0.

Definition 2 (Semantics of an IHTPN). The semantics of a time Petri net
with Inhibitor Hyperarcs T is defined as a TTS ST = (Q, q0,→) such that

– Q = NP × (R+)T

– q0 = (M0, 0)
– →∈ Q×(T∪R)×Q is the transition relation including a continuous transition

relation and a discrete transition relation.
• The continuous transition relation is defined ∀d ∈ R+ by :

(M, ν) d−→ (M, ν′) iff ∀ti ∈ T,⎧⎨⎩ν′(ti) =
{
ν(ti) if ti ∈ enabled(M) and ti ∈ inhibited(M)
ν(ti) + d otherwise,

M ≥ •ti ⇒ ν′(ti) ≤ β(ti)

• The discrete transition relation is defined ∀ti ∈ T by :

(M, ν) ti−→ (M ′, ν′) iff ,⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩
ti ∈ enabled(M) and ti �∈ inhibited(M),
M ′ = M − •ti + ti

•,
α(ti) ≤ ν(ti) ≤ β(ti),

∀tk ∈ T, ν′(tk) =
{

0 if ↑ enabled(tk,M, ti),
ν(tk) otherwise

Note that for transitions which are not enabled, the continuous transition
relation of the semantics lets the valuations evolve. They could as well have
been stopped.

Note also that, as for untimed Petri nets, branch inhibitor hyperarcs do
not increase the expressivity of the model compared to simple inhibitor arcs.
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Fig. 7. Two bisimilar safe IHTPN

Figure 7 shows an example of how to translate a branch inhibitor hyperarc into
simple inhibitor arcs for a safe IHTPN. The general case, for not necessarily
bounded IHTPNs, is a bit more complicated and involves explicitly splitting
transitions into a discrete and a continuous transitions and adding transitions
not to be considered in the reachability graph. Still we are able to define a timed
bisimulation between the IHTPN and its translation with simple inhibitor arcs.
So, while they do not increase the expressivity of the model, branch inhibitor
hyperarcs do allow a more convenient modeling. As for TPN, the behavior of
an IHTPN can be defined by timed firing sequences which are sequences of
pairs (t, d) where t is a transition of the IHTPN and d ∈ R+. Then a sequence
ω = (t1, d1)(t2, d2) · · · (tn, dn) indicates that t1 is fired after d1 time units, then
t2 is fired after d2 time units and so on, so that transition ti is fired at absolute
time

∑i
k=1 dk. A marking M is reachable in an IHTPN iff there is a timed firing

sequence ω leading from the initial marking M0 to M . It is common for TPN to
define the untimed sequence from the timed one: if ω = (t1, d1)(t2, d2) · · · (tn, dn)
then Untimed(ω) = t1t2 · · · tn.

We can now extend the usual notion of accepted language for IHTPN.

Definition 3 (Accepted language). The language accepted by an IHTPN is
the set of all its timed firing sequences.

Definition 4 (Untimed language). The untimed language accepted by an
IHTPN is the set of all its untimed firing sequences.

3 Properties

3.1 Relation between Some Classes of Petri Nets and IHTPN

In this section, we will consider the following classes of Petri nets:

– PN : the class of classical Petri Nets,
– priority-PN : the class of Petri nets with priority as defined in [14],
– bih-PN : the class of Petri Nets with branch inhibitor hyperars as defined in

[17],
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– TPN : the class of T-Time Petri Nets as defined in [24],
– scheduling-TPN : the class of scheduling extended time Petri nets as defined

in [30],
– preemptive-TPN : the class of preemptive time Petri nets as defined in [6],
– IHTPN : the class of Time Petri Nets with inhibitor Hyperarcs.

In this section, we will consider the timed language subclass definition:

Definition 5 (subclass). A class A is a subclass of the class B if any timed
language accepted by a Petri net of the class A is also acceptable by a Petri net
of the class B. It is a strict subclass if the reciprocal is not true.

As a consequence, classes of models are defined by the expressivity of these
models as timed language acceptors.

Property 1 (Relation between TPN and IHTPN). Any TPN can be described
by an IHTPN: a TPN is an IHTPN without inhibitor hyperarcs. However,
it is easy to find an IHTPN which accepts the language ∀n ∈ [0, 1], ∀m ≥
0, (t1, n)(t2,m)(t3, 1 − n), while a TPN which accepts it does not exist. Con-
sequently, TPN is a strict subclass of IHTPN.

Property 2 (Relation between PN and IHTPN). Any PN can be described by a
TPN [23], therefore by an IHTPN. PN is a strict subclass of IHTPN.

Property 3 (Relation between bih-PN and IHTPN). Any PN with branch in-
hibitor hyperarcs can be described by an IHTPN. It is sufficient to take an
IHTPN with the same discrete structure but in which all the firing intervals
have a null earliest firing time or an infinite latest firing time. As PN with
branch inhibitor hyperarcs is not a timed model, the reciprocal is not true in
terms of timed language acceptance. Consequently, bih-PN is a strict subclass
of IHTPN.

Property 4 (Relation between priority-PN and IHTPN). Any priority net can be
described by a Petri net with inhibitor hyperarcs [17], therefore, by transitivity,
by an IHTPN. priority-PN is a strict subclass of IHTPN.

Property 5 (Relation between scheduling-TPN or preemptive-TPN and IHTPN).
It is easy to show that any scheduling-TPN [30, 21] and any preemptive-TPN
[6] can be described by an IHTPN with an inhibitor hyperarc for each pri-
ority relation per resource. However, the reciprocal is not true: indeed, with
scheduling-TPN and preemptive-TPN, it is not possible to model a circular pri-
ority relation which can definitively block the time flow of transitions while no
concurrent transition runs (i.e. the required resources are free). Consequently, if
there is an enabled transition for which time is blocked, that means that there
is another one for which time is not blocked. As long as there is an enabled
transition, then there will be in the future the firing of a transition. Conversely,
IHTPN can model a circular relation of inhibition involving a definitive blocking
of the time flow of enabled transition (see fig.8). Consequently, scheduling-TPN
and preemptive-TPN are strict subclasses of IHTPN.

A consequence of the previous property is that IHTPNs are also adapted to
the modeling of the real-time tasks scheduling.
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Fig. 8. IHTPN with deadlock

3.2 Boundedness and Reachability

Property 6 (Reachability and boundedness of marking problems are undecidable
for IHTPN). Reachability and boundedness of marking problems are undecid-
able for TPN and for PN with inhibitor hyperarcs. TPNs and PNs with inhibitor
hyperarcs are particular cases of IHTPNs. Consequently, reachability and bound-
edness of marking problems are undecidable for IHTPNs.

Remark 1. The set of reachable markings of an IHTPN is a subset of the set of
reachable markings of the underlying PN. Moreover the set of reachable markings
of an IHTPN is also a subset of the set of reachable markings of the underly-
ing PN with inhibitor hyperarcs. However, the set of reachable markings of an
IHTPN is not a subset of the set of reachable markings of the underlying TPN.
See examples and reachability graph fig.1,2,3,4,5.

Property 7 (Sufficient and decidable condition of IHTPN marking boundedness).
A not necessary but sufficient and decidable condition of IHTPN marking bound-
edness is: the underlying PN is bounded.

Property 8 (Sufficient and undecidable condition of IHTPN marking bounded-
ness). A not necessary but sufficient and undecidable condition of IHTPN mark-
ing boundedness is: the underlying PN with inhibitor hyperarcs is bounded.

Definition 6 (k-boundedness). A Petri Net is k-bounded iff for any place p
of the net, no marking M such that M(p) > k is reachable.

Property 9 (k-boundedness problems for IHTPN). For classical TPN and for PN
with inhibitor hyperarcs, k-boundedness is decidable because any k-bounded
Petri Net has a finite set of reachable marking and for TPN, if the limits of
the static firing intervals are rational numbers, it is possible to represent the
infinite state space by a finite partitioning. However, for stopwatch automata,
for instance, that finite partioning does not exist in the general case. While
IHTPN is a model with stopwatches, it is not proved yet that IHTPNs belong to
the same class as stopwatch automata. This means that k-boundedness is still
an open problem for IHTPN.

The consequence of this section is that as the boundedness of marking prob-
lem is undecidable for IHTPN, we can try to compute the state space or to
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analyse an IHTPN but there is no guarantee for computation termination. In
the next section, we will therefore propose a semi-algorithm for IHTPN state
space computation.

4 State Space of IHTPN

In order to analyse a time Petri net, the computation of its reachable state space
is required. However, the reachable state space of a time Petri net is obviously
infinite, so a method has been proposed to partition it into a finite set of infinite
state classes [4]. This method is briefly explained in the next subsection. The
following paragraphs then describe its extension in order to compute the state
space of IHTPN.

4.1 State Class Graph of a Time Petri Net

Given a bounded time Petri net, Berthomieu and Diaz have proposed a method
for computing the state space as a finite set of state classes [4]. Basically a state
class contains all the states of the net between the firing of two consecutive
transitions.

Definition 7 (State class). A state class C, of a time Petri net, is a pair
(M,D) where M is a marking of the net and D a set of inequations called the
firing domain.

The inequations in D are of two types [4]⎧⎨⎩
αi ≤ xi ≤ βi (∀i such that ti is enabled),
−γkj ≤ xj − xk ≤ γjk, ∀j, k such that
j �= k and (tj , tk) ∈ enabled(M)2

xi is the firing time of the enabled transition ti relatively to the time when
the class was entered in.

Because of their particular form, the firing domains may be encoded using
DBMs [12], which allow the use of efficient algorithms for the computation of
classes.

Given a class C = (M,D) and a firable transition tf , computing the suc-
cessor class C′ = (M ′, D′) obtained by firing tf consists of computing the new
marking as usual and the new domain. This involves variable substitutions and
eliminations and intersections, modeling the time that elapses, and computation
of the canonical form of the DBM allowing efficient checks for equality. The over-
all complexity is O(n3) with n being the number of transitions enabled by M
[3]. Computation of the state space of the TPN consists merely of the classical
building of the reachability graph of state classes. That is to say, that starting
from the initial state class, all the successors obtained by firing firable transi-
tions are computed iteratively until all the produced successors have already
been generated.
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Example. Figure 9 shows an example of a TPN and its state class graph. The
domains of the first two classes have been detailed, as well as the markings for
each class. Notice that the sets of inequations of the domains fit in a DBM. This
form is however insufficient to represent temporal domains with stopwatches.

Fig. 9. A TPN and its state class graph

4.2 Exact State Space Computation of IHTPN Using Polyhedra

In the method previously presented, temporal domains are expressed as sets of
linear inequations in the form of Difference Bound Matrices (DBM). The form
of a DBM is not sufficient to express the temporal domain with the presence of
stopwatches. Some changes are proposed to allow its construction.

Precisely, the variable substitution in the firing domain is now only done for
enabled transitions that are not inhibited.

While we still define a state class of an IHTPN as a marking and a domain,
the general form of the domain is not preserved. The new general form is that
of a polyhedron with constraints involving up to n variables, with n being the
number of transitions enabled by the marking of the class:⎧⎪⎪⎨⎪⎪⎩

αi ≤ θi ≤ βi, ∀ti ∈ enabled(M),
ai1θi1 + · · ·+ ainθin ≤ γi1...in ,
∀(ti1 , . . . , tin) ∈ enabled(M)n

and with (ai0 , . . . , ain) ∈ Zn.

Algorithm of Computation. We will now show the algorithm for computing
the successor classes of a given class and then define the state class graph for
IHTPN. But first, we need a new definition for the firability of a transition from
a class:

Definition 8 (firability). Let C = (M,D) be a state class of an IHTPN. A
transition ti is said to be firable from C iff there exists a solution (θ∗0 , . . . , θ

∗
n−1)

of D, such that ∀j ∈ �0, n− 1�− {i}, s.t. tj is not inhibited , θ∗i ≤ θ∗j .
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Successors of a class. Given a class C = (M,D) and a firable transition tf , the
class C′ = (M ′, D′) obtained from C by the firing of tf is given by

– M ′ = M − •tf + tf
•

– D′ is computed along the following steps, and noted next(D, tf )
1. variable substitutions for all enabled transitions that are not inhibited

tj : θj = θf + θ′j ,
2. intersection with the set of positive or null reals R+: ∀i, θ′i ≥ 0,
3. elimination (using for instance the Fourier-Motzkin method [9]) of all

variables relative to transitions disabled by the firing of tf ,
4. addition of inequations relative to newly enabled transitions

∀tk ∈↑ enabled(M, tf), α(tk) ≤ θ′k ≤ β(tk).

State class graph. Knowing how to compute the successors of a class, the state
space computation is basically a depth-first or breadth-first graph generation.

For an IHTPN T , let Δ(T ) = (C,C0,→) be the transition system such that:

– C = NP × RT ,
– C0 = (M0, D0), where M0 is the initial marking and D0 = {α(ti) ≤ θi ≤
β(ti)| ti ∈ enabled(M0)},

– →∈ C × T × C is the transition relation defined by :

(M,D) t→ (M ′, D′) iff

⎧⎨⎩
M ′ = M − •t + t•,
t is firable from (M,D),
D′ = next(D, t),

Then we can write the state class graph as the quotient of Δ(T ) by a “suit-
able” equivalence relation. This “suitable” relation may be equality as in def-
inition 9, in which case the state class graph has the same untimed language
as its IHTPN. Or it can be inclusion as in definition 10, and then the untimed
language is lost but we still have the set of reachable markings.

Given a set of inequations D, we note �D� the set of solutions of D. With
this notation, we can now define equality and inclusion of classes:

Definition 9 (Equality of state classes). Two classes C1 = (M1, D1) and
C2 = (M2, D2) are equal if M1 = M2 and �D1� = �D2�.
Definition 10 (Inclusion of state classes). The state class C = (M1, D1) is
included in the state class C2 = (M2, D2) if M1 = M2 and �D1� ⊂ �D2�.

Fig. 10. A time Petri net with inhibitor hyperarcs
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Example. Figure 10 shows an example of a simple IHTPN. Its initial class is
C = (M,D) with M = {p1, p2, p3, p4} and

D =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

1 ≤ x1 ≤ 2,
3 ≤ x2 ≤ 5,
4 ≤ x3 ≤ 6,
3 ≤ x4 ≤ 5,
−4 ≤ x1 − x2 ≤ −1,
−5 ≤ x1 − x3 ≤ −2,
−4 ≤ x1 − x4 ≤ −1,
−3 ≤ x2 − x3 ≤ 1,
−2 ≤ x2 − x4 ≤ 2,
−1 ≤ x3 − x4 ≤ 3

(1)

t1, t2, t3 and t4 are enabled but t4 is inhibited, hence:⎧⎪⎪⎨⎪⎪⎩
ẋ1 = 1,
ẋ2 = 1,
ẋ3 = 1,
ẋ4 = 0,

(2)

t1 is clearly firable. Let us compute the domain of the class obtained by
firing t1. The first step is the variable substitution xi ← x′i + x1 for all enabled
transitions that are not inhibited but t1. The domain becomes⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

1 ≤ x1 ≤ 2,
3 ≤ x1 + x′2 ≤ 5,
4 ≤ x1 + x′3 ≤ 6,
3 ≤ x′4 ≤ 5,
−4 ≤ x1 − x1 − x′2 ≤ −1,
−5 ≤ x1 − x1 − x′3 ≤ −2,
−4 ≤ x1 − x4 ≤ −1,
−3 ≤ x1 + x′2 − x1 − x′3 ≤ 1,
−2 ≤ x1 + x′2 − x4 ≤ 2,
−1 ≤ x1 + x′3 − x4 ≤ 3

(3)

The next step is the elimination of the variable x1. We use the Fourier-
Motzkin method. For that, we rewrite the inequations as follows:⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

1 ≤ x1, x1 ≤ 2,
3− x′2 ≤ x1, x1 ≤ 5− x′2,
4− x′3 ≤ x1, x1 ≤ 6− x′3,
−4 + x4,≤ x1 x1 ≤ −1 + x4,
−2 + x4 − x′2 ≤ x1, x1 ≤ 2 + x4 − x′2,
−1 + x4 − x′3 ≤ x1, x1 ≤ 3 + x4 − x′3,
3 ≤ x4 ≤ 5,
−3 ≤ x′2 − x′3 ≤ 1,
−4 ≤ −x′2 ≤ −1,
−5 ≤ −x′3 ≤ −2

(4)
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The Fourier-Motzkin method then consists of writing that the system has
solutions if and only if the lower bounds of x1 are less or equal to the upper
bounds. The obtained system is then equivalent to the initial one. After a few
simplifications we obtain

D′ =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

1 ≤ x′2 ≤ 4,
2 ≤ x′3 ≤ 5,
3 ≤ x4 ≤ 5,
−3 ≤ x′2 − x′3 ≤ 1,
0 ≤ x′2 − x4 ≤ 1,
1 ≤ x′3 − x4 ≤ 2,
4 ≤ x′2 + x4 ≤ 9,
5 ≤ x′3 + x4 ≤ 10,
0 ≤ x′2 + x4 − x′3 ≤ 6,
2 ≤ x′3 + x4 − x′2 ≤ 8

(5)

What we can see here is that eight inequations, given on the last four lines,
are generated, which cannot be expressed with a DBM. Furthermore, we can
easily see that those new inequations may give even more complex inequations
(i.e. involving more variables) when firing another transition from the obtained
class. However, in this example, those extra eight inequations are redundant with
the “simple” inequations: for instance, using “simple” inequations x′2 ≤ 4 and
x′4 ≤ 5 we find again x′2 + x′4 ≤ 9. Formally, this means that:

�D′� =

�
�������

⎧⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎩

1 ≤ x′2 ≤ 4,
2 ≤ x′3 ≤ 5,
3 ≤ x4 ≤ 5,
−3 ≤ x′2 − x′3 ≤ 1,
0 ≤ x′2 − x4 ≤ 1,
1 ≤ x′3 − x4 ≤ 2

�
������	

(6)

This redundancy occurs for many classes in the general case (but unfortu-
nately not always) so it makes sense to ignore the non-DBM form inequations
for a faster computation of the state class graph. This may lead, of course, to
an overapproximation.

4.3 Overapproximation of the State Space

Manipulating polyhedra in the general case involves a very important comput-
ing cost. In order to be able to keep our algorithms efficient for IHTPN, we ap-
proximate the polyhedron representing the firing domain to the smallest DBM
containing it. By doing this, we clearly add states in our classes that should not
be reachable and thus we do an overapproximation. This is illustrated by the
net in Figure 11.

After the firing sequence t4, t1, t5, the transition t6 is not firable because
either t2 or t3 (depending on the firing time of t4) must be fired first. The class
obtained is:
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Fig. 11. A time Petri Net with Inhibitor Hyperarcs

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

{p2, p3, p6},⎧⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎩

0 ≤ x2 ≤ 4,
0 ≤ x3 ≤ 4,
4 ≤ x6 ≤ 4,
−4 ≤ x2 − x3 ≤ 4,
−4 ≤ x2 − x6 ≤ 0,
−4 ≤ x3 − x6 ≤ 0,
1 ≤ x2 + x3 ≤ 6

We can easily see that t6 is indeed not firable, for this implies x2 = x3 = x6 =
4 and thus x2 + x3 = 8. But if we remove the x2 + x3 ≤ 6 constraint in order to
keep a DBM form, t6 becomes firable. So we have here an overapproximation.

However, for the verification of safety properties the overapproximation is
not a too big concern. Since we want to ensure that something “bad” never
happens, we only need to check a set of states which contains the actual state
space of the IHTPN. Of course, there is still a risk of being pessimistic.

5 Verification of Timed Reachability Properties

A consequence of the state space computation is that using the classical ob-
server notion, we can verify varied timed reachability properties. An observer
consists of adding places and transitions, which model the property (discrete or
quantitative) to check, to the Petri net. Checking the property is transformed in
checking the reachability of a given marking of the observer. In [31], the authors
present generic TPN observers to model properties like absolute or relative time
between the firing of transitions, causality or simultaneity. It is then possible to
check properties on IHTPN with the same generic observers (thanks to property
1 in 3).

Let us consider the net in figure 12. It represents a simple IHTPN and an
observer in dash lines. The observer allows to check the property: “2 successive
occurrences of t0 always happen in less than 12 time units”. The property is
false iff a marking M such that M(FALSE) > 0 is reachable (i.e. iff a run such
that the place FALSE has a token exists).
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Fig. 12. Example of an IHTPN and an observer (dash lines)

Constructing the state space and looking for a run with a token in FALSE
allows to conclude that the property is false. Indeed, let us consider, for instance,
the run2 s0 −→2

t0 s1 −→0
t5 s2 −→0

t1 s3 −→0
t3 s4 −→4

t2 s5 −→0
t4 s6 −→2

t1 s7 −→0
t3

s8 −→4
t2 s9 −→1

t4 s10 −→1
t8 s11 −→0

t0 s12.
The transition t0 is inhibited in s4 and s8 ; no time elapse in s1, s2, s3, s5, s7

and s11. In this run, two successive occurrences of t0 happen in exactly 12 time
units. This run led to M(FALSE) = 1 in s11, s12.

Generally there is no need to compute the whole state space: the computation
of the state space can be stopped at the first marking verifying a property.

6 Conclusion

In this paper, we have defined an extension of T-time Petri nets with inhibitor
hyperarcs (IHTPN). In this model, we can consider that stopwatches are asso-
ciated with transitions. A stopwatch can be reset, stopped and started by using
classical arcs and inhibitor hyperarcs. It allows the memorisation of the progress
status of an action that is stopped and resumed. We have also proposed a method
for the computation of the state space of an IHTPN. This includes an exact com-
putation using a general polyhedron representation of timing constraints, and
an overapproximation of the polyhedra to allow more efficient compact abstract
representations of the state space based on DBM (Difference Bound Matrix).

We have shown that Petri nets with inhibitor hyperarcs, time Petri nets,
preemptive-TPN and scheduling-TPN are all strict subclasses of IHTPN. As a
consequence, IHTPN can be used in the context of scheduling verification but
IHTPN are also able to express more general problems including circular relation
of inhibition involving a definitive blocking of the time flow of enabled transition.
It can thus be important to have a model able to express this kind of deadlocks
in order to detect them.
2 We note S −→d

e S′ to indicate a discrete step e preceded by a time flow of d time
units.
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Finally, we have shown how to check complex timing properties on IHTPN
by using observers.

Future works include the study of the model-checking of properties expressed
in temporal logics such as Timed Computation Tree Logic (TCTL). This can be
carried out when the state space is computable, and when it is not the case, it
can be done on the fly for some properties.

We also plan to tackle some of the problems that remain open such as the
decidability of k-boundedness for IHTPN.
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properties of timed-arc Petri nets. In 21st International Conference on Application
and Theory of Petri Nets (ICATPN’00), volume 1825 of Lecture Notes in Computer
Science, pages 187–206, Aarhus, Denmark, june 2000. Springer-Verlag.

11. M. Diaz and P. Senac. Time stream Petri nets: a model for timed multimedia
information. Lecture Notes in Computer Science, 815:219–238, 1994.

12. D. L. Dill. Timing assumptions and verification of finite-state concurrent systems.
In Workshop Automatic Verification Methods for Finite-State Systems, volume 407,
pages 197–212, 1989.



390 Olivier H. Roux and Didier Lime

13. G. Gardey, O. H. Roux, and O. F. Roux. A zone-based method for computing
the state space of a time Petri net. In In Formal Modeling and Analysis of Timed
Systems, (FORMATS’03), volume LNCS 2791. Springer, September 2003.

14. M. Hack. Petri net language. Computation Structures Group Memo 127, MIT,
1975.

15. R. Janicki and M. Koutny. Invariant semantics of nets with inhibitor arcs. In In
CONCUR’91, lncs vol.527, pages 317–331, 1991.

16. R. Janicki and M. Koutny. Semantics of inhibitor nets. Information and Compu-
tation, 123(1):1–15, 1995.

17. R. Janicki and M. Koutny. On causality semantics of nets with priorities. Funda-
menta Informaticae, 38(3):223–255, 1999.

18. Wael Khansa, J.-P. Denat, and S. Collart-Dutilleul. P-Time Petri Nets for
manufacturing systems. In International Workshop on Discrete Event Systems,
WODES’96, pages 94–102, Edinburgh (U.K.), august 1996.

19. K. G. Larsen, P. Pettersson, and W. Yi. Model-checking for real-time systems. In
Fundamentals of Computation Theory, pages 62–88, 1995.

20. J. Lilius. Efficient state space search for time Petri nets. In MFCS Workshop on
Concurrency ’98, volume 18 of ENTCS. Elsevier, 1999.

21. D. Lime and O. (H.) Roux. Expressiveness and analysis of scheduling extended
time Petri nets. In 5th IFAC International Conference on Fieldbus Systems and
their Applications, (FET’03). Elsevier Science, July 2003.

22. D. Lime and O. (H.) Roux. State class timed automaton of a time Petri net. In
10th International Workshop on Petri Nets and Performance Models, (PNPM’03).
IEEE Computer Society, September 2003.
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Abstract. One of the key issues of object-oriented modeling is inher-
itance. It allows for the definition of a subclass that inherits features
from some superclass. When considering the dynamic behavior of ob-
jects, as captured by their life cycles, there is no general agreement on
the meaning of inheritance. Basten and Van der Aalst introduced the no-
tion of life-cycle inheritance for this purpose. Unfortunately, the search
tree needed for deciding life-cycle inheritance is in general prohibitively
large. This paper presents a comparative study between two possible
algorithms. The first algorithm uses structural properties of both the
base life cycle and the potential sub life cycle to prune the search tree,
while the second is a plain exhaustive search algorithm. Test cases show
that the computation times of the second algorithm can indeed be pro-
hibitively expensive (weeks), while the computation times of the first
algorithm are all within acceptable limits (seconds). An unexpected re-
sult of this case study is that it shows that we need tools for checking
life-cycle inheritance.

1 Introduction

1.1 Inheritance of Behavior

One of the main goals of object-oriented design is the reuse of system com-
ponents. A key concept to achieve this goal is the concept of inheritance. The
inheritance mechanism allows the designer to specify a class, the subclass, that
inherits features of some other class, its superclass. Thus, it is possible to specify
that the subclass has the same features as the superclass, but that in addition
it may have some other features.

The Unified Modeling Language (UML) [12, 7, 9] has been accepted through-
out the software industry as the standard object-oriented framework for specify-
ing, constructing, visualizing, and documenting software-intensive systems. The
development of UML began in late 1994, when Booch and Rumbaugh of Ratio-
nal Software Corporation began their work on unifying the OOD [6] and OMT
[11] methods. In the fall of 1995, Jacobson and his Objectory company joined
Rational, incorporating the OOSE method [10] in the unification effort.

J. Cortadella and W. Reisig (Eds.): ICATPN 2004, LNCS 3099, pp. 391–410, 2004.
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The informal definition of inheritance in UML states the following: “The
mechanism by which more specific elements incorporate structure and behav-
ior defined by more general elements.” [12]. However, only the class diagrams,
describing purely structural aspects of a class, are equipped with a concrete no-
tion of inheritance. It is implicitly assumed that the behavior of the objects of
a subclass, as defined by the object life cycle, is an extension of the behavior of
the objects of its superclass. In the literature, several formalizations of what it
means for an object life cycle to extend the behavior of another object life cycle
have been studied; see [5] for an overview. Combining the usual definition of in-
heritance of methods and attributes with a definition of inheritance of behavior
yields a complete formal definition of inheritance, thus, stimulating the reuse of
life-cycle specifications during the design process. One possible formalization of
behavioral inheritance is called life-cycle inheritance [5]:

An object life cycle is a subclass of another object life cycle under life-
cycle inheritance if and only if it is not possible to distinguish the exter-
nal behavior of both when the new methods, that is, the methods only
present in the potential subclass, are either blocked or hidden.

The notion of life-cycle inheritance has been shown to be a sound and widely
applicable concept. In [5], it has been shown that it captures extensions of life
cycles through common constructs such as parallelism, choices, sequencing and
iteration. In [3], it is shown how life-cycle inheritance can be used to analyze
the differences and the commonalities in sets of object life cycles. Furthermore,
in [1], the notion of life-cycle inheritance has been successfully lifted to the
various behavioral diagram techniques of UML. Also, life-cycle inheritance has
been successfully applied to the workflow-management domain. There is a close
correspondence between object life cycles and workflow processes. Behavioral in-
heritance can be used to tackle problems related to dynamic change of workflow
processes [4]; furthermore, it has proven to be useful in producing correct inter-
organizational workflows [2]. Finally, life-cycle inheritance has also been suc-
cessfully applied in Component-Based Software Design (CBSD) [13]. In CBSD,
inheritance of behavior is used, in particular, with respect to refinement and evo-
lution of software architectures rather than the reuse of components. Different
from the work we already mentioned on Petri nets and inheritance [5], in CBSD
not only consider the processes of individual components, but also the inter-
actions between several processes of different components are important. This
is different from considering a process of a component in isolation. When we
consider a process of a component in a software architecture, there is always an
environment which is limiting the behavior of the component. These limitations
should be considered carefully, otherwise they may lead to undesired behavior.

1.2 Example: A Requisition Process

We use a requisition process as an example how life-cycle inheritance can be
used in the workflow domain. Through this requisition process, employees of
some company are able to purchase items they need for doing their jobs. After
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submitting a request for requisition, the manager of the requestor is selected to
approve the requisition. If the requestor has no manager, then the requisition is
rejected immediately. Otherwise, two tasks are started in parallel: we record the
fact that the approval of the requisition is forwarded to the selected manager, and
we notify the requestor of this forward. After both tasks have been completed,
we notify the selected manager that there is a requisition for him to approve.
If the manager does not react in a timely manner, s/he is notified again, until
s/he either approves or rejects the requisition. If s/he approves the requisition,
we verify whether the managers spending limit is sufficient for the requisition.
If so, the approval of the requisition is recorded and the requestor is notified. If
not, the requisition is forwarded for approval to the next higher manager.

Yes

No

true

false

Approve

TimeoutReject

Verify_authority

Wait_for_approval

AND_join

Authority_OK

AND_split

Requestor_has_to_be_notified

StartOf_Requisition

Forward_has_to_be_recorded

Select_approver

Requestor_is_notified

Notify_approver

Approver_selected

Remind_approver

Started

Notify_requestor_of_approval

Forward_is_recorded

Record_result

Approved_by_manager

EndOf_Requisition

Approver_has_to_be_reminded

Notify_requestor_of_forward

Done

Record_requisition_forward

Approved_or_rejected

Notify_requestor_of_rejection

Rejected

Fig. 1. A process modeled using the COSA Network editor

Figure 1 shows how this requisition process can be modeled using the COSA
workflow management system (WFMS). COSA models correspond to Petri nets
in a straightforward way: rectangular shapes correspond to transitions, whereas
hexagonal shapes correspond to places. In contrast to this, Figure 2 models only a
requestor’s view on this process using the Protos business process reengineering
(BPR) tool. This Protos model also corresponds to a Petri net: rectangular
shapes correspond to transitions, whereas circular shapes correspond to places.
Using the life-cycle inheritance relation and assuming that tasks correspond to
methods, we can answer the question whether this requestor’s view matches the
process as modeled in COSA.

Table 1 shows a possible combination for hiding and blocking the new meth-
ods in the COSA model. If we hide a method, we allow it to occur but ignore
its occurrences (it’s assumed to be internal, not external), whereas if we block
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StartOf Requisition

Notify requestor of 

forward

Notify requestor of 

approval

Notify requestor of 

rejection

EndOf Requisition

Undecided

Decided

Fig. 2. A process modeled using the Protos tool

Table 1. A possible combination for hiding and blocking new methods

New method Hide or block?

AND join Hide
AND split Hide
Notify approver Hide
Record requisition forward Hide
Record result Hide
Remind approver Block
Select approver Hide
Verify authority Hide

a method, we do not allow it to occur at all. Note that for this example with 8
new methods there would be 28 = 256 possible combinations to hide or block all
new methods. Thus, we have to check 256 possible combinations until either (i)
we find a combination that results in indistinguishable behavior or (ii) we run
out of combinations. In this example, it is straightforward to show that there
is no combination that results in indistinguishable external behavior: In the re-
questor’s view, the requestor can get a notification of approval without having
received a notification of forward, whereas this is impossible in the COSA model.

1.3 Backtracking Algorithm

The basis of deciding life-cycle inheritance is an equivalence check (to decide
indistinguishable behavior), namely a branching bisimilarity check on the state
spaces of both object life cycles (the base object life cycle and the potential sub
object life cycle). Particularly in the workflow domain, these state spaces can
be large (up to millions of states each). Therefore, such a check might be time-
consuming despite the fact that efficient algorithms exist to check branching
bisimilarity on state spaces [8]. As the example above has indicated, an ex-
haustive search algorithm for deciding life-cycle inheritance might require many
equivalence checks on these state spaces: One check for every possible combi-
nation of hiding and blocking the new methods in the potential sub object life
cycle, while the number of possible combinations is exponential in the number
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of new methods. The combination of the large state spaces and the exponential
factor results in an exhaustive search algorithm that is prohibitively expensive
in many cases.

In [15], a Petri-net-based backtracking algorithm has been introduced that
is based on efficient pruning of the possible combinations. The main goal of this
backtracking algorithm is to reduce the number of branching bisimilarity checks,
using structural properties of the object life cycles at hand. The first experiments
in [15] have shown that this backtracking algorithm does indeed efficiently and
effectively reduce the search space. However, in [15] the backtracking algorithm
was only compared to the exhaustive search algorithm using toy object life cycles.
This paper presents a case study in which both algorithms are compared using
a number of real-life object life cycles.

1.4 Overview

Section 2 introduces the case study. Section 3 presents it results and concludes
that the life-cycle inheritance relation is absent between some object life cycles.
Section 4 discusses how we corrected some of the object life cycles to obtain
life-cycle inheritance. Section 5 presents the results after the corrections have
been made. Section 6 concludes the paper.

2 The Transit Case

In this section we present the Transit case. The Transit system (Office for Official
Publications of the European Communities 2001) is a customs system facilitating
the registration and declaration of movements of goods within the Community
and EFTA (European Free Trade Area) countries. Within these countries these
goods may be moved under certain conditions without payment of the duties
and taxes and without having to comply with any other relevant verification
measures such as foreign trade requirements. Potential duties and taxes are
secured by guarantees which become enforceable in the event of irregularities.
The Transit process contains the following steps. A trader in a country (Trader at
Destination) buys goods from trader in another country (Trader at Departure).
Before the transport of the goods may start, the trader has to declare the goods
at the customs office in his country (Customs Office of Departure). If the customs
office accepts this declaration, then he has to arrange a financial guarantee which
enforces him to fulfill his duties. Next, a customs officer may actually check the
goods at the trader premises. If the results are satisfactory, then the goods may
be transported. When the goods arrive at their destination in another country,
the other trader has to declare the arrival of the goods at the customs office
in that country (Customs Office of Arrival). Again the authorities, that are
informed by their colleagues in the country of departure, have the possibility to
verify the goods (either at their premises or at those of the trader) and if there
are no irregularities, then the goods and the financial guarantees are released.

The second author used the Transit case to show how a set of Sequence
Diagrams of a system may be used to construct an object life cycle (OLC), in
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Table 2. Statistics on the six OLC’s of the β case study
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transit1 39 24 77
transit2 50 35 88
transit3 54 39 91
transit4 68 51 115
transit5 75 58 143
transit6 99 82 217

terms of a Petri net, which is an integrated system specification that comprises
all possible Sequence Diagrams of the system [13]. He started with a simple
object life cycle which supports a single Sequence Diagram. Then he extended
this object life cycle in a number of iterations into an object life cycle which
supports all Sequence Diagrams. In each iteration, he extended the functionality
of an object life cycle with a number of new Sequence Diagrams. By using the life-
cycle inheritance notion, he checked (manually) each extended object life cycle
to make sure that the added functionality did not disturb the already existing
functionality. For the remainder of this paper, we refer to this case study as the
α case study.

The α case study resulted in figures of six object life cycles, transit1, . . . ,
transit6, which were used by the first author to compare the performance of
both the backtracking algorithm and the exhaustive search algorithm. For sake
of completeness, we mention that the first author first had to transform these six
figures into six object life cycles by hand. Table 2 shows some statistics on these
six object life cycles. For the remainder of this paper, we refer to this comparison
case study as the β case study. The β case study was performed on a Pentium 4
2.00 GHz computer with 256 Mb of RAM running Windows 2000 SP 3. Please
note that this paper presents the results of the β case study but not of the α
case study. For the results of the α case study we refer to [13].

3 Performance Results on the β Case Study

Our primary goal with the β case study was to see how the performance of
our backtracking algorithm (BA) compares to the performance of an exhaustive
search algorithm (ESA). For this reason, we ran both algorithms on every object
life cycle (OLC) and its extension, using a prototype of the workflow verification
tool Woflan [14, 16] which implements both algorithms. Table 3 shows the results.
The computation times mentioned are the computation times of the algorithms
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Table 3. Performance results of the β case study
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transit2 No 7.43×10−2 ± 2.66×10−4 1.69×10−1 ± 3.52×10−4

transit3 Yes 2.19×10−2 ± 2.40×10−4 1.99×10−2 ± 2.45×10−4

transit4 Yes 2.46×10−2 ± 6.75×10−4 2.15×10−2 ± 2.34×10−4

transit5 No 2.40×10−3 ± 5.43×10−5 1.35×100 ± 1.07×10−2

transit6 No 8.28×101 ± 1.30×10−1 1.51×102 ± 1.95×10−1

to check life-cycle inheritance, that is, they exclude set up times and so on. For
the remainder of this section, we identify each case by its potential sub object
life cycle, because basically we are testing the extension object life cycle and not
the extended object life cycle.

The results for cases transit3 and transit4 were to be expected: in both cases,
blocking all new methods is a solution. The exhaustive search algorithm always
outruns the backtracking algorithm if this is the situation, as is explained in
[15]. The results of the other three cases seem normal and quite satisfactory.
However, to our surprise, for none of these cases a life-cycle inheritance relation
exists between the base object life cycle and the potential sub object life cycle,
although this should have been the case.

At this point, it is worth mentioning that, at the moment the β case study was
conducted, several researchers knowledgeable in the field of life-cycle inheritance
had already took notice of the α case study, and none of them had observed that
in three out of five cases the claimed life-cycle inheritance relation was absent.
In our eyes, the fact that both these experts and we failed to observe this, shows
that one easily underestimates the subtlety of the life-cycle inheritance relation.
Thus, we conclude that we need software tools to check for this relation.

4 Diagnosing and Correcting the Processes

Of course, knowing that the α case study would be broken if these inheritance
relations were not established in all five cases, we tried to diagnose the absence
of these relations, even though, at this point, Woflan does not really support
diagnosing errors related to the absence of life-cycle inheritance. Note that diag-
nosing and correcting these object life cycles was not a goal of the β case study.
However, for us, it was necessary to correct the errors, and it was interesting to
see to what extent Woflan could be of help.
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4.1 Case transit2

Figure 3 shows the original figure1 for the transit1 object life cycle, whereas
Figure 4 shows the original figure for the transit2 object life cycle. Each object
life cycle involves four parties who exchange messages. Basically, each party
proceeds in the vertical plane, whereas each message proceeds in the horizontal
plane. The task S dec dat sends the message dec dat, the task R dec dat receives
this message, and so on.

In the first iterative step of the α case study, the second author added the
behavior related to erroneous message transfers between the two customs offices
(the parties in the middle). For example, upon reception of an erroneous aar snd
message, the recipient sends a fun nck message back to the sender, who will send
the aar snd message again upon reception of this fun nck message. And so on,
until a correct aar snd message is received. To prevent the sender of the aar snd
message from proceeding while this message has not yet been received, he added
a time out message, although this message was not present in any of the relevant
use cases. If a correct aar snd message is received, the recipient sends a time out
message back to confirm the proper reception of the aar snd message. Only after
this confirmation can the sender of the aar snd message proceed.

To diagnose why there exists no life-cycle inheritance relation between both
object life cycles, we examined the states that were not branching bisimilar to any
other state for the situation where the new methods S time out and R time out
are hidden and the new methods S fun nck and R fun nck are blocked (which
seems like a perfect candidate for a life-cycle inheritance relation). In the end,
we discovered that the confirmation of proper reception of the arr adv message
is the cause of the absence of the life-cycle inheritance relation. In the transit1
process, the customs office that sends the arr adv message can proceed to send
the des con message before the other customs office has received the arr adv
message. In the transit2 process, this is impossible, because the customs office
that sends the arr adv message has to wait until the other customs office has
confirmed proper reception of this message.

Apparently, the solution chosen by the second author to add the behavior
related to erroneous message transfers is not compatible with the life-cycle in-
heritance relation. This problem is clearly due to the fact that in the use cases,
and thus, in practice, the time out message does not exist. Instead, it seems safe
to assume that, in practice, the sender of the arr adv message will wait for a cer-
tain amount of time before proceeding. If the sender does not receive a fun nck
message during that period of time, s/he will proceed. Fortunately, there is a
way to capture this behavior, which is shown in Figure 5: The sender will wait
for a fun nck message as long as condition p holds (that is, as long as place p
is marked). After this period of time, that is, when condition p does not hold
anymore, the customs office that receives the arr adv message cannot send a
fun nck anymore. Note that this solution makes the time out message obsolete,
1 Please note that these figures were the only input for the β case study. For this

reason, we did not retouch these figures. As a result, some text might be difficult to
read. We apologize for the inconvenience.
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which is a point in favor, because this message was not a part of the use cases
this extension was based on. This led to our first suggestion for correcting the
absence of a life-cycle inheritance relation in the transit2 case:

Hide the methods (tasks) related to the time out message, remove the
place in-between S time out and R time out tasks, remove the connec-
tion from condition p to task R fun nck, and add a connection from
condition p to task S fun nck (as is shown in Figure 5).

4.2 Case transit5

Figure 6 shows the transit4 object life cycle, whereas Figure 7 shows the transit5
object life cycle. In the transit5 object life cycle, a dummy task has been added
(labeled GO), and tasks have been added for receiving the message arr not,
for sending the message time out, and for sending and receiving the messages
lar req and lar rsp. Note that the messages arr not and time out were already
present in the transit4 object life cycle. As a result, we cannot hide or block the
new methods that receive the message arr not or send the message time out.
However, it is obvious that we have to hide or block the new methods labeled
S time out: In the transit4 object life cycle we cannot send a time out message
after having send a mrn all message, whereas in the transit5 object life cycle
we can. Recall that in the previous subsection we already pointed out that the
time out message is obsolete for the extension from object life cycle transit1 to
object life cycle transit2. If we would remove the tasks sending and receiving
these messages in object life cycle transit2 (and, hence, from the object life
cycles transit3, transit4, transit5, and transit6), the method S time out would
not exist in the transit4 object life cycle, and, hence, we could hide or block
it. Thus, applying the suggestion for correcting the previous error might also
correct this one. This led to the following suggestion to correct the absence of a
life-cycle inheritance relation in the transit5 case:

Apply the suggestion for correcting the absence of a life-cycle inheritance
relation in the transit2 case.
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Table 4. Statistics on the six OLC’s of the γ case study

O
L
C

P
la

ce
s

T
ra

ns
it
io
ns

R
ea

ch
ab

le
st

at
es

transit1 39 24 77
transit2 47 35 156
transit3 51 39 171
transit4 65 51 214
transit5 72 58 242
transit6 96 82 338

4.3 Case transit6

Figure 8 shows the transit6 object life cycle. At first sight, it seems that, if we
block all new methods, this object life cycle has to be branching bisimilar to
the transit5 object life cycle of Figure 7. However, observe that two methods
have been added that appear to have no labels (the two input tasks of the lower
place labeled S can dec). Because these methods appeared to have no labels, we
assumed them to be internal tasks. Thus, they had to be hidden. However, this
leads to incompatibility with object life cycle transit5 because both these tasks
are non-dead in the transit6 object life cycle (because we cannot block method
R delay), and executing one of these tasks leads to a locking problem if all new
methods are blocked (because the condition S can dec cannot be falsified). This
led to the conviction that, when modeling the transit6 object life cycle definition,
we misinterpreted the text S can dec for a conditions name, where it was meant
as a label for both methods we believed to be unlabeled, and thus to the following
suggestion for correcting the absence of a life-cycle inheritance relation in the
transit6 case:

Label the methods we believed to be unlabeled with the label S can dec.

Table 4 shows the statistics of the six object life cycles after we applied the
above mentioned suggestions and corrected the object life cycles accordingly. For
the remainder of this paper, we refer to this case study on the corrected object
life cycles as the γ case study.

5 Performance Results on the γ Case Study

On the corrected object life cycles, we again ran a comparison between the per-
formance of the backtracking algorithm and the performance of the exhaustive
search algorithm. Table 5 shows the results. Note that the life-cycle inheritance
relation is present in all five cases. The results for the transit2, transit3, transit4,
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Table 5. Performance results of the γ case study
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transit2 Yes 1.34×10−2 ± 4.45×10−4 1.25×10−2 ± 4.50×10−4

transit3 Yes 3.68×10−2 ± 4.13×10−3 3.44×10−2 ± 1.78×10−4

transit4 Yes 4.78×10−2 ± 7.16×10−4 4.66×10−2 ± 3.41×10−4

transit5 Yes 9.79×10−2 ± 7.17×10−4 1.92×10−1 ± 1.64×10−3

transit6 Yes 1.25×10−1 ± 5.01×10−4 1.19×10−1 ± 6.54×10−4

and transit6 case can be explained by the fact that blocking all new methods
is a solution. As mentioned before, the exhaustive search algorithm always out-
runs the backtracking algorithm if this is the case, because it does not have to
compute the constraints.

In the transit5 case, the backtracking algorithm clearly outperforms the ex-
haustive search algorithm, although the latter algorithm only needs to check
branching bisimilarity twice: Hiding new method GO and blocking the other
new methods is a solution, and, by chance, method GO is at the bottom level
in our search tree. Thus, after the branching bisimilarity check with all new
methods blocked fails, the next check is with method GO hidden and all oth-
ers blocked. It is clear that the position of the GO method in the search tree
effects the computation time of the exhaustive search algorithm: After we repo-
sitioned label GO at the middle of the tree, the exhaustive search algorithm
took 4.85×10−1±1.05×10−3 seconds, after we repositioned it at the top, it took
3.17×100±1.17×10−2 seconds. An extreme example illustrating that the posi-
tion of labels in the search tree can have a dramatic effect on the computation
time, is the case when using process transit1 as base WF-net and process tran-
sit6 as potential sub WF-net. For this case, the backtracking algorithm took
2.73×10−2±2.10×10−4 (method GO at the bottom), 2.71×10−4±2.01×10−4 (at
the middle), and 2.71×10−2±3.25×10−4 (at the top) seconds, but the exhaustive
search algorithm took 3.19×10−2±1.78×10−4 (at the bottom), 1.45×102±2.78×
10−1 (at the middle), or approximately 2.38×106 (at the top) seconds (that is,
almost four weeks). We did not measure the latter number, because it simply
takes too much time; instead, we extrapolated the previous result in the following
way:

– The search tree contains 28 levels (28 new methods), where level 1 is the top
level, level 15 is the middle level, and level 28 is the bottom level;
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– Thus, finding the solution when method GO is positioned at the middle takes
8193 (228−15 + 1) branching bisimilarity checks, which took approximately
145 seconds;

– Because finding a solution when method GO is positioned at the top takes
134,217,729 (228 + 1) branching bisimilarity checks, this will take approxi-
mately 2.38×106 (((227 + 1)/(213 + 1))×145) seconds.

Note that we assume that the branching bisimilarity check is the dominant factor
with regard to the computation time and that the branching bisimilarity checks,
when method GO is positioned in the middle, are representative for all these
checks.

6 Conclusion

The main first conclusion of the β and γ case studies is that the backtracking
algorithm can outrun the exhaustive search algorithm by orders of magnitudes
(for example, a fraction of a second instead of almost four weeks). In contrast
with this, the exhaustive search algorithm might outrun the backtracking algo-
rithms too, but usually this is only the case when blocking all new methods yields
a life-cycle inheritance relation, and the difference is clearly within acceptable
limits.

We can also try to control the exhaustive search algorithm by using inter-
mediate steps, as both case studies shows. As mentioned, when trying to check
for life-cycle inheritance between object life cycles transit1 and transit6 in case
method GO is at the top level of the search tree, the exhaustive search algorithm
takes about four weeks to compute. However, using four intermediate steps, the
combination of five exhaustive search algorithms takes approximately 3.29 (0.015
+ 0.0344 + 0.0466 + 3.17 + 0.119) seconds. Thus, divide and conquer might
also be a good technique to lessen performance problems with the exhaustive
search algorithm. However, this might not always be possible.

Another conclusion is that, although the authors of [15] did it for different
reasons, it seemed to be a wise decision to try to block a new method before we
try to hide it: It seems that, in general, the majority of the new methods needs
to be blocked. (Note that the case study performed in the ATPN 2003 [15] also
supports this conclusion).

A third conclusion is that we really need a software tool to check whether a
life-cycle inheritance relation exists between two object life cycles. In the α case
study, a number of knowledgeable people did not detect that in certain cases
the claimed life-cycle inheritance relation was absent. Only after we checked this
with Woflan, this became apparent.

At the moment, Woflan does not provide any diagnostic information related
to life-cycle inheritance, except perhaps for a branching bisimulation relation in
case of a seemingly perfect hiding and blocking scheme. Using such a scheme, we
were able to correct one absent life-cycle inheritance relation, but it took con-
siderable effort. The other two cases in which the life-cycle relation was absent
were diagnosed by simply accepting the fact that this relation was absent and



408 Eric Verbeek and Robert van der Toorn

I

III

II

IV

b
b

a

c

a
a

b

a  

ac
 

c

a

c

b
b

c

b

a

b a

b

b

a

b

a

a a

a

c

c

b

c

 

b

 

?

Fig. 9. The ‘zipper’ scheme

to look for possible causes. However, it would be nice if Woflan could give some
guidance when trying to diagnose the absence of a life-cycle inheritance relation.
A possible idea would be to have the designer of the process definitions specify
a hiding and blocking scheme, and to report back (in some way) the boundary
between branching bisimilar states and non-branching bisimilar states. By def-
inition, the successful terminal states are branching bisimilar, and, obviously,
the initial states are not. Somewhere between the initial states and the success-
ful terminal states a boundary exists that separates branching bisimilar states
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from non-branching bisimilar states. Note that, by definition, arcs can only cross
this boundary from non-branching bisimilar states to branching bisimilar states.
Apparently, for some reason, on this boundary the branching bisimulation gets
lost, which makes it very interesting from a diagnosis point of view. Figure 9
visualizes this ‘zipper’ scheme. We conclude with a remark concerning a possi-
ble positive relation between the computation time needed to check a property
and the existence of violations of these properties (errors), that is, in case of
errors, the computation time increases. If we rank the computation times for the
exhaustive search algorithm as presented by tables 3 and 5 from high to low,
then we observe that the cases where no life-cycle inheritance relation is present
rank first, second, and fourth. If we do the same for the backtracking algorithm,
then they rank first, fourth, and tenth (last). Although the transit5 case of the β
case study ranks last, the other cases seem to suggest that the computation time
increases in the presence of errors. Our experience is that such a correlation also
exists for the soundness property (see [4]). From [4, 5] it is clear that an object
life cycle corresponds to a sound workflow net. As a result, life-cycle inheritance
is only defined on sound workflow nets. Thus, before checking life-cycle inheri-
tance, we need to check soundness. We used Woflan [16] to check whether the
object life cycles where sound. Empirical data on these soundness checks are
not presented in this paper, but these data suggest that there exists a positive
correlation between the existence of soundness errors and the computation time
needed to check soundness.
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Eliminating Internal Behaviour in Petri Nets

Harro Wimmel
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Abstract. A safe labelled marked graph (Petri Net) with internal tran-
sitions can be transformed into a pomset-equivalent safe labelled marked
graph without internal transitions.

Keywords: Partial order theory of concurrency, Petri nets, Pomsets.

1 Introduction

It is often desirable to transform a system with internal (silent, unobservable)
behaviour, under invariance of certain desirable behavioural properties, into one
which has no unobservable behaviour. In this paper, we show that for a class of
Petri nets [9], a transformation preserving pomset [8] behaviour can be found.

We will focus our attention on the class of transition-labelled safe marked
graphs [5, 6], where a label τ indicates a silent transition. Our main result states
that such a marked graph can be systematically transformed into another one
which is also safe and has the same pomsets as the original one, but has no
τ -labelled transitions.

Based on the work in [10, 12], the author has conjectured for some time that
the restriction to marked graphs can be lifted in this result, i.e., that every safe
Petri net can be transformed into a pomset-equivalent safe τ -free Petri net. From
[4] it follows then that the result would even hold for bounded Petri nets. The
present paper can, hopefully, serve as a first step in proving the (more general)
conjecture.

In Section 2, we define nets, labelled marked graphs, pomsets, and a few
auxiliary notions. Section 3 contains the proof of the main result. Concluding
remarks can be found in Section 4.

2 Definitions

Let Σ denote some fixed alphabet of (observable) actions. We use a, b, . . . as
names for actions (typical elements of Σ). The symbol τ /∈ Σ will be used for
unobservable actions.

We call a relation R ⊆ X×X a partial order on X if it is irreflexive and
transitive. Given a partial order R on X , we call x, y ∈ X concurrent, x coR y,
if neither xRy nor yRx. We call a set c ⊆ X an antichain if all x, y ∈ c are
concurrent, and a cut if additionally for all x ∈ X\c there is some y ∈ c with
xRy or yRx; i.e., a cut is a maximal antichain. c ⊆ X is a B-cut for some B ⊆ X
if c is a cut in X and c ⊆ B.

J. Cortadella and W. Reisig (Eds.): ICATPN 2004, LNCS 3099, pp. 411–425, 2004.
c© Springer-Verlag Berlin Heidelberg 2004
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Definition 1. Posets, causality structures, pomsets

A partially ordered set (poset) is a pair (X,R) of a set X and a partial order
R ⊆ X×X . We call x1 a predecessor of x2 (and x2 a successor of x1) if x1Rx2.
Further, x1 is a direct predecessor of x2 (and x2 is a direct successor of x1) if
additionally there is no x with x1Rx and xRx2. (X,R) has the finite precedence
property if for every x ∈ X , the set of predecessors of x is finite.

A causality structure κ over Σ∪{τ} is a triple κ = (E,R, l) consisting of a
poset (E,R) (the letter E reminds of events), and a labelling function l : E →
Σ∪{τ}. Two causality structures κ1 = (E1, R1, l1) and κ2 = (E2, R2, l2) are
isomorphic if there is a bijection β : E1 → E2 with β◦R2◦β−1 = R1 and β◦l2 =
l1

1. A pomset (partially ordered multiset) is an isomorphism class of causality
structures. By [κ] we denote the pomset containing the causality structure κ as
a representative. A pomset [(E,R, l)] is finite if E is finite.

Graphically, a finite pomset [(E,R, l)] will be presented as a directed graph
whose nodes are labelled by elements of the multiset l(E) and whose directed
arcs represent the direct predecessor relation.

In this paper we will use Petri nets without arc weights, whose transitions
may be labelled by symbols from the fixed set Σ ∪ {τ}.
Definition 2. Petri net

An (unlabelled, unmarked) net is a triple (S, T, F ) where S and T are sets with
S∩T = ∅, and F is a relation F ⊆ (S×T ) ∪ (T×S). Let F (x) = {y | (x, y) ∈ F}
and F−1(y) = {x | (x, y) ∈ F}.

A marking of (S, T, F ) is a function M : S → N. We say that there are k
tokens on a place s under M iff M(s) = k. A marked net is a tuple (S, T, F,M0),
where (S, T, F ) is a net and M0 is a marking.

A net is T-restricted if ∀t ∈ T : F−1(t) �= ∅ �= F (t). A net (S, T, F ) is a T-net
if ∀s ∈ S : |F−1(s)| ≤ 1∧ |F (s)| ≤ 1, and a marked graph if it is a marked T-net.

A net (B,E,G) is an occurrence net if it is a T-net, the transitive closure of
G, G+, is irreflexive (and hence, (B∪E,G+) is a partial order), and (B∪E,G+)
has the finite precedence property. Elements of B and E are called conditions
and events, respectively.

A (labelled, marked) net is a 5-tuple (S, T, F,M0, λ), where (S, T, F,M0) is a
marked net and λ : T → Σ∪{τ} is a (transition) labelling. We call the labelling λ
injective on observables if λ|Σ (i.e., λ restricted to observable actions) is injective.

We assume all nets to be T-restricted. Except for (possibly) occurrence nets,
we also assume all nets to be finite, i.e. S and T are finite.

The token game for marked nets is defined as follows. A marking M activates
a transition t (in symbols: M [t〉) iff ∀s ∈ F−1(t) : M(s) ≥ 1. Moreover, M leads
to a marking M ′ through the occurrence of t (also called the firing of t, in
symbols: M [t〉M ′) iff M [t〉 and ∀s ∈ S : M ′(s) = M(s)− F (s, t) + F (t, s) (here,
we have identified F with its characteristic function). We define inductively that
an occurrence sequence % ∈ T ∗ leads from M to M ′:
1 We interpret ◦ ‘relationally’, i.e. (x, y)∈Q◦R ⇐⇒ ∃z : (x, z)∈Q∧(z, y)∈R.
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M [ε〉M ′ ⇐⇒ M = M ′

M [%t〉M ′ ⇐⇒ ∃M ′′ : M [%〉M ′′ ∧M ′′[t〉M ′,

with ε being the empty occurrence sequence. By OS(N), we denote the set of
all occurrence sequences starting from the initial marking M0 of N 2. A marking
M ′ is reachable from a marking M iff there exists an occurrence sequence % ∈ T ∗

with M [%〉M ′. A marked net N = (S, T, F,M0) is k-bounded (for k ∈ N\{0}) iff
in every marking M reachable from M0 all places s∈S contain at most k tokens,
and safe iff it is 1-bounded. It is live iff for every marking M reachable from M0

and for every transition t ∈ T , there is a marking M ′ which is reachable from
M and activates t.

We formalise the pomset behaviour of a labelled, marked net by first defining
its processes3.

Definition 3. Processes

A process π of a net N = (S, T, F,M0, λ) is a tuple π = (B,E,G, r, λ′), where
r : (B ∪ E)→ (S ∪ T ), λ′ : E → Σ ∪ {τ}, and:

– (B,E,G) is an occurrence net.
– r(B) ⊆ S and r(E) ⊆ T , i.e. r ‘folds’ conditions onto places and events onto

transitions.
– interpreted as a multiset mapping, r satisfies an initiality condition:

r(MinG+(B∪E))=M0,

and a progress condition:

∀e ∈ E : r(G−1(e)) = F−1(r(e)) ∧ r(G(e)) = F (r(e)).

For safe nets (to which we will be limited here), it is sufficient to interpret r
as a standard mapping on sets.

– The labelling is inherited from transitions to events: ∀e ∈ E : λ′(e) = λ(r(e)).

We call two processes isomorphic if one of them results from the other by
renaming conditions and events, and we do not distinguish between two isomor-
phic processes. Given a finite B-cut c in a (possibly infinite) process π, the part
restricted between MinG+(B∪E) (the minimal elements of B∪E regarding G+)
and c is again a process, which we call a prefix of π; due to the finite precedence
property and the finiteness of c, prefixes are always finite.

Possible observable behaviour is specified by the labelling of transitions and
events, respectively. As a pomset describes such a behaviour, we consider only
the observable events and their precedence relations in a process.

2 Such sequences are the ‘interleaving behaviour’ of N .
3 A process reflects a simulation of the token game of a net in a ‘truly concurrent’

way.
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Definition 4. Pomsets of a Petri net

Let N = (S, T, F,M0, λ) and let π = (B,E,G, r, λ′) be a process of N . Let
E′ := {e ∈ E |λ′(e) �= τ} be the set of observable events in π. The pomset Φ(π)
is defined as [(E′, G+ ∩ (E′×E′), λ′|E′)].

The pomsets of a labelled, marked Petri net N = (S, T, F,M0, λ) are defined
as

Pomsets(N) = {Φ(π) | π is a finite process of N}.

Thus, the pomset Φ(π) is an abstraction of the process π. We allow for
autoconcurrency here, i.e., multiple instances of the same action may occur in
a pomset Φ(π) without any causal ordering between them. Note that this is
possible even if the Petri net is safe.

Prefixes of pomsets can be defined via processes, if π is a prefix of π′, Φ(π) =
[(E,R, l)] is a prefix of Φ(π′) = [(E′, R′, l′)]. This naturally means that E ⊆ E′,
e ∈ E ∧ e′R′e⇒ e′ ∈ E, R = R′|E×E , and l = l′|E .

3 Marked Graph Transformation

We start with a live and safe, strongly connected, marked graph N = (S, T , F ,
M0, λ) where λ is injective on observables. Our objective is to transform this
net into a pomset-equivalent one, N ′ (i.e., a live and safe marked graph with the
same pomsets as N), which however does not have any τ as a transition label.

Despite the fact that the theory on live and safe marked graphs has been
known for a long time [5, 6], its known consequences are of only partial use for
the problem considered here, since the target net N ′ may (and in general, must)
have a non-injective labelling. In fact, the pomset theory of marked graphs with
arbitrary transition labellings is not as well studied as the theory of unlabelled
marked graphs.

The example shown in Figure 1 exhibits some of the problems.

a τ bt1

t2
t3

s1

s2

s3

s4

a a

b

a a a a

b b b

Fig. 1. A marked graph (left) and two of its pomsets (right)

Eliminating the τ -labelled transition t2 in the net itself (without recourse
to processes) seems difficult. For instance, one might be tempted to replace
the τ -transition t2 by paths between the remaining transitions, which carry the
minimum amount of tokens of paths in the original system. Then one arrives at
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the net shown in Figure 2. This net is not safe (albeit 2-bounded), and, more
significantly, has different pomset behaviour. The pomset shown on the right-
hand side of Figure 2, which arises when the first occurrence of b uses the token
produced by the second occurrence of a, cannot arise in Figure 1, since there the
second a and the first b are necessarily concurrent.

a b
a a b

Fig. 2. An incorrect translation (left) and one of its pomsets (right)

The main idea of our construction is the following:

– Use standard theory to deduce that N has a unique (up to isomorphism)
infinite process and infinite pomset.

– Carefully choose a prefix of that (τ -free!) infinite pomset.
– Transform the prefix into a live and safe marked graph N ′.
– Prove that N and N ′ have the same set of pomsets.

To see how this works on the example, see Figure 3 which shows the (unique)
infinite process and infinite pomset of the net on the left-hand side of Figure 1.
From the theory of live and safe marked graphs, it is known [5, 6] that the
process is divided into segments in which every transition occurs exactly once.
These segments are separated by B-cuts, shown in the figure by dashed lines,
each of which corresponds to the initial marking, and the process can be viewed
as a concatenation (‘glueing’ corresponding initial and final conditions) of such
segments. We also show where these cuts would go through the infinite pomset.
Clearly, the pomsets shown on the right-hand side of Figure 1 correspond to
certain prefixes of this infinite pomset, and there is no prefix which corresponds
to the pomset shown on the right-hand side of Figure 2.

Suppose that we cut the process at any one of the dashed lines and consider
only the prefix to the left of that line. Then the final conditions of this prefix
can be folded back to the initial cut, yielding (when this initial cut is marked by
a token on each place) a marked graph which is live and safe and has the same
pomset behaviour as the original net. However, it still has τ -labelled transitions,
so this does not help. Luckily, we also have the corresponding prefix of the
infinite pomset, and this prefix does not contain τ -labelled nodes. We can obtain
a net from this prefix by replacing each edge by an edge-place-edge combination.
The edges pointing into nirvana are then folded back to some “earlier” a or b
node. Places in front of such an edge are marked by a token. The result for our
example can be seen in figure 4. While the net on the left hand side (using only
the segment of the pomset between the first two dashed lines) looks very much
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a

τ

b

a

τ

b

a

τ

b

a

τ

s2 s1 s2 s1 s2 s1 s2 s1

s3 s4 s3 s4 s3 s4 s3

. . .

a a a a

b b b

. . .

Fig. 3. The infinite process and pomset of the first example

like figure 2 (and is wrong for almost the same reasons), the net on the right
has indeed the same pomset behaviour as the original net with unobservable
transitions. For this net we have used the first two segments of the infinite
pomset, i.e. those parts that lie between the first and the third cut (drawn as
bold dashed lines).

a b

a a

b b

Fig. 4. Nets constructed from the first resp. the first two segments of the pomset

Each segment of the infinite pomset contains exactly one instance of every
action, since our labelling is injective on observables. Therefore, it is quite easy
to define segments of the infinite pomset.

Definition 5. Segments of the infinite pomset

Let N = (S, T, F,M0, λ) be a live and safe marked graph. A pomset ϕ =
[(E,R, l)] ∈ Pomsets(N) consists of the first n segments (of the infinite pomset
of N) iff |l−1(a)| = n for every a ∈ λ(T ) \ {τ}.

Note, that the pomset ϕ above is obviously unique for each n. For some
number n the pomset ϕ will hopefully be sufficient for constructing N ′.

Suppose, we would use n segments for the construction of N ′. The infinite
pomset can then be divided into isomorphic blocks of n segments each, where
the first block corresponds to the first n segments, the second block to the next
n segments, and so on. Each node of the infinite pomset is in a unique block and
has – by the isomorphism – a corresponding node in the first block, from which
N ′ is constructed. If there is a node leading to a nirvana node, it is folded back
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to the corresponding node in the first block. This is shown in Fig. 4 for n = 1
and n = 2. If all edges leaving the first block just lead to the second block (as it
is the case for n = 2 in the example) everything will be fine. If an edge leads from
the first block to a later block (e.g. the third) things are different. At the border
from the second to the third block there will now be two edges representing the
same connection via isomorphism: One edge from the first to the third block,
one edge from the second to the fourth block. In the construction of N ′, both
edges will be represented by the same place. Since the edges occur concurrently
(both crossing the cut at the end of block two), the corresponding place in N ′

must contain more than one token at some time. Even if there weren’t safety
concerns, this would be a bad idea: We cannot distinguish which token belongs
to which path. Tokens could overtake each other and would ruin the partial order
relation of the pomsets of N ′. Therefore, n must be chosen large enough such
that all edges leaving the first block end in the second block. If a can fire twice
before b fires the first time – as in the example – the third firing of a depends
on the first firing of b. Since the first b is in the first block, the third a must be
in block one or two. This suggests that the “degree of independence” between
two transitions could determine how many segments we need for block one and
thus N ′.

Definition 6. Synchronic distances

Let N = (S, T, F,M0, λ) be a marked, labelled net. For all transitions t1, t2 ∈ T
the asymmetric synchronic distance asd(t1, t2) is defined as

asd(t1, t2) := Maxσ∈OS(N)(#t1(σ)−#t2(σ)).4

The symmetric synchronic distance ssd(t1, t2) of t1, t2 is ssd(t1, t2) := asd(t1, t2)
+ asd(t2, t1).5 The visible synchronic distance vsd(N) in N is

vsd(N) := Max t1,t2∈T,λ(t1) �=τ �=λ(t2)ssd(t1, t2).

Note, that the definition could also have been based on prefixes of the infi-
nite pomset instead of the set of occurrence sequences OS(N), since occurrence
sequences are just linearisations of such prefixes. Both approaches are equivalent
and yield the same results for asd(t1, t2).

In our example, we find asd(t1, t3) = 2 and asd(t3, t1) = 0, therefore ssd(t1,
t3) = 2 and vsd(N) = 2. We propose that vsd(N) is the number of segments
needed in the construction of N ′. Note, that vsd(N) is finite for every strongly
connected marked graph N : For every pair of transitions x, y we find a path
from x to y and if there are m tokens on such a path, y can fire at most m times
without having to fire x, i.e. asd(y, x) ≤ m.

Let from this point on N = (S, T, F,M0, λ) be a strongly connected, live,
and safe marked graph which is labelled injectively on observables. We will now
prove some properties about the pomsets of N , then present the algorithm which
4 #t(σ) denotes the number of occurrences of t in σ.
5 Usually, the synchronic distance is defined as Max{asd(t1, t2), asd(t2, t1)}. Note that

ssd(t1, t2) > 0 if t1 �= t2 and N is live. For t1 = t2 we always have ssd(t1, t2) = 0.
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will construct a live, safe, and τ -free marked graph N ′ with Pomsets(N) =
Pomsets(N ′), and finally prove the correctness of this algorithm.

So, let us have a look at the behaviour of N . Since we have injectivity on
observables and safety, two labels a in a pomset [(E,R, l)] of N belong to non-
concurrent events, i.e. all events with the same label are (totally) ordered. From
this point on, let the events with some label a ∈ l(E) be named a0, a1, a2, . . .
with aiRai+1 for 0 ≤ i < |l−1(a)| − 1.

It is known from the theory of marked graphs [5, 6] that there is an occurrence
sequence from a marking M to itself containing each transition exactly once if
M is a live marking. Consider now the consequences for the pomsets of N .

Lemma 1. Pomsets have no backward arcs

Let ϕ = [(E,R, l)] ∈ Pomsets(N) be a pomset of N . For any labels a, b ∈ l(E)
and i, j ∈ N with ai, bj ∈ E, if i > j then ¬(aiRbj).

Proof. For a = b this is obvious, so let a �= b now. Take some ai and bj with
i > j. Since M0 is a live marking, every transition can be fired exactly j times.
The corresponding process contains an event bj but no event ai, i.e. bj does not
depend on ai. This relation also holds in the infinite process and all its prefixes
containing bj . Therefore, in every pomset containing ai and bj it holds that
¬(aiRbj).

Lemma 2. Pomset relation does not depend on absolute index

Let ϕ = [(E,R, l)] ∈ Pomsets(N) be a pomset of N . For any two labels a, b ∈
l(E) and i, j ∈ N with i ≤ j such that ai+1, bj+1 ∈ E it holds that (aiRbj) ⇐⇒
(ai+1Rbj+1).

Proof. This follows from the fact that the initial marking M0 can be reproduced
by firing each transition exactly once. Let c be the initial B-cut of the infinite
process π (the first thick dashed line in Fig. 3), and let c′ be the B-cut at which
the marking M0 is reproduced for the first time (the first thin dashed line in
Fig. 3). From both points of view, c and c′, the future of the process looks exactly
the same, due to lack of conflicts. I.e., if ai relates to bj viewed from c, then ai+1

relates to bj+1 viewed from c′, and vice versa. As long as all these events are in
the prefix π′ of π with Φ(π′) = ϕ, the relation (aiRbj) ⇐⇒ (ai+1Rbj+1) holds
also in ϕ.
Lemma 3. Concurrency is limited to index difference asd

Let ϕ = [(E,R, l)] ∈ Pomsets(N) be a pomset of N . For any two labels a, b ∈
l(E) and i, j ∈ N with ai, bj ∈ E, i + asd(b, a) ≤ j ⇐⇒ aiRbj holds.

Proof. If i + asd(b, a) ≤ j, the j-th b cannot fire before the i-th a, i.e. ai and bj
must be in relation R in the infinite process. Since both appear also in the prefix
π with Φ(π) = ϕ, they are also in relation R in π and ϕ, i.e. aiRbj.

Now assume aiRbj and let σ be an arbitrary occurrence sequence with
#b(σ) = k ∈ N. We have to show that i + (k − #a(σ)) ≤ j. Since this clearly
holds if k ≤ j− i, assume that k > j− i. From aiRbj it follows by Lemma 2 that
ak−(j−i)Rbk. Hence #a(σ) ≥ k − (j − i).



Eliminating Internal Behaviour in Petri Nets 419

These three lemmas tell us about the differences of two pomsets of two
marked graphs (strongly connected, live, safe, and injectively labelled on ob-
servables) with a known upper bound on the vsd values. If the two pomsets have
the same set of events with the same labelling, differences can always be found
by checking the relation of all pairs of events (a0, bj) with 0 ≤ j < n for some
upper bound n on the vsd values of both nets.

We will now construct a net N ′ for which we show that it is a strongly
connected, live, and safe marked graph without τ -labels. As a last step, it remains
to be shown that Pomsets(N) = Pomsets(N ′).

Definition 7. Construction algorithm for N ′

Let n := vsd(N). Then, N ′ := (S′, T ′, F ′,M ′
0, λ

′) is defined as follows.
1. For each x ∈ T there are transitions tx0 to tx(n−1) in T ′. Every transition

txi ∈ T ′ is labelled λ′(txi) := λ(x). We say txi is of origin x.
2. For each x ∈ T and i ∈ {0, . . . , n− 1} there is a place pxi,x(i+1 mod n) in P ′.

There are arcs

txi F
′ pxi,x(i+1 mod n) and pxi,x(i+1 mod n) F

′ tx(i+1 mod n)

and a token lies on px(n−1),x0.
3. For x, y ∈ T with x �= y and i, j ∈ {0, . . . , n− 1} there is a place pxi,yj in P ′

with
txi F

′ pxi,yj F
′ tyj iff i+ asd(y, x) ≡ j mod n.

A token lies on pxi,yj iff i+ asd(y, x) = j + n.
4. There are no other places, transitions, arcs, or tokens in N ′.

Step 1 and 2 of this algorithm provide cycles (i.e. closed paths, beginning
and ending at the same node) of n transitions, all with the same label. Thus,
all transitions with the same origin in N are totally ordered in every pomset of
N ′. In the net on the right-hand side of figure 4, there are the cycle through
both a’s in the top and the cycle through both b’s in the bottom of the picture.
Step 3 creates the dependencies between transitions of different origins. If the
j-th instance of y but not the j− 1-st instance of y depends on the i-th instance
of x (in the infinite pomset of N), we find that j− i y’s can fire before an x must
fire. Thus, asd(y, x) = j − i, or i + asd(y, x) = j. In case j ≥ n we would leave
the net. Since the net is cyclic, we subtract n from j, i.e. we calculate modulo
n, starting again from the front.

Interestingly, Step 2 is superfluous (and becomes a part of Step 3) if we define
asd(x, x) := 1 for any transition x in N . Since the cycles created in Step 2 play
a special role in some of our proofs we will not follow this line.

It is rather easy to see that N ′ as constructed in the algorithm is not only a
marked graph but also strongly connected, live and safe.

Lemma 4. N ′ is a marked graph

The net N ′ as constructed in Definition 7 is a marked graph.

Proof. Each place pxi,yj has exactly txi as its only input and tyj as its only output
transition.
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Lemma 5. N ′ is strongly connected

The marked graph N ′ as constructed in Definition 7 is strongly connected.

Proof. Note first, that all transitions txi in N ′ with the same origin x are con-
nected by the cycles constructed in Step 2 of the construction, i.e. they form
strongly connected components. Since for transitions x, y ∈ T there is some
m ∈ N with asd(y, x) ≤ m, the place px0,y(asd(y,x)) exists and connects the com-
ponent with origin x to the component with origin y. Since this holds for any two
transitions, all strongly connected components are pairwise connected in both
directions.

Lemma 6. N ′ is live

The strongly connected marked graph N ′ built in Definition 7 is live.

Proof. It is known from the theory of strongly connected marked graphs that a
marked graph is live iff every cycle contains at least one token [11]. Note, that
transitions in a path in N ′ usually have an (not strictly) increasing index (e.g.
from tx4 to tx5 to ty(5+asd(y,x)) and so on). To be a cycle, a path must fulfill one
of two conditions:
1. One section of the path has a decreasing index. By construction, whenever

the index decreases on a path from one transition to the next, there will be
a token on the place in between.

2. All transitions on the path have the same index. Suppose, such a path forms
a cycle and there is no token on it. The construction does not create cycles
containing only a single transition txi unless vsd(N) = 1. In this case, i = 0
and the cycle is tx0 F px0,x0 F tx0 where px0,x0 holds a token, a contradiction.
So let now the path contain at least two transitions. For each consecutive pair
of transitions txi, tyi we know from the construction that either asd(y, x) = 0
or asd(y, x) = vsd(N) must hold, otherwise these two transitions would not
be directly connected. In the latter case, there would be a token on pxi,yi,
so the former case must hold. This means, in N y cannot fire before x. As
such a condition holds for each consecutive pair on the cycle, none of the
corresponding transitions in N can ever fire. This is a contradiction to the
liveness of N .

Lemma 7. N ′ is safe

The strongly connected, live marked graph N ′ built in Definition 7 is safe.

Proof. Since N ′ is live, it suffices to show that each place of N ′ lies on a cycle
with at most one token on it [11]. Let n := vsd(N). The places pxi,x(i+1) are
contained in the cycle

px(n−1),x0F
′ tx0 F

′ px0,x1 F
′ tx1 F

′ px1,x2 F
′ tx2 F

′ . . . F ′ tx(n−1) F
′ px(n−1),x0,

where the only token is on the place px(n−1),x0. For a place pxi,yj with x �= y we
distinguish two cases:
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1. i+ asd(y, x) = j + n, i.e. there is a token on pxi,yj. We find a path

txi F
′ pxi,yj F

′ tyj F
′ pyj,x(j+asd(x,y)) F

′ tx(j+asd(x,y))

where j + asd(x, y) = i + asd(y, x) + asd(x, y) − n ≤ i. If j = i we know
asd(y, x) = n and thus asd(x, y) = 0. The cycle is complete and only pxi,yj

contains a token. Otherwise we complete the path to a cycle with

tx(j+asd(x,y)) F
′ px(j+asd(x,y)),x(j+asd(x,y)+1) F

′ . . . F ′ px(i−1),xi F
′ txi.

The dots . . . represent a section of the cycle from Step 2 of the construction
ofN ′, which leads through transitions of origin x only. Since j+asd(x, y) ≤ i,
none of the intermediate places on this path contains a token. So, the cycle
altogether has exactly one token, which lies on pxi,yj .

2. i+ asd(y, x) = j. There are two subcases: either j + asd(x, y) ≥ n or not. In
the former case, we obtain the path

txi F
′ pxi,yj F

′ tyj F
′ pyj,x(j+asd(x,y)−n) F

′ tx(j+asd(x,y)−n)

with j + asd(x, y) − n = i+ asd(y, x) + asd(x, y)− n ≤ i. We can complete
the cycle in the same way as in case 1, except that the only token now lies
on pyj,x(j+asd(x,y)−n). In the latter case, we obtain the path

txi F
′ pxi,yj F

′ tyj F
′ pyj,x(j+asd(x,y)) F

′ tx(j+asd(x,y))

as in case 1, but since j + asd(x, y) = i + asd(y, x) + asd(x, y) > i, the
completion of the cycle runs through px(n−1),x0, which contains a token.
Neither pxi,yj nor pyj,x(j+asd(x,y)) contain a token, so this is the only token
on the cycle.

Now we know that each place in N ′ lies on some cycle containing exactly one
token. Therefore, N ′ must be safe.

For the final proof of the equivalence of the pomset behaviours, two more
properties of N ′ are important: first, the order of firing in N ′ is according to the
indices, and second, if there is any token-free path from tx0 to tyj , then there
is also a token-free path from transition tx0 to tyj not going through any tzk

with x �= z �= y. This path will not have indices greater than j. In other words,
asd(y, x) ≤ j.

Lemma 8. Enabledness in N ′

For every transition x ∈ T and every occurrence sequence σtxi of N ′ holds that
M ′

0[σtxi〉 implies i = #x(origin(σ)) mod vsd(N) (where origin maps transi-
tions tyj to their origin y).

Proof. The cycle created in Step 2 of Definition 7 contains exactly one token
which lies before tx0. Everything else is obvious.



422 Harro Wimmel

Lemma 9. Detours in N ′

Let tx0 and tyj be two transitions in N ′. If there is a token-free path in N ′ from
tx0 to tyj then asd(y, x) ≤ j.

Proof. Note first, that “token-free” implies that the path does not contain places
pxi,yj with j < i since these contain tokens. Indeed every cycle contains a token,
i.e. the path is also cycle-free. We make an induction over the number i of inter-
mediate transitions on the path. If i = 0, there are no intermediate transitions,
so the lemma holds because asd(y, x) = j by point 3 of Definition 7. Let i > 0
now and assume the lemma holds up to i− 1 intermediate transitions. Suppose
the path looks like

tx0 F
′ . . . F ′ tzm F ′ . . . F ′ tyj

where tzm is the last non-y transition on the path. The last part of the path
then looks like tzm F ′ pzm,yq F

′ tyq F
′ . . . F ′ tyj . Since pzm,yq exists, asd(y, z) =

q−m ≤ j−m. By induction, asd(z, x) ≤ m. Obviously, a triangle inequality holds
for asd, so we can calculate asd(y, x) ≤ asd(y, z)+ asd(z, x) ≤ (j−m)+m = j.

Lemma 10. Relation R in pomsets is identical for N and N ′

Let ϕ = [(E,R, l)] ∈ Pomsets(N) and ϕ′ = [(E,R′, l)] ∈ Pomsets(N ′) be
pomsets of N resp. N ′ with the same multiset of labels (events). Then, R = R′.

Proof. Note first, that Lemma 1 and Lemma 2 hold for N ′ despite the fact that
N ′ is not labelled injectively on observables. The only difference is that firing
each transition once will not reproduce the initial marking M ′

0. Instead of firing
every transition once, in N ′ one transition of each origin can be fired. Due to the
symmetry of N ′ (“turning N ′ by 360/vsd(N) degrees” and firing one transition
of each origin leads to a net isomorphic to N ′) the proofs remain valid. Take
now some arbitrary pair (a0, bj) with a �= b and j ≥ 0, since other pairs are not
of interest (see Lemmata 1 and 2).

Suppose first, that a0Rbj holds. As a consequence, asd(b, a) ≤ j follows from
Lemma 3. In N ′ there is a path ta0 F

′ pa0,bj F
′ tbj if asd(b, a) = j, and a path

ta0 F ′ pa0,b(asd(b,a)) F
′ tb(asd(b,a)) F

′ . . . F ′ tbj if asd(b, a) < j. By Lemma 8,
ta0 and tb(j mod vsd(N)) are the transitions that are responsible for creating a0

and bj in the infinite process π of N ′. If there is a token-free path from ta0 to
tb(j mod vsd(N)), j < vsd(N) and a0 and bj are ordered in π. They are also ordered
in the prefix π′ of π with Φ(π′) = ϕ′ and thus in ϕ′, i.e. a0R

′bj for j < vsd(N).
Otherwise, j ≥ vsd(N), and the tokens on paths from ta0 to tb(j mod vsd(N)) are
used for b(j mod vsd(N)) instead of bj. Since a0R

′b(j mod vsd(N)) is already proved
and biR

′bj for all i < j by construction it is clear that a0R
′bj.

Suppose now, that a0R
′bj holds. If j ≥ vsd(N), a0Rbj holds by Lemma 3 as

0 + asd(b, a) ≤ 0 + vsd(N) ≤ j. Otherwise, we find a path from ta0 to tbj in N ′.
By Lemma 1 there are no events ck with k ≥ vsd(N) > j on the corresponding
path in ϕ′, i.e. the path is token free. By Lemma 9 asd(b, a) ≤ j, and this implies
a0Rbj by Lemma 3.
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Lemma 11. N and N ′ have the same pomsets

Then, Pomsets(N) = Pomsets(N ′).

Proof. Let ϕ = [(E,R, l)] ∈ Pomsets(N) be some pomset. Let i := max{|l−1(a)|
| a ∈ Σ}. Since M0 is reproduced by firing each transition exactly once, we can
find a pomset ϕ′ = [(E′, R′, l′)] ∈ Pomsets(N) where for each label a ∈ Σ there
are exactly i events e with l(e) = a; ϕ is a prefix of ϕ′. The analogous argument
for N ′ yields a pomset %′ = [(E′, R′′, l′)] ∈ Pomsets(N ′). By Lemma 10,R′ = R′′,
i.e. ϕ is a prefix of %′. Thus, ϕ ∈ Pomsets(N ′). The same proof works for showing
that pomsets in Pomsets(N ′) are also in Pomsets(N).

Theorem 1. N ′ is a τ-free version of N

Let N = (S, T, F,M0, λ) be a strongly connected, live, and safe marked graph
with a labelling that is injective on observables. Then, N ′ — as constructed in
Definition 7 — is a strongly connected, live, and safe marked graph without
τ -transitions that has the same pomset behaviour as N , i.e. Pomsets(N) =
Pomsets(N ′).

Proof. Follows from Lemma 4, Lemma 5, Lemma 6, Lemma 7, Lemma 11, and
the fact that no τ labels are introduced in Definition 7.

Theorem 2. τ-Elimination in arbitrary safe marked graphs

Let N = (S, T, F,M0, λ) be a safe marked graph. There is a safe marked graph
N ′ = (S′, T ′, F ′,M ′

0, λ
′) with τ /∈ λ′(T ′) and Pomsets(N) = Pomsets(N ′).

Proof. If N is not labelled injectively on observables, we replace the labelling by
one that is injective on observables (but with the same τ -labels). Obviously, there
is a map h going from the latter to the former labelling. Apply Theorem 2 to the
newly labelled marked graph and then h to each transition label of the resulting
marked graph. We obtain the desired marked graph if the second application of
Theorem 2 works correctly. This can be shown as follows.

Observe first, that in a safe and strongly connected marked graph either all
transitions are live, or none is. If some transition is not live, the places in its
postset cannot be marked arbitrarily often. Thus, the transitions in the postsets
of these places are not live either. Due to strong connectedness, this propagates
through the marked graph, and no transition at all is live.

If N does not contain live transitions, its maximal process is finite. If this
process π = (B,E,G, r, λ′′) contains a τ -labelled event e, we may replace e and
its pre- and postset by the set of conditions G−1(e) × G(e) and connect them
accordingly, i.e. (b, b′) lies in the preset of e′ if e′Gb and in the postset of e′′ if
b′Ge′′. The pomsets remain unchanged and the resulting “process” is the marked
graph N ′.

Without loss of generality we may now assume that N is weakly connected,
otherwise we can handle each weakly connected component of N separately. So,
let N consist of exactly one weakly connected component. If N has only one
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strongly connected component, N is either live and Theorem 1 is applicable,
or N is non-live and the construction of the previous paragraph can be used.
In both cases, we are done. So assume now, that N has at least two different
strongly connected components A and B with a path from A to B, but not from
B to A. Since marked graphs do not branch at places, the path must lead from
a transition of A to a transition of B, and it must contain at least one place. If
A were live, this place would not be safe. Thus, A is not live. Since B consumes
tokens from this place (directly or indirectly), it cannot be live either. As this
holds for any two different strongly connected components in N , there cannot
be any live transitions in N . Again, the marked graph without τ -labels can be
obtained according to the previous paragraph.

The assumption of safeness can, however, not be easily lifted, since two tokens
on the same place lead to a (dynamic) conflict. Take a transition and two places
with arcs to the transition back and forth. Each place contains two tokens.
Pomsets of this marked graph consist of two chains of events which are interlinked
at arbitrary points. The links depend on which two tokens are chosen when firing
the transition. Accordingly, there is no unique maximal process either, which is
the main prerequisite for our proof.

4 Conclusions

We have presented a technique to remove unobservable transitions from some
safe marked graph without changing the pomset behaviour. Such an elimination
algorithm is well-known e.g. for S-systems, which can be interpreted as a set
of independent (and isomorphic) finite automata. For the latter, τ -elimination
is a standard procedure. The algorithm for safe marked graphs and its proof
are clearly more involved. Neither of these requirements – being an S-system
or a safe marked graph – can be lifted easily. In the case of S-systems, the
removal of τ ’s according to the theory of finite automata will not be possible
if we lift the “no branching at transitions” condition. In the case of marked
graphs, allowing conflicts will invalidate our construction, as there is no unique
infinite process and pomset anymore on which the whole proof is based. Turning
to event structures [7], which incorporate a conflict relation, might seem to be a
good idea, but it is not clear if and how the backfolding (i.e. completion of the
cycles in the construction of the net N ′) will work as the conflict relation can
become rather complex when unobservable transitions are involved.
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Infinity of Intermediate States Is Decidable
for Petri Nets
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Abstract. Based on the algorithms to decide reachability for Petri nets,
we show how to decide whether the number of markings reachable on
paths between two given markings is finite or infinite.

Keywords: Petri nets, reachability problem, decidability.

1 Introduction

Decidability problems come in different flavours. In formal language theory e.g.,
common problems are the word problem, the emptiness problem, and the finite-
ness problem, asking whether a word can be accepted by an automaton or if the
language of an automaton is empty or finite, respectively. In Petri net theory,
the word problem is (at least for nets without any unobservable transitions) de-
cidable in exponential time, by simply using brute force. The emptiness problem
can be formulated as the question “Is there or is there not a firing sequence
leading from one specified marking to another?”, which is better known as the
reachability problem. The reachability problem is also decidable (see [6], [7], [2],
[3], [9], or [10]), but only a lower bound for its complexity is known: it takes at
least exponential space to solve [5]. The finiteness problem would be a question
such as “Given markings m and m′, can we reach finitely many or infinitely many
different markings on paths from m to m′?” As far as we know, this kind of ques-
tion has not yet been addressed for Petri nets. We will call this the intermediate
markings problem IMP.

A seemingly similar problem is the boundedness problem: Given a marking
m, is the number of markings reachable from m finite or infinite? It is well-
known that this problem is decidable by constructing the coverability graph
[1] which shows us if we can obtain arbitrarily large markings. Constructing
coverability graphs from m and “backwards” from m′ would seem a good idea
to solve IMP, but unluckily we cannot find out from these coverability graphs
at which markings they connect, i.e. if and how many markings are reachable
from m as well as backwards from m′. Reachability graphs cannot help either
since we would need to search for infinitely many paths then. It seems that IMP
cannot be solved that easily.

Solving the problem will have an impact in other fields as well. When dealing
e.g. with Netcharts [8], an extension of Message Sequence Charts, the following

J. Cortadella and W. Reisig (Eds.): ICATPN 2004, LNCS 3099, pp. 426–434, 2004.
c© Springer-Verlag Berlin Heidelberg 2004
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problem arises: A set of sequential processes communicates via buffers. This
system terminates when all sequential processes terminate and all buffers are
empty. If there is an upper bound n for the maximal size of the buffers, the
system can be realized in one way or another with buffers of length n and we
obtain a finite implementation. We will not deal with such an application here,
but it is quite clear that the number of states reachable in a terminating system
(determined by the control flow and the number of elements in each buffer)
is finite iff the upper bound n exists. If we construct a Petri net model for
this system, it suffices to decide whether we can reach only a finite number of
markings between the initial and the terminating marking, i.e. we need to decide
IMP.

In this paper, we will show that IMP is indeed decidable. In section 2 we
present the basic definitions necessary to understand the problem. Section 3
presents those parts of the proof of decidability of the reachability problem that
are necessary to deal with the intermediate markings problem IMP. In section 4
we finally show that the latter problem is also decidable.

Acknowledgment. I’d like to thank Javier Esparza for pointing me to this
question.

2 Basic Definitions

In this section, we present the basic definitions necessary for solving the inter-
mediate markings problem. These definitions include Petri nets and reachability
and coverability graphs.

Definition 1. Petri net

An (unmarked) net is a triple (S, T, F ) where S and T are finite sets with
S∩T = ∅, and F is a mapping F : (S×T ) ∪ (T×S)→ N.

A marking of (S, T, F ) is a function m : S → N. We say that a place s has k
tokens under m if m(s) = k.

The transition rule for Petri nets is defined as follows. A marking m activates
a transition t (in symbols: m[t〉) iff ∀s ∈ S : m(s) ≥ F (s, t). Moreover, m leads
to a marking m′ through the occurrence of t (in symbols: m[t〉m′, we also say
that t fires under m and yields m′ as a result) iff m[t〉 and ∀s ∈ S : m′(s) =
m(s)−F (s, t)+F (t, s). We define inductively that an occurrence sequence σ ∈ T ∗

leads from m to m′:

m[ε〉m′ ⇐⇒ m = m′

m[σt〉m′ ⇐⇒ ∃m′′ : m[σ〉m′′ ∧m′′[t〉m′,

where ε is the empty word.

In the following, let ω be a symbol representing an unbounded number. We
abbreviate N∪{ω} by Nω. The usual order ≤ on natural numbers extends to Nω

by defining ∀n ∈ N: n ≤ ω. It is quite easy to extend the definition of markings
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to ω-markings m: S → Nω. We introduce a special ordering +ω for ω-markings,
where m +ω m′ iff for all places s either m(s) = m′(s) or m′(s) = ω.

The firing of transitions can also be easily adapted by just defining that ω− i
and ω + i both equal ω for all i ∈ N. The usual firing rule can now be applied,
and firing a transition will never increase or decrease the number of tokens for
a place s with m(s) = ω.

An ω-markingm′ is reachable from an ω-markingm in a net N iff there exists
an occurrence sequence leading from m to m′. The set of ω-markings reachable
from m will be denoted by R(m).

Definition 2. Reachability and Intermediate Markings Problem

The reachability problem RP is the set

RP := {(N,m,m′) |N = (S, T, F ) is a net, m,m′ ∈ NS , ∃τ : m[τ〉m′}

and the intermediate markings problem IMP is the set

IMP := {(N,m,m′) | N = (S, T, F ) is a net, m,m′ ∈ NS , and the set
I = {m′′ | ∃τ, τ ′ : m[τ〉m′′[τ ′〉m′} is infinite}.

The reachability problem RP, i.e. the problem if, given some net and two
markings, we can reach one marking from the other, is known to be decidable.
This was first proved by Mayr [6, 7] with an alternative proof by Kosaraju [2]
only a bit later. In the 90’s, Lambert [3] presented another proof, which also
found entrance to Priese and Wimmel [9].

The intermediate markings problem IMP is the problem we deal with in this
paper. IMP is the question whether there are infinitely many different markings
reachable on paths from one given marking to another or not. To show its de-
cidability we need the proof of decidability of RP. Following the concepts of this
proof, we will present the ideas necessary to prove the decidability of IMP.

To deal with reachability, reachability graphs and coverability graphs were
invented [1].

Definition 3. Reachability and Coverability Graphs

Let N = (S, T, F ) be a net and m0: S → Nω an ω-marking of N . The reachability
graph R of (N,m0) is the edge-labelled graph R = (R(m0), E, T ), where an edge
e = (m1, t,m2) with labelling t is in E iff m1[t〉m2.

A coverability graph C = (V,E, T ) of (N,m0) is defined inductively. First,
m0 is in V . Then, if m1 ∈ V and m1[t〉m2, check for every m on a path from m0

to m1 if m ≤ m2. If the latter holds, change m2(s) to ω whenever m2(s) > m(s).
Now, add (the changed) m2 to V (if m2 is not yet in V ) and (m1, t,m2) to E.
Repeat, until no new nodes and edges can be added anymore.

While the reachability graph can be (and usually is) of infinite size, a cov-
erability graph is always finite, but cannot be used to decide reachability due
to its inexactness (an ω can stand for any natural number, but it is possible
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that a certain specific number of tokens on an ω-place can’t be reached). Still,
the concept of a coverability graph is valuable in dealing with reachability, as
it allows for a partial solution to the reachability problem: A marking m is not
reachable if there is no m′ with m′ ≥ m in the coverability graph. For a complete
solution of the reachability problem, the concept of the coverability graph needs
to be extended.

3 A Look at the Decidability of RP

We present here some main ideas behind the proof of decidability of RP according
to Lambert [3] (see also [9]). This proof is based on marked graph transition se-
quences (MGTS), which are sequences of special instances of coverability graphs
C1, . . ., Cn alternating with transitions t1, . . ., tn−1. These special instances of
coverability graphs are called precovering graphs in [3] and have additional struc-
ture that will not be of any use for our purposes. In this paper, each coverability
graph Ci is augmented only by two additional ω-markings mi,in, mi,out. If Ci

is constructed from an initial marking Mi then mi,in +ω Mi and mi,out +ω Mi

must hold, i.e. for all places s Mi(s) < ω implies Mi(s) = mi,in(s) = mi,out(s).
The transitions t1, . . ., tn−1 in an MGTS connect the output mi,out of one cov-
erability graph to the input mi+1,in of the next, see Fig. 1 with n = 4, where
the circles represent the coverability graphs with their initial markings in the
center.
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m1,in m1,out m2,in m2,out m3,in m3,out m4,in m4,out

� � �� � �
t1 t2 t3

Fig. 1. A marked graph transition sequence (MGTS). Dots represent markings, the
circles represent coverability graphs (with more than one node in general), solid lines
inside these circles are occurrence sequences (which must be firable in the Petri net).
The dotted lines show the entry to and exit from coverability graphs, which do not
change the actual marking in the Petri net. Both mi,in �ω Mi and mi,out �ω Mi hold
for every i

A solution of an MGTS is by definition an occurrence sequence leading
through the MGTS. In the above figure it begins with the marking m1,in, leads
in cycles through the first coverability graph until the marking m1,out is reached,
then t1 can fire to reach m2,in, from which the second coverability graph is en-
tered, and so on, until the MGTS ends. Whenever the marking of some node
has a finite value for some place, this value must be reached exactly by the
occurrence sequence when the node is traversed. If the value is ω, there are
no such conditions. The set of solutions of an MGTS G is denoted L(G) (see
also [3], page 90). It is quite obvious to see that an instance of the reachability
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problem can be formulated as the problem of finding a solution for a special
MGTS, which is depicted in Fig 2. The node ω (with all entries ω) is the only
node of the coverability graph, i.e. we allow arbitrary ω-markings and firings
of transitions between m1,in and m1,out, but the sequence must begin exactly
at the (finite) marking m1,in and end exactly at the marking m1,out. If we can
calculate the solutions for this MGTS, we have solved the reachability problem
for (N,m1,in,m1,out) at the same time. We get a positive answer if there is a
solution for the MGTS, otherwise a negative answer.

��
�	

� �
�

�
�

�
ω

m1,in m1,out

Fig. 2. The MGTS representation of an instance (N, m1,in, m1,out) of the reachability
problem. The MGTS consists of one coverability graph with just one node ω which rep-
resents the ω-marking where all places have an unbounded number of tokens and from
which every transition can fire. A solution for this MGTS is an occurrence sequence
from m1,in to m1,out

So, the “only” problem that remains to decide RP is to solve arbitrary MGTS.
Lambert shows that for each MGTS a characteristic equation can be defined in
such a way that each solution of the MGTS fulfills the characteristic equation, i.e.
the equation is a necessary condition for solutions. The characteristic equation
is – to be more precise – a linear system of equations Ax = b where A and b
range over the integer numbers. The system can become quite large: there is one
variable for each entry in each marking mi,in and each marking mi,out in the
MGTS (including zero and ω entries) as well as one variable for each edge in
each coverability graph of the MGTS. Since markings must not become negative
and transitions cannot fire backwards, solutions sought must be semi-positive.
The (possibly empty) set of semi-positive solutions of such a system can always
be computed according to a result in [4].

If the characteristic equation were a sufficient and necessary condition for
solutions of an MGTS, RP would be solved immediately. This is not the case in
general, but Lambert shows under which circumstances the characteristic equa-
tion is also a sufficient condition for solutions of an MGTS. Generally speaking,
this holds iff the variables for the edges and the variables for all ω-entries of
the markings are unbounded in the set of solutions of the equation system and
mi,out[ti〉 holds for all i. An MGTS to which such a sufficient characteristic equa-
tion belongs is called perfect. The unboundedness of the variables can be tested
effectively according to [4].

Since not all MGTS are perfect, a decomposition theorem for MGTS is pre-
sented in [3]. This theorem produces from one MGTS G a new set of MGTS’s,
all of which are to a greater degree perfect, such that the new set as a whole has
the same solutions as the original MGTS. This means that each occurrence se-
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quence leading through the original MGTS and solving it will also lead through
at least one of the derived MGTS’s and solve it, and vice versa. The degree of
perfectness is discrete and cannot be increased indefinitely, therefore at some
point after repeatedly applying the decomposition theorem we arrive at a finite
set Γ of perfect MGTS’s. With the assumption that m1,in and mn,out are ω-free
the decomposition theorem (cf. [3], page 94, or [9]) is simplified to the following
form.

Theorem 1. Decomposition

Let G be an MGTS. G can be decomposed into a finite (possibly empty) com-
putable set Γ of perfect MGTS’s with the same overall set of solutions as G,
i.e. L(G) =

⋃
γ∈Γ L(γ), and the same first input marking m1,in and last output

marking mn,out.

By applying the decomposition theorem to the MGTS of Fig. 2 (for the
instance (N,m1,in,m1,out) of the reachability problem) we obtain a set Γ of
perfect MGTS’s. For each of these perfect MGTS γ we can decide whether it
has solutions, i.e. whether L(γ) �= ∅. If at least one has a solution, we obtain a
positive answer to the reachability problem, otherwise a negative answer. I.e.,
the algorithm for deciding RP looks like this:

input (N,m1,in,m1,out)
create G according to Fig. 2
decompose G into Γ with γ perfect for all γ ∈ Γ
if ∃γ ∈ Γ with L(γ) �= ∅ answer yes else answer no

The reachability problem is not only decidable, it is also possible to calculate
an occurrence sequence solving it, if one exists. Lambert’s iteration lemma (see
[3] or [9]) states the following:

Lemma 1. Iteration lemma

Let G be a perfect MGTS (consisting of n coverability graphs and intermediate
transitions t1 to tn−1) with at least one solution. Then, for each sequence of
pairs of covering sequences ((ui, vi))1≤i≤n (see below) we can compute k0 ∈ N
and occurrence sequences βi, wi from Mi to Mi such that for every k ≥ k0

(u1)kβ1(w1)k(v1)kt1(u2)kβ2(w2)k(v2)kt2 . . . tn−1(un)kβn(wn)k(vn)k (1)

is a solution of G.

A covering sequence ui is an occurrence sequence from Mi to Mi with the
following special properties:

– The sequence ui can fire under the marking mi,in.
– If Mi(s) = ω > mi,in(s) for some place s, ui will add tokens to s when firing.
– If Mi(s) < ω (and thus mi,in(s) = Mi(s)) for some place s, ui will not change

the number of tokens on s when firing (obvious, since it leads from Mi to
Mi).

– If Mi(s) = ω = mi,in(s) for some place s, then it is not defined what firing
ui does with respect to s.
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For vi, analogous properties are required, except that the reverse of vi must be
able to fire backwards from mi,out. Lambert ([3], page 86) has proved that such
covering sequences always exist and at least one can be computed. Therefore,
each part (ui)kβi(wi)k(vi)k leads from the center node Mi (resp. mi,in) of the
ith coverability graph of the MGTS back to itself (resp. mi,out), and the next
intermediate transition ti leads from there to the next coverability graph in the
sequence. Firing the covering sequence ui k0 times will pump up the marking
to the level necessary such that βi can fire and vi will pump down the marking
later to be able to reach mi,out exactly (for the non-ω entries, of course).

4 Deciding IMP

We now use the concepts from the proof of decidability of RP and draw some
additional conclusions, which lead to the following theorem.

Theorem 2. Decidability of IMP

IMP is decidable.

To prove this we first observe that it is sufficient to analyse only perfect
MGTS. Consider the following algorithm for IMP:

input (N,m1,in,m1,out)
create G according to Fig. 2
decompose G into Γ with γ perfect for all γ ∈ Γ
if ∃γ ∈ Γ with L(γ) �= ∅ and there are infinitely many different

markings on solution paths from m1,in to mn,out in γ answer yes
else answer no

This algorithm matches with the one for RP except for one criterion: checking
whether there are infinitely many different markings on solution paths fromm1,in

to mn,out in some perfect MGTS γ. If this criterion is decidable, we can decide
IMP altogether. The center nodes Mi of coverability graphs in a perfect MGTS
now play an important role.

Theorem 3. ω-entries in the Mi

Let G be a perfect MGTS with at least one solution, i.e. L(G) �= ∅. The set of
markings traversed in solutions of G is infinite iff there is an Mi containing an
ω in one of the coverability graphs of G (with 1 ≤ i ≤ n).

Proof. Assume first, that Mi(s) < ω for all places s and 1 ≤ i ≤ n. Every
coverability graph in an MGTS is strongly connected by definition (see [3], page
86). Therefore, all nodes in any of the coverability graphs (plus, due to mi,in +ω

Mi and mi,out +ω Mi, the input and output markings), are finite, i.e. do not
contain any ω. We conclude that exactly the markings (nodes) in the MGTS
G can be reached when traversing it. Since G is finite, the number of reachable
markings between overall input and output of G is also finite. In a solution such
as (1), a covering sequence (such as u1, v1, . . .) does not change the number of
tokens for any place.
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Suppose now that Mi(s) < ω does not hold for all Mi and places s. Let
then i be the index of the leftmost coverability graph in G such that Mi(s) = ω
holds for some place s, i.e. i is minimal with this property. Then, mi,in does
not contain any ω, which can be seen as follows: Assume mi,in(s′) = ω for some
place s′. This can only be the case if i > 1: Since m1,in is the input marking
for our test of membership in IMP, it must be finite. According to [3] (page 92)
perfectness means that if mi,in(s) = ω then in solutions of the characteristic
equation the number of tokens on s at this point can be arbitrarily high. On
the other hand, the definition of the characteristic equation itself ([3], page 91)
states that if mi−1,out(s) < ω, all solutions must reach this value exactly. Thus,
if we make the step mi−1,out[ti−1〉m in a solution, then m(s) can take only one
value, which is a contradiction to mi,in(s) = ω and perfectness.

It follows that mi,in(s) < ω = Mi(s). Let now (1) be a solution for the perfect
MGTS G. Then ui increases the number of tokens on s when firing (as this is one
of the covering sequence properties of ui, see the previous section). Since mi,in

is finite, it is reached exactly (independent from the choice of k in the solution),
and from this point on, the part of the solution beginning with (ui)k . . . can fire
for any k ≥ k0. Consequently, we reach different markings for different k after
(ui)k. Since there are an infinite number of possibilities for k, we will encounter
an infinite number of different markings while traversing solutions. This is shown
graphically in Fig 3.
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Fig. 3. Traversing solutions with different k (2, 3, 4) in the ω-case. Firing ui increases,
firing vi usually decreases the number of tokens on some place s. The long, vertical,
dotted line contains an infinite set of pairwise different reachable markings

Since we can decide for any perfect MGTS if it contains an ω somewhere,
Theorem 2 is correct and we have decided IMP.

There is another problem looking quite similar to IMP: Given two markings
m1,in, m1,out, are there infinitely many occurrence sequences leading from m1,in

to m1,out, i.e. is L(G) (with G from Fig. 2) infinite? This problem can be solved
using a slightly extended method. First, check if the problem is in IMP, answer
“yes” if this is the case. If not, all perfect MGTS’s constructed with the decom-
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position theorem will be ω-free. Remove all those perfect MGTS’s which have
no solution. If any of the remaining perfect MGTS’s contains a non-trivial cov-
erability graph Ci (where non-trivial means with at least one edge) we can find
a non-empty covering sequence ui from Mi to Mi (due to strong connectedness).
Using this covering sequence, the iteration lemma yields infinitely many solu-
tions. The answer will also be “yes”. If all the perfect MGTS’s contain only trivial
coverability graphs, each of the MGTS’s represents just one solution, namely the
sequence t1t2 . . . tn−1 of transitions in the MGTS. Since there are only finitely
many of them, the answer is “no”.

5 Conclusions

It was shown in this paper that, besides the word and reachability problem for
Petri nets, also the finiteness problem, called the intermediate markings problem
here, is decidable. The lower bound for the complexity of the algorithm for de-
ciding IMP presented in this paper can be expected to be of at least exponential
space, as it exploits the whole proof for the decidability of the reachability prob-
lem. A proof would of course need to employ some kind of reduction and will
not be done here. Due to the fact that coverability graphs can become arbitrar-
ily large, the complexity of our algorithm has no known upper bound. Whether
better algorithms for deciding IMP can be found is unclear, though it does not
seem likely: Such algorithms would probably also help solving RP with a lower
complexity.
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Abstract. This paper proposes a formal design representation model,
called Operation Net System, for high-level synthesis of asynchronous
systems which is based on transformational approaches. Operation Net
System consists of Operation Net, which is based on hierarchical timed
Petri nets, and a module graph to unify the description of control and
data parts of an asynchronous system. It is used as an intermediate de-
sign representation during transformations. Several semantic-preserving
basic transformations are defined and used to successively transform an
initial design representation into an optimized implementation satisfy-
ing designer’s requirements. The hierarchical concept of Operation Net
reduces the complexity of net operations such as finding the relation of
two operations by hiding sub-hierarchical blocks. The selection of the ba-
sic transformations is guided by an exploration strategy which performs
operation scheduling, resource allocation, and module binding simultane-
ously. To deal with the complexity of the exploration, we use an iterative
algorithm such as Tabu search. This integration of high-level synthesis
sub-tasks enables designers to get a better chance to reach a globally
optimized solution.

1 Introduction

Power consumption, electromagnetic compatibility, clock skew, robustness and
scalability have become increasingly critical issues in modern VLSI systems. This
draws more interest in asynchronous designs because the asynchronous designs
compare favourably with synchronous designs with respect to the above criteria.
Although asynchronous techniques have many advantages over the synchronous
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counterpart, asynchronous designs are not prevailing due to the lack of high-
quality CAD tools. That is, there is a lack of approaches providing the systematic
design-space exploration and optimization of large-scale asynchronous systems.

There have been many approaches to design large-scale asynchronous sys-
tems [1–7]. A conventional approach is to use the combination of several design
methodologies supported by manual optimizations or academic automation tools
[1]. This approach allows a number of aggressive optimizations. However, it is an
error-prone and time consuming job. Also, it does not provide systematic design-
space exploration. On the other hand, syntax-directed methods are successfully
adopted for commercial products [8]. These methods start from an high-level
abstraction, such as a concurrent program, and generate a circuit by translating
each program construct into a corresponding sub-circuit, such as handshake cir-
cuits [4] or macro-modules [3]. Although they are well supported by automated
tools such as Tangram [5], they do not provide a chance to explore design-space
other than peephole optimization techniques. There are approaches to use Petri
nets as an intermediate format [6, 7, 9]. These approaches translate the given
hardware description languages to intermediate Petri nets. The Petri nets are
used for partitioning, performance analysis, and control circuits generation. In
[9], we proposed a global optimization method, which translates a concurrent
program into signal-level Petri nets, for syntax-directed approaches. However,
all these frameworks do not provide optimization techniques such as high-level
synthesis including operation scheduling, resource allocation, and binding.

The contribution of this paper is to propose a new high-level synthesis method
with defining a formal design representation model and its transformation pat-
terns which are suitable for the synthesis of large-scale asynchronous systems.
The representation model consists of a hierarchical timed Petri net and a data
path, called Operation Net and a module graph respectively, to unify the descrip-
tion of control and data parts of asynchronous systems. The model is used as an
intermediate design representation during transformations. Various semantic-
preserving basic transformations which are suited to asynchronous systems are
defined. And they are used to successively transform an initial design to an op-
timized implementation. The selection of the basic transformations is guided by
an optimization strategy which performs the high-level sub-tasks simultaneously.
To deal with the complexity of the method, we use an iterative algorithm such
as Tabu search [10, 11].

In section 2, we present an introduction to asynchronous high-level synthesis
and transformational approaches. In section 3 and 4, we introduce the proposed
design representation and basic transformation patterns. In section 5, we present
an overview of optimization algorithm. And we conclude and present future work
in section 6.

2 High-Level Synthesis: An Overview

High-level synthesis, sometimes called behavioral synthesis, is the design task of
mapping an abstract behavioral description of a digital system onto a register-
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transfer level design to implement that behavior. High-level synthesis has the
potential to greatly improve both designer productivity and design-space explo-
ration.

In convention, high-level synthesis consist of three sub-tasks; operation sche-
duling, resource allocation, and module binding. Scheduling in a synchronous
design deals with the assignment of each operation to a control step correspond-
ing to a clock cycle or time interval which is determined by the worst-case delay
of all the operations executed in the control step. Allocation and binding carry
out selection and assignment of hardware resources for the given design.

Asynchronous systems have significant differences against their synchronous
counterparts from the viewpoint of a timing model [12]. Firstly, asynchronous
systems deal with continuous time domain, therefore initiation and completion of
each operation are considered as events which can occur at any time. Secondly,
each operation has a variable and data-dependent delay. Therefore scheduling
in an asynchronous design is not determining control steps of operations but
defining the partial ordering of operations.

High-level synthesis is complex and computationally expensive. To reduce
the complexity, a synthesis approach either
1. partitions the synthesis task into several sub-tasks and performs one sub-task

at a time, or
2. partitions the task into a sequence of transformation steps each of which

makes a small change to the intermediate result of the earlier steps.

The latter approach is called a transformational approach. We can integrate the
sub-tasks of high-level synthesis and get a globally optimized solution using the
transformational approach. Also, we can employ optimization heuristics such as
Tabu search [10, 11] because the transformational approach can be viewed as
a neighborhood search optimization method. The conceptual comparison of the
traditional and the transformational approaches is illustrated in Figure 1.

One of the important issues of the transformational approach is a design
representation model which captures intermediate results during synthesis. Petri
nets are the one of best candidates for the design representation of asynchronous
systems because they can easily express concurrent and asynchronous aspects
of asynchronous systems. Another important issue is basic transformation rules
which are correctness-preserving. Each transformation should preserve behav-
ioral correctness such as data dependency.

Several high-level synthesis methods for asynchronous systems have been
proposed using the traditional approach in [12, 13]. Badia and Cortadella [12]
were the first to propose asynchronous operation scheduling. The method uses
event-list based scheduling on a design representation model, called a data-flow
graph(DFG). Bachman developed a CAD tool called Mercury [13] for scheduling
and resource allocation using resource edges which constrain the orders of oper-
ations on a DFG. These approaches are only applicable to each DFG segment
of an overall control/data-flow representation and do not try to get a globally
optimized solution on the control/data-flow representation. Also, they do not
consider other high-level sub-tasks such as resource allocation or module bind-
ing.
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Behavioral
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Structural
Implementation
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Initial mapping 
to structural implementation

Iteration of semantic-preserving transformations

(a) Traditional approaches (b) Transformational approaches

Fig. 1. Comparison between traditional and transformational approaches

A transformational approach for high-level synthesis of synchronous systems
is proposed by Peng at al. in [14, 15]. This method takes account of the three
high-level sub-tasks simultaneously. They defined a design representation model
which consists of an extended timed Petri net (ETPN) and a data flow graph to
unify the description of control and data parts of synchronous systems. Various
transformation patterns are defined and they are successively applied to the
design representation to get efficient implementation. It is noticeable that these
transformation patterns are based on a clock cycle and most transformations
can be used only for synchronous designs. Also, there is lack of transformation
patterns for changing order of operations which play an important role in high-
level synthesis of asynchronous systems. Moreover, the ETPN does not support
an efficient algorithm for finding the relation of two operations, although finding
relation of two operations is a key net operation for reordering of operations.
Therefore, the ETPN and these transformation patterns are not applicable to
high-level synthesis of asynchronous systems.

In this paper, we propose a design representation model for high-level syn-
thesis of asynchronous systems. The model consists of Operation Net and a
module graph to unify the description of control and data parts of asynchronous
systems. The Operation Net is based on hierarchical timed Petri nets and the
module graph is based on Peng’s data flow graph. Also, we defined various trans-
formation patterns for reordering of operations on Operation Net. Important
characteristics of the proposed method are as follows.

– The method integrates sub-tasks of high-level synthesis such as operation
scheduling, resource allocation, and module binding. This integration enables
designers to get a better chance to reach a globally optimized solution.

– An extended Petri net is used as a design representation. Petri nets are
widely used as a specification [16] or an intermediate design representation
[6, 7] in asynchronous design since they can easily express concurrent and
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asynchronous aspects of asynchronous digital systems. The proposed method
can be adopted to any approaches which use Petri nets as an intermediate
design representation to improve the quality of the design.

– The hierarchical concept of Operation Net reduces the complexity of net op-
erations by hiding sub-hierarchical blocks. For example, finding the relation
of two operations, which can be serial or parallel, plays an important role
in the optimization of a net. It requires, however, high computational com-
plexity in ordinary Petri nets. Since the hierarchical abstraction simplifies
the net structure, it can reduce the complexity of net operations.

Once a behavioral specification is translated into an initial design represen-
tation, it can be viewed as a primitive implementation. We assume that the
primitive implementation has been already generated from hardware descrip-
tion languages (HDLs) such as VHDL, Verilog, or concurrent programming lan-
guages. And then the primitive implementation is transformed into an optimized
implementation using the basic transformations which are selected by an opti-
mization strategy. Methods translating HDLs into Petri nets can be found in [6,
15, 7, 9].

3 Design Representation

The design representation consists of Operation Net (OPN) and a module graph
which describe control and a data path respectively. Our design representation
is based on the model of [14]. However, we renovate the model to be suitable for
asynchronous design.

OPN is a timed Petri net equipped with hierarchies, block-structures, and
conditional choices. OPN is similar to a Control-Data Flow Graph (CDFG)
[17] but more suitable for asynchronous systems which have concurrency and
asynchrony inherently. The module graph describes the allocated and bound
hardware resource modules and flow relations between the modules.

Examples of OPN and the module graph are illustrated in Figure 2. The
OPN in Figure 2:(a) represents the control flow of a differential equation solver
while the module graph in Figure 2:(b) represents corresponding allocated and
bound data modules for the OPN. A place controls arcs of the module graph
which have the same number as the place. A data module, which is represented
by a rectangle in the module graph, is allocated and bound to the place which
controls input arcs of the data module. The module is called the associated data
module of the place, denoted as AM(p) where p is the place. If control flow
arrives at a place p, the associated module AM(p) performs the corresponding
operation.

3.1 Basic Definition

Using OPN, we describe control constructs of HDLs such as loops and conditional
branches. For example, figure 2:(a) expresses a loop construct while the place
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Fig. 2. A data representation for a differential equation solver

“1” checks a loop condition by controlling the associated comparator module in
figure 2:(b).

OPN has three major properties. First, it has conditional choices. A choice
is introduced when a place has more than two output transitions. In OPN, a
choice can select a guarded transition whose guard is evaluated to true. For ex-
ample, the choice on the place “1” of figure 2:(a) can select one of the transitions
labeled “T” or “F” when one of their guards is evaluated to true. Second, OPN
has hierarchies. Loop and branching constructs are modelled in an OPN through
the use of hierarchies. Each loop or branching body forms a new sub-hierarchical
OPN. And the hierarchy is represented by labeling places with a hierarchy level.
The entrance of a loop or branching body is the place on a conditional choice.
For example, in Figure 2:(a), a loop construct forms a sub-hierarchical OPN
including control places “2”, “3”, “4”, “5”, “6”, “7”, “8”, “9”, “10”, and “11”.
And the entrance of the sub-hierarchical OPN is the place “1” on the conditional
choice. Third, OPN is block-structured. That is, each sub-hierarchical OPN al-
ways begins with a source transition and ends with a sink transition as shown
in Figure 2:(a).

We introduce the formal definition of Operation Net as follows.

Definition 1. Operation Net (OPN) is a 8-tuple, N = (Σ,P, T, F,H,E,
K,M0), where:
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– Σ is a finite set of block names, or hierarchy levels.
– P = {p1, p2, ..., pm} is a finite set of control places each of which represents

the operation control of a corresponding data module.
– T = {t1, t2, ..., tn} is a finite set of transitions.
– F ⊆ (P × T ) ∪ (T × P ) is a set of control flow relation.
– H : P → Σ is a hierarchy function which is a mapping from places to

block names.
– E ⊆ T is a finite set of source transitions.
– K ⊆ T is a finite set of sink transitions.
– M0 : P → {0, 1} is an initial marking.

The behavior of OPN is the same as ordinary Petri nets [18] except for condi-
tional choices.

The block name of a place contains the information of the hierarchy and the
block where the place is laid. For example, the place “3” in Figure 3:(a) has the
block name “L:1” and it is an entrance place of the sub-hierarchical block, i.e.,
the loop body. Therefore, all places of the sub-block have the block name “L:1-
3”. This block name means that the places are on the sub-hierarchical block
of the place “3” which is on the block “L:1”. Since sub-hierarchical blocks of
a branching construct are executed mutual exclusively, the block names have
special tags to distinguish alternative blocks such as “L:1-7A” and “L:1-7B” as
shown in Figure 3:(b). The NOP place in Figure 3:(b) is for merging several
flows of the alternative sub-hierarchical blocks.

The abstraction of hierarchies hides all conditional choices in a block as
shown in Figure 3. For example, the sub-hierarchical blocks and a merge place
in Figure 3 are hidden as places “3” and “7”. These entrance places which are
on the conditional choices are called fusion places. And all choices of OPN are
introduced on the fusion places. Therefore, we can imagine that there are no
choices in a block, if all fusion places of the block hide their sub-hierarchical
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blocks. This abstraction of hierarchies enables places on a block to have exactly
one input transition and exactly one output transition. This property simplifies
some net operations used in our optimization method, for example, the algo-
rithm for finding the relation of two places. Now, we can obtain the following
proposition.

Proposition 1. Each block of Operation Net is a marked graph when all fu-
sion places of the block hide their sub-hierarchical blocks.

A module graph is a directed graph with each vertex having one or more
input and output ports as shown in Figure 2:(b). The vertices are used to model
data manipulation and storage units, while the arcs are used to model data flow.
Bubbles represent input and output ports. The module graph is based on the
model of the data path in [14]. The formal definition of the module graph is as
follows.

Definition 2. A module graph is a 5-tuple D = (M, I,O,A,B), where:

– M = {m1,m2, . . . ,mn} is a finite set of modules each of which represents
a data manipulation or storage unit.

– I = I(m1) ∪ I(m2) ∪ . . . ∪ I(mn) is a finite set of input ports where I(mj)
is the set of input ports associated with the module mj.

– O = O(m1) ∪ O(m2) ∪ . . . ∪ O(mn) is a finite set of output ports where
O(mj) is the set of output ports associated with the module mj.

– A ⊆ O × I = {〈o, i〉 | o ∈ O, i ∈ I} is a finite set of arcs each of which
represents a connection from an output port of a module to an input port of
another module or the same module.

– B : O → 2OP is a mapping from output ports to sets of operations. OP =
{op1, op2, . . . , opm} is a finite set of operations which consists of sequential
and combinatorial operations.

Note that the operations are not associated with the modules but the output
ports. Therefore, a module can perform several different operations on its mul-
tiple output ports at the same time. Also, an output port can perform different
operations at different times.

We introduce a unified design representation, called Operation Net System,
as follows.

Definition 3. Operation Net System (ONS) is a 4-tuple S = (N,D,C,G),
where:

– N is Operation Net (OPN).
– D is a module graph.
– C : P → 2A is a control function which is a mapping from places to sets

of arcs A of the module graph.
– G : O → 2T is a guard function which is a mapping from output ports of

modules O in the module graph to sets of transitions.
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If a control place holds a token, a control signal is sent to the corresponding
arcs of the module graph which are specified by the control function C. The
control signal indicates that valid data flows though the controlled arcs. Then
the associated data modules are activated and the corresponding operation is
performed with the data. A transition may be guarded by conditions produced
from the data module which is described by the guard function G. Using this
guard function, the results of some data operations influence the control flow
of conditional choices by sending control signals. For example, the conditional
choice on the place “1” of Figure 2:(a) is controlled by the comparator in Figure
2:(b) which generates T or F control signals.

Now, we define the relations of two places on OPN. If two places are in
serial relation, the places cannot hold tokens at the same time. Therefore, the
associated data modules of the places cannot be activated at the same time.
If two places are in parallel relation, the places can hold tokens at the same
time. Therefore, the associated data modules of the places can be activated at
the same time. Let the pre-path (post-path) of a place p in a block of OPN,
denoted as Wpre(p) (Wpost(p)), be a set of places and transitions on all paths
from p to the source (sink) transition of the block without stepping down to sub-
hierarchical blocks. The abstraction of a place p, denoted as ABS(p), returns
the fusion place of p. And the depth of a place p, denoted as Hdepth(p), returns
the hierarchy depth of p from a top-level hierarchy. Since each block of OPN is
a marked graph (see Proposition 1), we can easily define, or figure out, the two
relation as follows.

Definition 4. Two places pi and pj are in serial relation, denoted as pi;pj,
or pj;pi, if any of followings is true:

1. If the two places are in the same block, pi ∈ Wpre(pj) ∧ pj ∈ Wpost(pi), or
pi ∈Wpost(pj) ∧ pj ∈Wpre(pi).

2. The two places are in two different mutually exclusive sub-blocks of a condi-
tional branch1.

3. Otherwise, i.e., if Hdepth(pi) �= Hdepth(pj), abstractions of the two places
satisfy the condition 1 or 2 in the following hierarchy levels where pk is the
common fusion place, which can be get by iteratively applying ABS on pi

and pj until these abstractions are up to the same fusion place, i.e., pk,
(a) the sub-hierarchical block Hk of the fusion place pk, which includes both

abstraction places of pi and pj, in the case of condition 1.
(b) two mutually exclusive sub-blocks Hk and Hl of the fusion place pk, which

include the abstraction places of pi and pj respectively, in the case of
condition 2.

1 Strictly speaking, the condition 2 of Definition 4 is not the serial relation. If two
places are in different mutually exclusive sub-blocks of a conditional branch, there
is no precedence relation between the two places. However, the places cannot hold
tokens at the same time. Therefore, we consider this case as the serial relation for
convenience.
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Definition 5. Two places pi and pj are in parallel relation, denoted as pi‖pj,
or pj‖pi, if the two places are not in the serial relation.

We introduce some restrictions on Operation Net System to prevent am-
biguous behaviors of a system such as non-deterministic properties or undefined
values.

Definition 6. Operation Net System S = (N, D, C,G) is well designed if:

– ∀pi ∈ P,M(pi) ≤ 1 for each M ∈ R where R is a set of reachable markings.
That is, Operation Net must be safe. Therefore, two operations cannot be
executed on the same data module at any moment.

– ti and tj must be guarded and these guards, or conditions, must not be true
at the same time where 〈p, ti〉, 〈p, tj〉 ∈ F . That is, Operation Net does not
allow non-deterministic choices.

– ∀M ∈ R,M(pi) + M(pj) ≤ 1 when AM(pi) = AM(pj). That is, if a data
module is associated with two places, the places cannot hold tokens at the
same time. In other words, if two places shares a data module, the places
must be in serial relation.

– AM(pi) �= AM(pj) when ∃M ∈ R,M(pi) = 1 ∧M(pj) = 1. That is, if two
places are allowed to hold tokens at the same time, their associated modules
must be different. In other words, if two places are in the parallel relation,
they cannot share a data module.

From now on, we only consider the well designed Operation Net System. The
basic idea of optimization starts from the relation of two control places. If two
places are in the serial relation but they are data-independent operations, the
places can be changed to be in parallel relation. If two places are in parallel
relation, the places can be changed to be serial relation but share a data module
if they are the same operation type. Therefore, parallelization can improve the
performance of a system while serialization can reduce the area of the system.
These transformations must be data-invariant which means that all data depen-
dent operations must keep their orders during transformations. We say that a
transformation is semantic-preserving if the transformation is data-invariant.

If two places are data dependent, the associated modules cannot be executed
at the same time, that is, two places must be in serial relation. Let the pre-
module set of a control place p, denoted as MSpre(p), be a set of storage
modules which have some output ports connected to an arc controlled by p.
And let the post-module set of p, denoted as MSpost(p), is a set of storage
modules which have some input ports connected to an arc controlled by p. Then,
we define the data dependent relation as follows.

Definition 7. Control places pi and pj are data dependent, denoted as pi ↔
pj, if any of the following is true:

– MSpost(pi) ∩MSpre(pj) �= ∅.
– MSpre(pi) ∩MSpost(pj) �= ∅.
– MSpost(pi) ∩MSpost(pj) �= ∅.
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If all data dependent operations are executed in the predefined order specified
in a behavioral description, the semantics of the given system is not changed.
However, data independent operations can be reordered without changing the se-
mantics for optimization. This means that we can reconstruct the control struc-
ture, i.e., Operation Net, without changing data dependency to optimize the
modelled system. For example, we can reconstruct OPN to improve performance
by carrying out as many operations in parallel as possible.

3.2 Timing

In the previous section, we introduced Operation Net System (ONS) with a
non-timed Petri net. Since the normal Petri net cannot model the notion of
execution time, it is impossible to introduce any performance measure of the
modelled system. Therefore, we introduce timing into the ONS by requesting a
token of each control place to remain during a delay range which is assigned to
the associated data module of the place. The delay range consists of minimum
and maximum execution delays of the data module.

Definition 8. Timed Operation Net System (TONS) is a two-tuple,
〈S,R〉, where:

– S = (N,D,C,G) is Operation Net System.
– R = {[l1, u1], [l2, u2], . . . , [ln, un]} is a finite set of bounded timing con-

straints each of which is assigned to a control place. Each timing constraint
consists of lower bound l and upper bound u.

The behavior of timed Operation Net System is the same as its corresponding
Operation Net System except that:

1. A place is readied when it gets to have a token. A place is satisfied if it
has been readied at least l time units. A place becomes expired when it has
been readied u time units.

2. A transition cannot fire until its every input place is satisfied, and it must
fire before its every input place has expired.

3. A guarded transition will be fired when it satisfies above condition and its
guarding condition is true.

Note that every conflict, or choice, of OPN is conditional, i.e., every transition
involved in a conflict has a guarding condition, and only one of the conditions
can be evaluated to true by the result of operation in the corresponding data
module(See the second condition of Definition 6). Therefore, ONS and TONS
have no non-deterministic choices or arbitration.

4 Basic Transformations

In this section, we introduce basic transformation patterns which are used to
optimize ONS. These transformations consist of data-oriented transformations
and control-oriented transformations for a module graph and OPN, respectively.
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4.1 Data-Oriented Transformations

The transformations on a module graph must not change the predefined orders
of operations. That is, it must keep the data dependent relation of all operations
to preserve the semantics of a design. The vertex merger and vertex splitter
transformations of [14] are the transformations for this purpose. The vertex
merger is a simple transformation which merges two data modules into a data
module. It is used to share hardware resources for optimization of the design
from the point of view of area costs. Before performing the vertex merger, the
associated control places of the vertices must be in serial relation, i.e., the places
cannot hold tokens at the same time. Also, two operations must be the same
operation type.

The vertex splitter transformation is an inverse transformation to the vertex
merger. A data module shared by two control places are split to two modules.
The arcs together with the controlling places follow their related vertices. Al-
though the vertex splitter increases the area of the design, it can improve the
performance with parallelization which will be introduced in following section.

The example of the vertex merger and splitter is presented in Figure 4. The
vertices of Figure 4 is from Figure 2:(b). Note that the vertex merger must be
initiated after the associated places “3” and “4” are serialized.

4.2 Control-Oriented Transformations

Transformations on OPN are performed in each block of the OPN. For any two
control places, the transformations serialize or parallelize the places for each
case of possible optimization. That is, serialization makes a chance to share a
hardware resource with the vertex merger. And parallelization makes a chance
to improve the performance with the vertex splitter.

Serialization. Let first(p) and last(p) be the input and the output transition
of a control place p. And let the join-point of pj with pi, denoted as JPpi(pj),
be a set of join transitions where post-path of pj , Wpost(pj), meets post-path
of pi, Wpost(pi). We introduce the definition of serialization as follows.

Definition 9. Operation Net System S = (N, D,C,G) is transformed into S′

= (N ′, D′, C′, G′) by serialization transformations. The serialization of two
control places pi and pj is defined as follows:
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Fig. 5. An example for serialization of p1 and p2

1. if last(pi) ∈ JPpi(pj),
(1) if first(pj) ∈ Wpre(pi), (Figure 5:(a))
· make a new transition t′, T ′ = T ∪ {t′},
· change last(pi) to t′, F ′ = (F − {〈 pi, last(pi)〉}) ∪ {〈pi, t

′〉}, and
· change first(pj) to t′, F ′ = (F − {〈 first(pj), pj〉}) ∪ {〈t′, pj〉}.

(2) if first(pj) �∈ Wpre(pi), (Figure 5:(b))
· change last(pi) to first(pj), F ′ = (F−{〈pi, last(pi)〉})∪{〈pi, f irst(pj)〉}.

2. if last(pi) �∈ JPpi(pj),
(1) if first(pj) ∈ Wpre(pi), (Figure 5:(c))
· change first(pj) to last(pi), F ′ = (F−{〈first(pj), pj〉})∪{〈last(pi), pj〉}.

(2) if first(pj) �∈ Wpre(pi), (Figure 5:(d))
· make a new place NOP (no operation), P ′ = P ∪ {NOP},
· let first(NOP ) be last(pi), F ′ = F ∪ {〈last(pi), NOP 〉}, and
· let last(NOP ) be first(pj), F ′ = F ∪ {〈NOP, first(pj)〉}.
Intuitively, the transformations of Definition 9 do not change the data de-

pendent relation of operations of the module graph. Also, the transformations
satisfy the well designed properties of ONS because they keep the Operation
Net safe and do not touch guarded transitions. Therefore, we can obtain the
following proposition.

Proposition 2. All serialization transformations in Definition 9 are semantics-
preserving.
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Parallelization. Let the predecessors of a place p, denoted as PRED(p),
be a set of places which precede the place p in a block. And let the direct-
predecessors of a place p, denoted as DP (p), be a set of places which have the
input transition of p as their output transition in a block. That is, it is a set of
places which directly precede the place p in a block. Also, let the siblings of a
place p, denoted as SIB(p), be a set of places which have an input transition
of p as their input transition. We introduce the definition of parallelization as
follows.

Definition 10. Operation Net System S = (N,D,C,G) is transformed into S′

= (N ′, D′, C′, G′) by parallelization transformations. The parallelization of two
control places pi and pj is defined as follows:
1. if |DP (pj)| = 1, (Figure 6:(a))
(1) if |SIB(pj)| = 0,
· remove flow from pi to last(pi), F ′ = F − {〈pi, last(pi)〉},
· remove flow from last(pi) to pj, F ′ = F − {〈last(pi), pj〉},
· remove last(pi), T ′ = T − {last(pi)},
· let last(pi) be last(pj), F ′ = F ∪ {〈pi, last(pj)〉}, and
· let first(pj) be first(pi), F ′ = F ∪ {〈first(pi), pj〉}.

(2) if |SIB(pj)| ≥ 1,
a. if ∃pk ∈ SIB(pj), last(pk) = last(pj), (Figure 6:(b))
· change first(pj) to first(pi), F ′ = (F−{〈last(pi), pj〉})∪{〈first(pi), pj〉},
b. otherwise, (Figure 6:(c))
· make a new place NOP, P ′ = P ∪ {NOP},
· change first(pj) to first(pi), F ′=(F−{〈first(pj), pj〉})∪{〈first(pi), pj〉},
· let first(NOP ) be last(pi), F ′ = F ∪ {〈last(pi), NOP 〉}, and
· let last(NOP ) be last(pj), F ′ = F ∪ {〈NOP, last(pj)〉}.

2. if |DP (pj)| > 1 and NOP �∈ DP (pj),
(1) if |SIB(pj)| = 0,
a. ∃pk ∈ DP (pj), f irst(pk) = first(pi), (Figure 6:(d))
· change last(pi) to last(pj), F ′ = (F−{〈pi, last(pi)〉})∪{〈pi, last(pj)〉}.
b. otherwise, (Figure 6:(e))
· make a new place NOP, P ′ = P ∪ {NOP},
· change last(pi) to last(pj), F ′ = (F−{〈pi, last(pi)〉})∪{〈pi, last(pj)〉},
· let first(NOP ) be first(pi), F ′ = F ∪ {〈first(pi), NOP 〉}, and
· let last(NOP ) be first(pj), F ′ = F ∪ {〈NOP, first(pj)〉}.

3. if |DP (pj)| > 1 and NOP ∈ DP (pj),
(1) if pi ∈ DP (pj) and pi �= NOP ,
· the transformation is the same as procedure 2.

(2) if |SIB(pj)| = 0,
a. ∃pk ∈ DP (pj), f irst(pk) = first(pi), (Figure 6:(f))
· check data dependency between all places in {p|p ∈ (PRED(NOP ) −
{pi}) ∧ p‖pi} and pj, and if there is no dependency,
· change last(NOP ) to last(pj), F ′ = (F − {〈NOP, last(NOP )〉}) ∪
{〈NOP, last(pj)〉}.
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b. otherwise, (Figure 6:(g))
· check data dependency between all places in {p|p ∈ (PRED(NOP ) −
{pi}) ∧ p‖pi} and pj, and if there is no dependency,
· change first(NOP ) to first(pi), F ′ = (F − {〈first(NOP ), NOP 〉})∪
{〈first(pi), NOP 〉}.

{p|p ∈ (PRED(NOP ) − {pi}) ∧ p‖pi} of the condition 3.(2).a in Definition
10 is a set of places which are concurrent with the place pi. It is easily calculated
by PRED(NOP ) − PRED(pi) − pi using Proposition 1. The transformations
of Definition 10 are also semantics-preserving by the same reason of the serial-
ization. Therefore, we can obtain the follow proposition.

Proposition 3. All parallelization transformations in Definition 10 are seman-
tics-preserving.

Removal of Redundant NOP. Several NOP places can be generated during
the transformations as shown in Definition 9 and 10. These NOP places are not
for controlling data modules but just for keeping the precedence relation of con-
trol places. Some of the NOP places are redundant, i.e., there exists another path
from the input transition of a NOP to the output transition of the NOP except
NOP itself. Therefore, we can prevent unnecessary transformations caused by
NOP by removing the redundant NOP places.

5 Exploration Procedure

In this section, we explain the overall design-space exploration procedure of the
proposed method. As previously mentioned, the proposed method starts with
an initial Operation Net System (ONS) which is a primitive implementation
translated from a behavioral description. ONS represents the control and data
parts which are allocated and bound to each other. Usually in the initial ONS,
each control place is bound its own data module. That is, there is no hardware
resource sharing but there is a chance to improve the performance by arranging
as many control places in parallel as possible.

The goal of the exploration is to satisfy the design objectives given by design-
ers in terms of the performance and the area of a design. We can reduce the area
of the design by carrying out the vertex merger with the serialization transfor-
mation. And we can improve the performance by carrying out the parallelization
transformation with the vertex splitter. The selection of the transformations is
guided by an optimization algorithm.

The exploration algorithm performs serialization and parallelization transfor-
mations on each block of OPN. Before and after each transformation, the vertex
merger and splitter are performed together to preserve the well designed proper-
ties. Also, the vertex merger and splitter can be performed between the blocks to
share hardware resources. The initial ONS is iteratively improved by a sequence
of transformations until the intermediate ONS meets the design objectives.
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The stepwise improvement property of the transformational approach enables
us to use an iterative algorithm such as Tabu search [10]. The Tabu search is a
kind of a neighborhood search which searches only a small area around the current
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solution in each step. The integration of allocation, operation scheduling, and
binding will result in a better chance to reach the globally optimal solution using
the iterative algorithm. We are developing the Tabu search algorithm which is
suitable for our approach.

The transformed OPN and the module graph of Figure 2 are shown in Fig-
ure 7. The number of data modules of Figure 2 is total 11 (6 multipliers, 4 ALUs,
and 1 comparator). And latency is calculated by the sum of delays of 1 compara-
tor, 2 multipliers, and 2 ALUs which are on the critical path of the Operation
Net. In Figure 7, the number of data modules is 5 (1 comparator, 2 multipliers,
and 2 ALUs) and latency is the sum of delays of 1 comparator, 3 multipliers, and
1 ALU. Therefore, the optimized design uses less than the half number of data
resources compared with the original design while it loses performance with the
small additional delay which is the difference of the delays of a multiplier and
an ALU.

6 Conclusions and Future Work

Although high-level synthesis provides systematic design-space exploration and
optimization of large-scale systems in the early design phase, there were few
researches on high-level synthesis of asynchronous systems. Previous researches
have focused on operation scheduling of asynchronous systems on a DFG seg-
ment of a control/data flow graph without considering globally optimized so-
lutions. Also, there is lack of high-level synthesis method considering the three
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subtasks of high-level synthesis simultaneously. The transformational approach
can provide the integration of those sub-tasks and help to find globally opti-
mized solutions. However, we need a well defined design representation model
and transformation patterns to apply a transformational approach to high-level
synthesis of asynchronous systems.

In this paper, we have presented a formal design representation model and its
transformation patterns for high-level synthesis of asynchronous systems. The
design representation which consists of Operation Net and a module graph is de-
fined to unify the model of the control and data parts of a design. Operation Net
is a timed Petri net extended by hierarchical and blocked structures with condi-
tional choices. A sequence of semantic-preserving transformations is applied on
the design representation to get a globally optimized solution using an iterative
algorithm. Since control oriented transformations such as serialization and paral-
lelization are performed with corresponding data oriented transformations such
as vertex merger and splitter during design space exploration, the proposed high-
level synthesis method can integrate operation scheduling, resource allocation,
and module binding in a single procedure. It is noticeable that the hierarchical
concept and block structure of Operation Net can reduce the complexity of net
operations by hiding sub-hierarchical blocks.

We do not consider pipeline structure, which can improve throughput of a
system, yet. Pipeline transformations on the proposed model will be studied
for asynchronous systems. Also, we plan to develop the automatic generation
of control circuits for Operation Net. The process oriented control circuit gen-
eration method [19] presented by the authors and automatic distributed control
generation method [20] can be used for our approach.
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Abstract. Process mining offers a way to distill process models from
event logs originating from transactional systems in logistics, banking,
e-business, health-care, etc. The algorithms used for process mining are
complex and in practise large logs are needed to derive a high-quality
process model. To support these efforts, the process mining tool EMiT
has been built. EMiT is a tool that imports event logs using a standard
XML format as input. Using an extended version of the α-algorithm
[3, 8] it can discover the underlying process model and represent it in
terms of a Petri net. This Petri net is then visualized by the program,
automatically generating a “smart” layout of the model. To support the
practical application of the tool, various adapters have been developed
that allow for the translation of system-specific logs to the standard
XML format. As a running example, we use an event log generated by
the workflow management system Staffware.

1 Introduction

During the last decade workflow management concepts and technology [2, 4, 10,
11] have been applied in many enterprise information systems. Workflow man-
agement systems such as Staffware, IBM MQSeries, COSA, etc. offer generic
modeling and enactment capabilities for structured business processes. By mak-
ing graphical process definitions, i.e., models describing the life-cycle of a typ-
ical case (workflow instance) in isolation, one can configure these systems to
support business processes. Besides pure workflow management systems many
other software systems have adopted workflow technology. Consider for example
ERP (Enterprise Resource Planning) systems such as SAP, PeopleSoft, Baan
and Oracle, CRM (Customer Relationship Management) software, etc. Despite
its promise, many problems are encountered when applying workflow technol-
ogy. One of the problems is that these systems require a workflow design, i.e., a
designer has to construct a detailed model accurately describing the routing of
work. Modeling a workflow is far from trivial: It requires deep knowledge of the
workflow language and lengthy discussions with the workers and management
involved.

Instead of starting with a workflow design, one could also start by gathering
information about the workflow processes as they take place. In this paper it is
assumed that it is possible to record events such that (i) each event refers to a
task (i.e., a well-defined step in the workflow), (ii) each event refers to a case
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(i.e., a workflow instance), and (iii) events are totally ordered. Most information
system will offer this information in some form. Note that (transactional) systems
such as ERP, CRM, or workflow management systems indeed provide event logs.
It is also important to note that the applicability of process mining is not limited
to workflow management systems. The only requirement is that it is possible to
collect logs with event data. These event logs are used to construct a process
specification which adequately models the behavior registered.

The term process mining is used for the method of distilling a structured
process description from a set of real executions. In this paper we do not give
an overview of related work in this area. Instead we refer to the survey paper [6]
and a special issue of Computers in Industry [7].

In this paper, the process mining tool EMiT is presented. Using an example
log generated by Staffware, we illustrate the various aspects of the tool. In Section
3, the XML format used to store logs is described. Section 4 discusses the three
main steps of the mining process. Section 5 discusses the export and visualization
of the Petri nets discovered in the mining process. Finally, we conclude the paper.

2 Running Example

To illustrate the functionality of EMiT, an example log generated by the Staff-
ware [12] is used. Since Staffware is one of the leading workflow management
systems, it is a nice illustration of the practical applicability of EMiT. For pre-
sentation purposes we consider a log holding only six cases, as shown in Table 1.

Although the log presented here is rather small (only six cases) it is already
hard to find the structure of the underlying workflow net by just examining
the log. Therefore, a tool like EMiT is needed. However, before EMiT can be
used, the log is translated into a generic input format that is tool-independent,
i.e., EMiT does not rely on the specific format used by a system like Staffware.
Instead there is a “Staffware adapter” translating Staffware logs to the XML
format described in the next section.

3 A Common XML Log Format

Every log file contains detailed information about the events as they take place.
However, commercial workflow system use propriety logging formats. Therefore,
EMiT uses a tool-independent XML format. Since events in the log refer to state
changes a first step is to describe the states in which each specific task can be.
For this purpose we use a transactional model.

3.1 A Transactional Model

To describe the state of a task the Finite State Machine (FSM) shown in Fig-
ure 1 is used. The FSM describes all possible states of a task from creation to
completion. The arrows in this figure describe all possible transitions between
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Table 1. A Staffware workflow log.

Case 1 | Case 4

Step description Event User yyyy/mm/dd hh:mm | Step description Event User yyyy/mm/dd hh:mm

--------------------------------------------------------------- | ---------------------------------------------------------------

Start bvdongen@staffw_ 2002/04/18 09:05 | Start bvdongen@staffw_ 2002/04/18 09:05

A Processed To bvdongen@staffw_ 2002/04/18 09:05 | A Processed To bvdongen@staffw_ 2002/04/18 09:05

A Released By bvdongen@staffw_ 2002/04/18 09:05 | A Released By bvdongen@staffw_ 2002/04/18 09:05

B Processed To bvdongen@staffw_ 2002/04/18 09:05 | C Processed To bvdongen@staffw_ 2002/04/18 09:05

B Released By bvdongen@staffw_ 2002/04/18 09:05 | C Released By bvdongen@staffw_ 2002/04/18 09:05

D Processed To bvdongen@staffw_ 2002/04/18 09:05 | F Processed To bvdongen@staffw_ 2002/04/18 09:05

E Processed To bvdongen@staffw_ 2002/04/18 09:05 | E Processed To bvdongen@staffw_ 2002/04/18 09:05

D Released By bvdongen@staffw_ 2002/04/18 09:06 | F Released By bvdongen@staffw_ 2002/04/18 09:06

E Released By bvdongen@staffw_ 2002/04/18 09:06 | E Released By bvdongen@staffw_ 2002/04/18 09:06

G Processed To bvdongen@staffw_ 2002/04/18 09:06 | H Processed To bvdongen@staffw_ 2002/04/18 09:06

G Released By bvdongen@staffw_ 2002/04/18 09:06 | H Released By bvdongen@staffw_ 2002/04/18 09:06

I Processed To bvdongen@staffw_ 2002/04/18 09:06 | I Processed To bvdongen@staffw_ 2002/04/18 09:06

I Released By bvdongen@staffw_ 2002/04/18 09:06 | I Released By bvdongen@staffw_ 2002/04/18 09:07

Terminated 2002/04/18 09:06 | Terminated 2002/04/18 09:07

Case 2 | Case 5

Step description Event User yyyy/mm/dd hh:mm | Step description Event User yyyy/mm/dd hh:mm

--------------------------------------------------------------- | ---------------------------------------------------------------

Start bvdongen@staffw_ 2002/04/18 09:05 | Start bvdongen@staffw_ 2002/04/18 13:47

A Processed To bvdongen@staffw_ 2002/04/18 09:05 | A Processed To bvdongen@staffw_ 2002/04/18 13:47

A Released By bvdongen@staffw_ 2002/04/18 09:05 | A Released By bvdongen@staffw_ 2002/04/18 13:49

B Processed To bvdongen@staffw_ 2002/04/18 09:05 | C Processed To bvdongen@staffw_ 2002/04/18 13:49

B Released By bvdongen@staffw_ 2002/04/18 09:05 | C Released By bvdongen@staffw_ 2002/04/18 13:53

D Processed To bvdongen@staffw_ 2002/04/18 09:05 | F Processed To bvdongen@staffw_ 2002/04/18 13:53

E Processed To bvdongen@staffw_ 2002/04/18 09:05 | E Processed To bvdongen@staffw_ 2002/04/18 13:53

E Released By bvdongen@staffw_ 2002/04/18 09:06 | E Released By bvdongen@staffw_ 2002/04/18 13:56

D Released By bvdongen@staffw_ 2002/04/18 09:06 | F Released By bvdongen@staffw_ 2002/04/18 13:57

G Processed To bvdongen@staffw_ 2002/04/18 09:06 | H Processed To bvdongen@staffw_ 2002/04/18 13:57

G Released By bvdongen@staffw_ 2002/04/18 09:06 | H Released By bvdongen@staffw_ 2002/04/18 13:59

I Processed To bvdongen@staffw_ 2002/04/18 09:06 | I Processed To bvdongen@staffw_ 2002/04/18 13:59

I Released By bvdongen@staffw_ 2002/04/18 09:06 | I Released By bvdongen@staffw_ 2002/04/18 14:04

Terminated 2002/04/18 09:07 | Terminated 2002/04/18 09:07

Case 3 | Case 6

Step description Event User yyyy/mm/dd hh:mm | Step description Event User yyyy/mm/dd hh:mm

--------------------------------------------------------------- | ---------------------------------------------------------------

Start bvdongen@staffw_ 2002/04/18 09:05 | Start bvdongen@staffw_ 2002/04/18 13:48

A Processed To bvdongen@staffw_ 2002/04/18 09:05 | A Processed To bvdongen@staffw_ 2002/04/18 13:48

A Released By bvdongen@staffw_ 2002/04/18 09:05 | A Released By bvdongen@staffw_ 2002/04/18 13:48

C Processed To bvdongen@staffw_ 2002/04/18 09:05 | B Processed To bvdongen@staffw_ 2002/04/18 13:48

C Released By bvdongen@staffw_ 2002/04/18 09:05 | B Released By bvdongen@staffw_ 2002/04/18 13:53

F Processed To bvdongen@staffw_ 2002/04/18 09:05 | D Processed To bvdongen@staffw_ 2002/04/18 13:53

E Processed To bvdongen@staffw_ 2002/04/18 09:05 | E Processed To bvdongen@staffw_ 2002/04/18 13:53

E Released By bvdongen@staffw_ 2002/04/18 09:06 | D Released By bvdongen@staffw_ 2002/04/18 13:56

F Released By bvdongen@staffw_ 2002/04/18 09:06 | E Released By bvdongen@staffw_ 2002/04/18 14:10

H Processed To bvdongen@staffw_ 2002/04/18 09:06 | G Processed To bvdongen@staffw_ 2002/04/18 14:10

H Released By bvdongen@staffw_ 2002/04/18 09:06 | G Released By bvdongen@staffw_ 2002/04/18 14:13

I Processed To bvdongen@staffw_ 2002/04/18 09:06 | I Processed To bvdongen@staffw_ 2002/04/18 14:13

I Released By bvdongen@staffw_ 2002/04/18 09:06 | I Released By bvdongen@staffw_ 2002/04/18 14:15

Terminated 2002/04/18 09:07 | Terminated 2002/04/18 14:15

New Suspended

Scheduled Active Complete

Terminated

Schedule ResumeSuspend

Start Complete

AbortWithdraw

Fig. 1. An FMS showing the states and transitions of a task.

states and it is assumed that these transitions are atomic events (i.e. events that
take no time) that appear in the log. All states and the transitions between those
states will be discussed below.
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– New: This is the state in which a task starts. After creation of the task this is
the initial state. From this state the task can be scheduled (i.e. it will appear
as a work-item in the worklist). In the Staffware example, this schedule event
is shown as the “processed to” line.

– Scheduled: When a task is sent to one or more users, it becomes scheduled.
After that, two things can happen. Either the task is picked up by a user who
starts working on it, or it is withdrawn from the worklist. The “start” event is
not logged by Staffware, but most other systems do, e.g., InConcert logs this
event as “TASK ACQUIRE”. Staffware logs the “withdraw” event. Again
Staffware uses a different term (“withdrawn” rather than “withdraw”).

– Active: This state describes the state of the task while a user is actually
working on it. The user is for example filling out the form that belongs
to this task. Now three things can happen. First, a task can be suspended
(for example when the user goes home at night while the work is not com-
pletely finished). Second, the task can be completed successfully and third,
the task can be aborted. In the Staffware log, only the “complete” event
appears as “Released by”. The “abort” and “suspend” events are not logged
in Staffware.

– Completed: Now the task is successfully completed.
– Suspended: When a task is suspended, the only thing that can happen is that

it becomes active again by resuming the task. Note that it is not possible for
a task to be aborted or completed from this state. Before that, it has been
resumed again.

– Terminated: Now the task is not successfully completed, but it cannot be
restarted again.

It can be seen that the Staffware example does not contain all the possible
information. For example, it cannot be shown at which moment an employee
actually started working on a task. On the other hand, the Staffware log contains
information that does not fit into our FSM. Some of that information however
can be very useful. Therefore, another kind of event is defined, namely normal.
In our example the “Start” and “Terminated” events that refer to the start and
end of a case have normal as event type.

Note that Staffware is just used as an example. For other systems, e.g.,
ERP systems, CRM systems, or other workflow management systems, alternative
mappings are used. However, the resulting mapping is always made onto the
Finite State Machine described in Figure 1.

3.2 XML Format

After defining the possible states of a task, a standard format for storing logs
can be defined. This format is described by the following DTD1:
1 The DTD describes the current format of EMiT. A new and extended format speci-

fied in terms of an XML schema has been defined. Future generations of EMiT will
be based on this format. See http://www.processmining.org for more details.
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<!ELEMENT WorkFlow_log (source?,process+)>

<!ELEMENT source EMPTY>

<!ATTLIST source program CDATA #REQUIRED>

<!ELEMENT process (case*)>

<!ATTLIST process id ID #REQUIRED>

<!ATTLIST process description CDATA "none">

<!ELEMENT case (log_line*)>

<!ATTLIST case id ID #REQUIRED>

<!ATTLIST case description CDATA "none">

<!ELEMENT log_line (task_name, event?, date?, time?, originator?)>

<!ELEMENT task_name (#PCDATA)>

<!ELEMENT event EMPTY>

<!ATTLIST event kind (normal|schedule|start|withdraw|

suspend|resume|abort|complete) #REQUIRED>

<!ELEMENT date (#PCDATA)>

<!ELEMENT time (#PCDATA)>

<!ELEMENT originator (#PCDATA)>

This XML format describes a workflow log in the following way. First, the
process that is logged needs to be specified. In the Staffware example as shown
in Table 1 only one process is shown. Then, for each process a number of cases is
specified. The Staffware example contains six cases. Each of these cases consist
of a number of lines in the log. For each line, a “log line” element is used.
This element typically contains the name of the task that is present in the log.
Further, it contains information about the state transition of the task in the
transactional model, a timestamp and the originator of the task. Except for the
originator of the task, all this information is used by EMiT in the mining process.
(The originator information is added for future extensions.) EMiT can be used
to convert log files from different systems into the common XML format. For this
purpose, external programs are called by EMiT. The list of programs available
can be extended by anyone who uses the tool to suit their own needs.

4 The Mining Process

The mining process consists of a number of steps, namely the pre-processing, the
processing and the post-processing. The core algorithm used in the processing
phase that is implemented in EMiT is the α-algorithm. This algorithm is not
presented in this paper. For more information the reader is referred to [3, 8, 14]
or http://www.processmining.org.

4.1 Pre-processing

In the pre-processing phase, the log is read into EMiT and the log based ordering
relations are inferred based on that log. In order to build these relations, the
assumption is made that the events in the log are totally ordered. However,
several refinements can be made. First of all, it is possible to specify which events
should be used in the rediscovering process. When using the default settings, only
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the “complete” event of a task is taken into account. Basically, the log on which
the ordering relations will be built is the original log where all entries (element
type “log line”) corresponding to event types not selected are removed. However,
if a case contains a “withdraw” or “abort” event and that event is not specified
then the whole case is excluded. The second option is that parallel relations can
be inferred based on time-information present in the log. As described in [8],
two tasks A and B are considered to be in parallel if and only if in the log, A
is directly followed by B at least once and B is directly followed by A at least
once. However, here the assumption is made that A and B are atomic actions,
while in real situations tasks span a certain time interval. The beginning and
the end of such a task however can be considered atomic. EMiT is capable of
inferring parallelism for all events of a certain task, if first task A is started and
then task B is started before task A has ended. In order to let EMiT do this,
the user can give the boundaries of the intervals in terms of event types. For the
Staffware example, one profile is set to “schedule” and “complete”. For Staffware
this is a logical definition since tasks are always scheduled in the same order by
the system, i.e., although things can be executed in parallel, they are scheduled
sequentially. By setting the profile to “schedule” and “complete”, EMiT is still
able to detect parallelism.

Fig. 2. EMiT pre-processing.

When all options are set, the pre-processing phase can start by clicking the
“Build relations” button as shown in Figure 2. Now, the relations are built as
described above, but also the loops of length one and two are identified. By
clicking the “Edit relations” button, the program advances to the processing
phase.

4.2 Processing

In the next phase, the core α-algorithm is called. However, since the α-algorithm
cannot deal with loops of length one and two, some refinements are made. First
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Fig. 3. EMiT processing.

of all, all tasks that are identified as a loop of length one (cf. [3, 8]) are taken out
of the set of tasks. These loops are then plugged back in later in the processing
phase. Second, for all tasks that are identified as loops of length two, the relations
are changed. If two tasks are identified as being a loop of length two together,
say task A and task B, then a parallel relation between the two exists, A‖B.
This relation is removed and two new relations are added in the following way:
A→ B and B → A. More about these refinements can be found in [1].

To build a Petri net, the “Make Petri net (alpha)” button should be clicked
as shown in Figure 3. Now, the core α-algorithm is called and a Petri net is
constructed. When the Petri net is built, the loops of length one are added to it
and the result is automatically exported to the dot format. This format serves
as input for the dot program [9] that will visualize the Petri net in a smart way.
The output created by dot is loaded back into EMiT again and the result of the
mining algorithm is shown.

When the Petri net is constructed, EMiT is ready for the post-processing
phase.

4.3 Post-processing

In this phase, the original log is loaded into the program again. Using the original
log and the Petri net generated in the processing step, additional information
can be derived. Besides, the relations inferred in the pre-processing phase can
be altered. To calculate additional information for the Petri net, the original
log is used. Since the Petri net that is rediscovered should be able to generate
the same log traces as were given as input, a simple algorithm is used. First,
a token is placed in the source place of the Petri net. Now, for one case, the
tasks appearing in the log are fired one by one. Of course, only the tasks that
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are actually used in the pre-processing are taken into account. Every time a
token enters a place by firing a transition, a timestamp is logged for this token.
When the token is consumed again, timing information is added to the place.
This timing information consist of three parts. First, there is the waiting time.
This is the time a token has spent in a place while the transition consuming the
token was enabled. Second, there is the synchronization time. This is the time
a token spent in a place while the transition consuming the token was not yet
enabled. This typically happens if that transition needs multiple tokens to fire.
Finally there is the sojourn time, which is the sum of the two. An example of
these times for the place connecting D-complete with G-schedule can be found
in the lower right part of Figure 3.

This process is repeated for all cases. If everything goes well, then a message
is given and the picture showing the Petri net is updated. This update is done
to show the probabilities for each choice in the Petri net. If a place has multiple
outgoing arcs, a choice has to be made. The probability that each arc is chosen
is basically the number of occurrences of the transition on that arc in the log
divided by the sum of all occurrences of all transitions with an incoming arc
from that place. The timing information for each place can be made visible in
the lower right corner of the window by just clicking on a specific place in the
picture. Some metrics for the waiting time, the synchronization time and the
sojourn time are shown.

If, when replaying the original log, a transition is unable to fire, a message
is generated stating the name of the transition. Such a message is only given
for the first error. The second error message that can be generated is that after
completing a case there are still tokens remaining in the net. In order to solve
problems generated by the program, it is possible to change the set of ordering
relations that are inferred in the pre-processing phase. By clicking on a transition
in the Petri net, all relations involving that transition will be shown (except the
# relation, which represents the fact that two tasks have no causal or parallel
relation). These relations can then be altered.

5 Exporting the Petri Net

After the Petri net has been rediscovered, it can be exported. By clicking the
“Export Petri net” button the Petri net is saved in three different formats. Each
format is saved in a separate file(s):

– low detail dot : This output format is used to export only the basic Petri net
with probabilities added to all arcs (if available). No timing information
will be shown in this output file. Together with the dot file, a number of
HTML files are created. These files can be used together with the dot “jpg”
and “imap” export to make a web page. Each of these HTML files contain
timing information for a specific place.

– high detail dot : This output format is used to export the basic Petri net with
probabilities added to all arc (if available) and timing information.
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Fig. 4. EMiT post-processing.

– Woflan: This output format can be imported by Woflan for further analysis
[13]. Woflan supports verification of the discovered model.

After exporting the discovered model in various formats, some options for dot
can be set. The “P-net orientation” setting specifies whether the Petri net should
be draw from left to right or from top to bottom. The “Page size” setting can
be set to “A4” or “Letter”. If these options are set, dot can be used to create
pictures and other exports. The buttons “Make jpg/map” and “Make ps/jpg”
can be used to generate the graphics files. This way EMiT provides several ways
to visualize the mining result.

6 Conclusion

In this paper EMiT is presented as a tool to mine process models from timed
logs. The whole conversion process from a log file in some unspecified format
towards a Petri net representation of a process model is described in a number
of different steps. Along the way, an example is used to illustrate the use of
the tool. We invite the reader to use the tool. The tool is available for down-
load from http://www.processmining.org. This download includes some 30 ex-
amples, both artificial and practical. The example presented in this paper is
called “sw ex 14.log” and it is converted into “sw ex 14.xml”. Both files are
included in the download.

In the future we plan to extend the tool in various ways. First of all, we
plan to enhance the mining algorithm to be able to deal with complex process
patterns, invisible/duplicate tasks, noise, etc. [1]. Second, we are developing ad-
ditional adaptors to extract information from more real-life systems (e.g., SAP
and FLOWer). Third, we are working on embedding parts of the system in the
ARIS Process Performance Monitoring (PPM) tool and exporting the result to
BPR tools like Protos. We are extending the scope of the mining process to
include organizational data, data flow, social network analysis, etc. Last but
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not least, we are merging the tools EMiT, Thumb [14], and MinSoN [5] into an
integrated tool.
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3D-Visualization of Petri Net Models:
Concept and Realization
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Abstract. We present a simple concept for the 3D-visualization of sys-
tems that are modelled as a Petri net. To this end, the Petri net is
equipped with some information on the physical objects corresponding
to the tokens on the places. Moreover, we discuss a prototype of a tool
implementing this concept: PNVis version 0.8.0.

Keywords: Petri nets, 3D-visualization, animation.

1 Introduction

Petri nets are a well-accepted formalism for modelling concurrent and distributed
systems in various application areas: Workflow management, embedded systems,
production systems, and traffic control are but a few examples. The main ad-
vantages of Petri nets are their graphical notation, their simple semantics, and
the rich theory for analyzing their behaviour.

In spite of their graphical nature, getting an understanding of a complex
system just from studying the Petri net model itself is quite hard – if not im-
possible. In particular, this applies to experts from some application area who,
typically, are not experts in Petri nets. ‘Playing the token-game’ is not enough
for understanding the behaviour of a complex system. Using suggestive icons for
transitions and places of the Petri net in order to indicate the corresponding
action or document in the application area is only a first step.

Therefore, there have been different approaches that try to visualize the be-
haviour of a Petri net in a way understandable for experts in the application
area. At best, there will be an animation of the model using icons and graphi-
cal features from the corresponding application area. ExSpect [14], for example,
uses the concept of a dashboard in order to visualize the dynamic behaviour of
a system in a way that is familiar to the experts in the application area (e. g.
by using flow meters, flashing lights, etc. as used in typical control panels). In
ExSpect, it is even possible to interact with the simulation via this dashboard.
Another example is the Mimic library of Design/CPN [4, 13], which allows a
Design/CPN simulation to manipulate graphical objects, and the user can in-
teract with the simulation via these graphical elements. This way, one can get
a good impression of the ‘look and feel’ of the final product. A good example is
the model of a mobile phone [10]. Another approach for visualizing Petri nets is
based on graph transformations and their animation: GenGED [1, 2].

J. Cortadella and W. Reisig (Eds.): ICATPN 2004, LNCS 3099, pp. 464–473, 2004.
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In the PNVis project, we take the next step: The graphical objects manip-
ulated by the simulation are no longer considered to be artifacts for visualizing
information; rather we consider them as a part of the system model. Actually,
they are considered as the physical part of the system. Though simple, this step
has several benefits: First, it makes the interaction between the control system
and the physical world explicit. Second, the physical part can be used for a re-
alistic 3D-visualization of the dynamic behaviour by using the shape and the
dynamic properties of the physical components. Third, the properties of the
physical objects can be used for analysis and verification purposes. For example,
we can exploit the fact that two physical components cannot be at the same
place at a time.

In this paper, we show how a Petri net can be equipped with the information
on the physical objects. Moreover, we discuss the concepts and a prototype of
a tool that uses this information for a 3D-visualization of the system: PNVis
version 0.8.0. Here, the focus is on those aspects of the physical objects that are
necessary for visualization: basically the shape of the objects. The prototype of
PNVis is restricted to low-level Petri nets. The PNVis project, however, has a
much wider scope. For example, we would like to use some physical properties
of the objects such as their weight for analysis purposes. Moreover, PNVis will
support high-level Petri nets, and it will provide concepts for constructing a
system from components in a hierarchical way.

PEP [11] was one of the first Petri Net tools that came up with a 3D-
visualization of Petri net models: SimPep [6]. Basically, SimPep triggers ani-
mations in a VRML model [5] while simulating the underlying Petri net. But,
this simulation imposes a sever restriction on the animations: There is only one
animation at a time; concurrent animations of independent objects are impos-
sible. In this paper, we will present concepts that allow us to have concurrent
animations of independent objects. The trick is to associate animations with
places rather than with transitions.

2 Concepts

In order to animate the behaviour of a Petri net in a 3D-visualization, the net
must be equipped with some information on the physical objects. Moreover, the
behaviour of the objects must be related to the dynamic behaviour of the Petri
net. In the following, we will discuss how to add this information to a net.

Geometry, shapes and animation functions. In a first step, we distinguish those
places of a Petri net that correspond to physical objects. We call these animation
places. The idea is that each token on an animation place corresponds to a phys-
ical object with its individual appearance and behaviour. In order to animate a
physical object, we need two pieces of information: its shape and its behaviour.

Defining the shape of the object is easy: Each animation place is associated
with a 3D-model (e. g. a VRML model [5]) that defines the shape of all tokens
on this place. Defining the behaviour of an object is similar: Each animation
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shape: locomotive
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Fig. 1. A simple toy-train model

place is associated with an animation function, where the animation function is
composed from some predefined animation functions. When a token is produced
on an animation place, an object with the corresponding shape appears and
behaves according to the animation function. For example, the object could
move along a predefined line or the object could appear at some point.

In order to illustrate these concepts, let us consider a simple example: a model
of a toy-train. Figure 1 shows the layout of a toy-train, which consists of two
semicircle tracks sc1 and sc2, which are composed to a full circle. We call this
layout the underlying geometry. For defining such a geometry, there is a set of
predefined geometrical objects such as lines, circle segments, and points. In our
example, there is one toy-locomotive moving clockwise on this circle. The right-
hand side of Fig. 1 shows the corresponding Petri net model, where both places
p1 and p2 are animation places. In this example, the correspondence between
the Petri net model and the physical model is clear from the layout. Formally,
this correspondence is defined by annotating each place with a reference to the
corresponding element in the geometry. Place p1 corresponds to the upper semi-
circle of the geometry sc1 and place p2 corresponds to the lower semicircle of the
geometry sc2. The annotation shape1 defines the shape of the physical objects
corresponding to the tokens on this place. In our example, it is a locomotive for
both places, where the details of the definition of the shape will be discussed in
Sect. 3. For now, you can think of it as a reference to some VRML model of a
toy locomotive. The annotation animation defines the behaviour of the object
corresponding to a token on a place. This behaviour will be started when a to-
ken is added to the place. In our example, the behaviour is a move animation.
Note that, without additional parameters, the animation function refers to the
geometry object corresponding to that place. So, a locomotive corresponding to
a token on place p1 will move on semicircle sc1, and a locomotive corresponding
to a token on place p2 will move on semicircle sc2.

In order to make our example complete, we must also give some information
on how to visualize the geometry objects themselves. To this end, each geometry

1 Note that, in the implementation of the net type for the PNK, we call this extension
dynamic shape.
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Fig. 2. Screenshot of the visualization

shape: locomotive
animation: move
geometry: sc1

animation: move
shape: locomotive

geometry: sc2

id:train

t2 t1

id:train
p2

p1

id:train

id:train

Fig. 3. The model with identities

object is equipped with an annotation shape, which defines the graphical appear-
ance of the geometry object. In our example, the semicircles will be visualized
as tracks. The precise definition of these tracks and their appearance will be dis-
cussed in Sect. 3. Once we have provided all this information, we can start the
3D-visualization of this system. Figure 2 shows a screenshot of the animation of
our example, where the locomotive on place p1 has almost reached the end of
its move animation on sc1.

Object identities. Up to now, the objects corresponding to the tokens on the two
places p1 and p2 are completely independent of each other. When transition t1
fires, the object corresponding to the token on place p1 is deleted and a new
object corresponding to the token on place p2 is created and the move animation
is started. Apart from the fact that this constant deletion and new creation of 3D-
objects would be quite inefficient, this behaviour is not what happens in reality.
In reality, the same physical object, the locomotive, moves from track sc1 to track
sc2. In order to keep the identity of a physical object when a ‘token is moved
from one place to another’, we equip the arcs of the Petri net with an annotation
id, which is some identifier n. We call n the identity of that arc. By assigning the
same identity to an in-coming arc and an out-going arc of a transition, we express
that the corresponding object is moved between those two places. In order not
to clone a physical object, we require that there is a one-to-one correspondence
between the identities of the in-coming and out-going arcs of a transition; i. e.
each identifier occurs exactly once in all in-coming arcs and exactly once in
all out-going arcs. Figure 3 shows the toy-train example equipped with such
identities. Of course, we may have arcs without identity annotations. For an
in-coming arc of a transition, this means that the corresponding object will be
deleted. For an out-going arc of a transition, this means that a corresponding
object will be created, where the shape of the newly created object is defined by
the shape annotation of the place.

Finished and unfinished animations. Next, we consider the relation of the be-
haviour of the Petri net and the animations of the objects corresponding to the
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shape: locomotive
animation: move
geometry: sc1

animation: move
shape: locomotive

geometry: sc2
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animation: appear, trigger
geometry: sig
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t2 t1
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id:sig<keep animation>
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t3
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id:train
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Fig. 4. A toy-train with a signal

tokens in more detail. When a token is added to an animation place by firing
a transition, the animation for the corresponding object is started. But, what
will happen, if a token is removed from a place before the animation on its cor-
responding object is terminated? One idea would be to immediately stop the
animation. In our example, this would not make much sense, because the loco-
motive would appear to jump from some intermediate position of the track to
the start of the next track. Assuming that transition firing does not take any
time, this behaviour is physically impossible. In our example, we would like to
remove a token from a place only when the animation of the corresponding ob-
ject is finished. On the other hand, there are examples in which it makes sense
to remove a token from a place while an animation on the corresponding object
is running. Whether a transition may remove or must not remove a token with
a corresponding animation running must be explicitly defined in the Petri net
model. When the animation must be finished before the token may be removed,
we add a label finished to the corresponding arc. If there is no such annotation,
the transition need not wait until the animation of the corresponding object is
terminated. In that case, there are two possibilities to proceed: Either the ani-
mation of the object is stopped or the animation is continued on the new place.
When the animation should be continued for the token on the new place, the
corresponding arc has an id with an additionally tag <keep animation>. When
there is no such tag, the running animation is stopped and a new animation is
started on the new place.

In order to illustrate these new concepts, we extend our example: We assume
that there is a signal at the end of track sc1 for which we add a position sig in
the geometry somewhere at the end of track sc1. The idea is that the locomotive
should stop at the end of track sc1, when the signal is in state stop; when the
signal is in state go, the locomotive may enter track sc2. The Petri net in Fig. 4
models this behaviour. The two places p1 and p2 as well as the transitions t1
and t2 are the same as before. The arcs are equipped with identities in order
to keep the same object, i. e. the locomotive, on the tracks. The annotation
finished guarantees that the transitions wait until the move animation of the
locomotive has come to an end (i. e. the locomotive has reached the end of the
track). The two states of the signal are represented by the places stop and go.
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The object corresponding to a token on place stop is a signal with its red light
on: signalStop. The object corresponding to a token on place go is a signal with
its green light on: signalGo. These objects will appear at the point sig of the
geometry (at the end of sc1 ). Due to the loop between place go and transition
t1, transition t1 can fire only when the signal is in state go. The interesting parts
of this model are the identities of transition t1 ; when transition t1 is fired, the
object of the signal from place go stays on this place. Moreover, the animation
is not restarted, because the identity is equipped with the keep animation tag.

Another interesting issue is the animation of the signal. The animation func-
tion is composed from two predefined animation functions: appear, trigger. The
meaning is that these animations are started sequentially. When the first anima-
tion function has finished, the second starts. So, in both cases the signal appears
at position sig; then, it behaves as a trigger. A trigger is an animation func-
tion that simply waits for a user to click on that object in the 3D-visualization.
When this happens, the animation terminates. In combination with the annota-
tions finished at the in-coming arcs of transitions t3 and t4, the user can toggle
the state of the signal by clicking on the signal. A user’s click on the signal ob-
ject will finish the trigger animation running for this object; once the animation
function is finished transition t3 resp. t4 will fire.

Animation results. In order to allow us more complex interactions between
the Petri net model and the animations, the animation functions are equipped
with a result value. The result of an animation could depend on the outcome of
the animation function. For example, the outcome of the trigger animation, could
depend on the part of the object the user clicked on. In some cases, we would like
a transition to fire only when the animation function returns a particular result
n. To this end, we annotate the corresponding arc with result:{n}. Actually,
the annotation result may give a range of values result:{0..3} or result:{0..} or
result:{..10}, where the last two annotations denote ranges that are open in
one direction. The particular annotation result:{..} represents the full range of
possible return values, which means that the corresponding animation must have
terminated, but its value does not matter at all. Therefore, the notation finished
introduced earlier is just a shorthand for result:{..}.

Collisions. In our previous examples, there was only one locomotive. Figure 5
shows a screenshot of a more complex example, where there are two locomotives,
two signals, and two switches. All objects are animated independently of each
other. In particular, the signals as well as the switches can be toggled by the user
by clicking on the corresponding objects. This way, the user can control the route
of the locomotives. In this scenario, it could well happen that two locomotives
move on the same track. In principle, the animations of the different tokens in
a Petri net are completely independent of each other. But, they may interfere,
when two objects approach each other. The reason is that objects are considered
to be solid. And solid objects cannot be at the same position at the same time.
Consider the situation shown in Fig. 5 again. Suppose that the first locomotive
stops in front of the stop signal. Eventually, the second locomotive will approach
the first locomotive. Then, the move animation of the second locomotive will be
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Fig. 5. Screenshot of a more complex toy-train

suspended (but not finished). So the second locomotive will stop right behind
the first locomotive without finishing its animation. When the user clicks on the
signal again, it is switched to go. Then, the first locomotive will be moved to the
next track and a move animation on the next track will be started for this loco-
motive. When the first locomotive has moved a little bit, the second locomotive
will resume its movement again and, eventually, will finish its animation. This
way, the animation reflects the fact that objects are solid. Currently, we avoid
collisions of solid objects, by suspending the corresponding animations when
there is another object in front of it. This behaviour was inspired by material
flow systems in which collisions of shuttles are avoided by infra-red detectors.
But, we could also model other behaviour; for example, we could also stop the
animation of objects, when they collide and return a special result value. This
way, the Petri net model can be aware of collisions. More detailed concepts for
reacting on collisions, however, need further investigations.

Extensions. Here we have discussed those concepts only, that are already im-
plemented in PNVis version 0.8.0. Future versions will support high-level Petri
nets and parameterized animation functions and parameterized 3D-models [7].

3 Realization

The above concepts have been implemented in a prototype tool called PNVis,
which is based on the Petri Net Kernel (PNK) [15] and uses Java3D for imple-
menting the 3D-visualization. In the following, we discuss how the additional
information is provided to PNVis.

There are three types of information that must be provided to the tool: the
annotations of the Petri net, the geometry, and the 3D-models for the animated
objects and the geometry objects. The annotations for the Petri net can be
easily added as extensions to the Petri, by defining a new Petri net type. Here,
we do not discuss the definition of such a Petri net type. Basically, there is a
list of new annotations for each element of a Petri net, which is similar to the
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concept of annotations in PNML [3]. Moreover, the Petri net will have two global
annotations: a reference to a geometry file and to a models file.

Geometry file. The geometry file defines the underlying geometry of the system,
i. e. it lists all the geometry objects in some XML syntax. For our toy-train with
one signal, the geometry file looks as follows:

<geometry>

<circle id="sc1" shape="track" angle="180"

cx="0" cy="0" cz="0" sx="-10" sy="0" sz="0" />

<circle id="sc2" shape="track" angle="180"

cx="0" cy="0" cz="0" sx="10" sy="0" sz="0" />

<point id="sig" x="13" y="0" z="0" />

</geometry>

Basically, the XML file consist of a list of predefined geometry objects, which
are points, lines, circles, and Bezièr curves. Moreover, a geometry object could
be composed from many predefined geometry objects. We call such a geome-
try object a compound object2. The attribute id is the unique identifier of the
corresponding geometry object. This identifier will be used in the geometry an-
notations of the places of the Petri net in order to establish the correspondence
between the Petri net and the geometry. The attribute shape defines the graph-
ical appearance of the geometry object, which is a reference to a definition in
the models file. The other attributes depend on the chosen geometry object.
For example, attributes cx, cy, and cz define the center of a circle segment, at-
tributes sx, sy, and sz define the start point of a circle segment, and attribute
angle defines the angle of the circle segment (in clockwise orientation)3.

Models file. The models file defines the graphical appearance of the shapes used
in the geometry file and the Petri net model. We call the shapes for the geometry
file static models, and we call the shapes for the places of the Petri net dynamic
models. For our toy-train, the models file looks as follows:

<models>

<static>

<model id="track">

<profile> <rectangle height="1.5" width="3" /> </profile>

<texture name="track.jpg" />

</model>

</static>

<dynamic>

<model id="locomotive"><file name="locomotive.wrl" /></model>

<model id="signalGo"><file name="lampRed.wrl" /></model>

<model id="signalStop"><file name="lampGreen.wrl" /></model>

</dynamic>

</models>

2 PNVis version 0.8.0 does not support Bezièr curves and compound geometry objects.
3 Note that PNVis version 0.8.0 ignores the z-coordinates.
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In the static section, we have the definition of tracks, which define the graphical
appearance of the geometry objects in the visualization. It is defined by giving
a profile and a texture. The idea is that the profile will be moved along the
geometry object in order to defines its outline. The texture will be placed on
this outline. This way, we need only one definition of a static shape for all types
of geometry objects. In our example, the profile is a rectangle and the texture is
some JPEG file4.

In the dynamic section, we define several 3D-models (one for each model
referred to in the Petri net). Here, we refer to some VRML models.

In fact, the Petri net from Fig. 4 along with the above geometry file, the
model file, and the VRML files are sufficient for visualizing the Petri net model
with our tool. The separation of the geometry file and the model file allows us
to easily exchange the underlying layout as well as the graphical appearance of
a model. This way, we have a clear separation between the dynamic behaviour
which is modelled in the Petri net, the underlying layout, which is defined in the
geometry file, and the graphical appearance, which is defined in the models file.

4 Conclusion

In this paper, we have introduced concepts that allow us to easily equip a Petri
net with a 3D-visualization. What is more, for obtaining a visualization, no
programming is necessary. We only need to provide some 3D-models, a geometry,
and some animation functions from a set of predefined animation functions.

One of the principles underlying these concepts is separation of concerns. The
3D-visualization part is quite independent from the Petri net itself. This way,
the concept provides an abstraction mechanism, and it is possible to analyze the
behaviour of the system without considering the details of the physical model.
But, this is not always possible. For example, collisions of objects could result in
deadlocks that are not present in the Petri net model alone. The investigation of
such problems and the definition of sufficient conditions for the independence of
the Petri net properties from the physical properties is one of the future research
directions.

The implementation of PNVis version 0.8.0 is now freely available and
demonstrates that the concepts are feasible. PNVis runs on all systems on which
Java and Java3D are installed. More detailed information on PNVis and its code
can be found at [12]. Clearly, there could be much more features for obtaining
more realistic animations. Such features will be added in a future version of
PNVis; in particular, PNVis will also support high-level Petri nets. Which other
features are necessary and appropriate is another direction of future research.
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Abstract. We present an approach and associated computer tool sup-
port for conducting distributed state space exploration for Coloured Petri
Nets (CPNs). The distributed state space exploration is based on the in-
troduction of a coordinating process and a number of worker processes.
The worker processes are responsible for the storage of states and the
computation of successor states. The coordinator process is responsible
for the distribution of states and termination detection. A main virtue
of our approach is that it can be directly implemented in the existing
single-threaded framework of Design/CPN and CPN Tools. This makes
the distributed state space exploration and analysis largely transparent
to the analyst. We illustrate the use of the developed tool on an example.

1 Introduction

State space exploration is one of the main approaches to computer-aided valida-
tion and verification [4, 7]. The basic idea of state space exploration is to compute
all reachable states and state changes of the system and representing these as
a directed graph. The main advantage of such exploration methods is that they
are highly automatic to use and allow for investigating of many properties of the
system under consideration. The main disadvantage of state space exploration
methods is the state space explosion problem [17].

A wide variety of methods (see [17] for a survey) have been suggested in the
literature to alleviate the state space explosion problem. Recently [5, 6], there
has also been increased interest in exploiting the memory and computing power
of several machines to conduct distributed state space exploration. Distributed
exploration does not alleviate the state space explosion problem, but it increases
the memory available for storage of the state space, and has the potential for a
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linear speed-up in time. Distributed state space exploration has been developed,
e.g., for the SPIN [1], UPPAAL [2], and Murφ [16] tools.

In this paper we consider distributed state space exploration for Coloured
Petri Nets (CPNs) [14]. Modelling and analysis of CPN models are supported
by Design/CPN [9] and CPN Tools [8]. Until now, only very limited investi-
gations have been conducted on distributed state space exploration for CPNs
[11]. The contribution of this paper is to explore the use of distributed state
space exploration in the context of CPNs and their associated computer tools
Design/CPN and CPN Tools. A main requirement in the developent of our ap-
proach has been to exploit as much as possible the existing support for state
spaces, and to make the distributed state space exploration largely transparent
to the analyst.

The rest of this paper is organised as follows. Section 2 introduces some
basic notations for state spaces. Section 3 presents our algorithm for distributed
state space exploration and section 4 gives some experimental results with this
algorithm on an example. Finally, section 5 contains the conclusions.

2 Background

Figure 1 lists the standard algorithm for sequential explicit state space explo-
ration. The algorithm operates on two sets: Unprocessed which is a set of
states for which successor states have not yet been calculated and Nodes which
is the set of already visited states. The algorithm starts from the initial state M0

and conducts a loop until the set of unprocessed states is empty. In each iteration
of the loop (lines 3–11), a state M is selected from the set of unprocessed states
and the successor states M ′ of M are examined in turn. Successor states that
have not been previously visited are inserted into the set of unprocessed states.

1: Unprocessed ← {M0}
2: Nodes ← {M0}
3: while ¬ Unprocessed.Empty() do
4: M ← Unprocessed.GetNextElement()
5: for all ((t, b), M ′) such that M [(t, b)〉M ′ do
6: if ¬(Nodes.Contains(M ′)) then
7: Nodes.Add(M ′)
8: Unprocessed.Add(M ′)
9: end if

10: end for
11: end while

Fig. 1. Sequential state space exploration algorithm.

The time taken to explore the state space of a CPN is determined by the compu-
tation of enabled binding elements and corresponding successor states in line 5,
and the time used to determine whether a newly generated state has already
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been explored before in line 6. This computation can be costly for large CPN
models having many tokens and complex arc expressions. The space used to store
the state space is another main factor in the algorithm. A distributed computa-
tion of the state space could potentially achieve the following: 1) Computation
of successor states could be done in parallel for several states at a time, 2) De-
termining whether a state has already been explored could be done in parallel
for several states at a time, and 3) the total amount of memory available for the
state space exploration would be increased by having several machines.

3 Distributed State Space Exploration

Based on previous work [3, 15, 16] on distributed state space exploration, we
choose to distribute both storage and calculation of successor states to a num-
ber of worker processes. The alternative would have been to only distribute the
storage of states and compute sucessor states centrally. Distribution of successor
states was considered of particular importance for CPNs, where the computa-
tion of successor states can be costly in case of many tokens on places and/or
complex arc inscriptions. Unlike the approaches reported in [15], we introduce
a central coordinator process. The purpose of the coordinator process is to dis-
tribute states. The introduction of the coordinator process makes the implemen-
tation of distributed state space exploration simpler given the single-threaded
nature of Design/CPN and CPN Tools. Furthermore, the introduction of the
coordinator process simplifies the termination detection. A third advantage of
this architecture is that the coordinator can also be used later to control the
verification process while the user interacts with the coordinator process only.

The basic idea is that when a worker computes a successsor state, it first
checks if it itself is responsible for the state. Determing this is based on the use
of an external hash function known to all workers and the coordinator process.
If so, it checks locally whether the state is a new one. Otherwise, it sends the
state to the coordinator. The coordinator then sends the state to the worker
responsible for the state. The main disadvantage of this architecture is that the
central coordinator node could become a bottleneck. On the other hand, the
computation that needs to be done by the coordinator is very limited since it
only consists in relaying states to the appropriate worker process.

The worker and the coordinator processes are all SML/NJ processes (Stan-
dard ML of New Jersey), and the communication infrastructure between the
nodes is based on the Comms/CPN library [12]. This library supports commu-
nication between SML/NJ processes and external applications. In this particular
case, all communications will be between SML/NJ processes. A main problem
with the SML/NJ processes is that they are single-threaded and Comms/CPN
only supports a blocking receive primitive. We have therefore added a canre-
ceive primitive to Comms/CPN to support a polling receive. We assume that
each of the workers will run on machines with equal computing power and com-
munication between workers and coordinator will be on a local area network.

Figure 2 gives the algorithm executed by the coordinator process during the
distributed state space exploration. The coordinator starts by sending the initial
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1: computed ← false
2:
3: send(STATE M0,worker(hext(M0)))
4: nextprobe ← hext(M0)
5: send(PROBE,worker(nextprobe))
6: nextprobe ← nextprobe +1
7:
8: while ¬ computed do
9: for all i ∈ {1, . . . , n} do

10: if CanReceive(worker(i)) then
11: receive(message,worker(i))
12: if message == STATE M then
13: nextprobe ← min(nextprobe,hext(M))
14: send(STATE M ,worker(hext(M)))
15: else
16: {Probe was returned}
17: if nextprobe > n then
18: computed ← true
19: else
20: send(PROBE,worker(nextprobe))
21: nextprobe ← nextprobe +1
22: end if
23: end if
24: end if
25: end for
26: end while
27:
28: for all i ∈ {1, . . . , n} do
29: send(STOP,worker(i))
30: end for

Fig. 2. State space exploration algorithm for the coordinator.

state M0 to the worker determined by the external hash function hext : M →
{1, 2, . . . , n} used to distribute states between the n workers. It then sends a
probe message to this process to be able to detect when the process has finished
processing the state just sent. The probe messages and variable nextprobe are
used to detect termination. We will explain how the termination detection works
after presenting the algorithm for the workers. The coordinator then runs a loop
where each of the worker processes is polled for messages using the canreceive
primitive. If the received message is a state, this state is sent to the appropriate
worker process and nextprobe is updated accordingly. If a probe message is
received from a worker process, then it is passed on to the next worker and
nextprobe updated accordingly.

Figure 3 lists the algorithm executed by each of the workers. The workers
run in a loop exploring states received from the coordinator. Each worker will
terminate once a stop message is received from the coordinator. Whenever a
state M is received, it is first checked if the state is already stored by the worker.
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1: stop ← false
2:
3: while ¬ stop do
4: receive(message)
5: if message == STATE M then
6: if ¬Nodes.Contains(M) then
7: Nodes.Add(M)
8: Unprocessed ← {M}
9:

10: while ¬ Unprocessed.Empty() do
11: M ← Unprocessed.GetNextElement()
12: for all ((t, b),M ′) such that M [(t, b)〉M ′ do
13: if hext(M

′) �= i then
14: send(STATE M ′)
15: else if ¬Nodes.Contains(M ′) then
16: Nodes.Add(M ′)
17: Unprocessed.Add(M ′)
18: end if
19: end for
20: end while
21: end if
22: else if message == PROBE then
23: send(PROBE)
24: else
25: stop ← true
26: end if
27: end while

Fig. 3. State space exploration algorithm for worker i.

If not, then it is added to Unprocessed and an exploration starting in M is
conducted. States encountered in this exploration which belong to other workers
are transmitted to the coordinator process, whereas encountered states that
belong to the worker but are not currently stored are added to Unprocessed.
When the exploration of the state space from the received state terminates, the
worker goes back waiting for the next message. If a probe message is read, this
message is sent back to the coordinator, and in case of a stop message from the
coordinator, the worker will stop its exploration.

The basic idea to detect termination of the state space exploration is that
the coordinator passes a probe message among the workers. This solution is
inspired by the distributed deadlock detection in [10]. The coordinator keeps
track, in the nextprobe variable, of the next worker to send the probe to. The
idea is that workers with an identity strictly smaller than nextprobe are known
to be blocked, i.e., they are waiting for an incoming message in line 4 of the
algorithm in figure 3. Hence, when the coordinator sends a state to a worker
with an identity which is smaller than the current nextprobe, this worker will
be become active and thus the coordinator decreases the value of nextprobe
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accordingly (see line 13 in figure 2). When the coordinator sends the probe to a
worker (see line 20 in figure 2), it updates the nextprobe to be the next worker.
Hence, if states are not given to workers with a lower identity before the probe is
returned, the next worker will then be probed. When the coordinator receives the
probe from the last worker (line 17 of the algorithm in figure 2), then all workers
are known to be in the blocked state and hence the state space exploration has
been completed.

The distributed state space exploration requires a hash function hext mapping
states onto workers. Assuming that the workers are running on machines of
equal computing power in terms of memory and CPU, then this function should
achieve two goals. Firstly, it should distribute the states uniformly across the
n workers. Secondly, it should ensure a certain degree of locality, i.e., to reduce
the communication overhead we would like as many successors states of a given
state to reside on the same machine. To some extent these are conflicting goals.

To achieve a degree of locality we can select a small subset of the places Ph

of the CPN and let the hash function depend on the marking of these places.
All transitions in the CPN model which do not have a place in Ph as input or
output will hence not affect the hash value and when such a transition is enabled
from a state M , the successor state M ′ will belong to the same machine as M .
Intuitively, we can thus control the degree of locality by the size of the set Ph. On
the other hand, the set of reachable markings of the set Ph must accommodate
a preferably even distribution of states onto the n workers.

Another issue is the relationship between the external hash function hext and
the internal hash function hint used in the internal hash table on each of the
workers. Here we assume that all workers will be using the same internal hash
function. We need to ensure that these hash functions are independent, i.e., that
the external hash function hext does not cause the internal hash function hint

to map the states stored on that worker into a very small set of values. One
approach to avoid this is to let the internal hash function hint depend on the
marking of places in P \ Ph. It should however be mentioned that the marking
of places in P \Ph could be related via place invariants to the marking of places
in Ph, and hence the markings may not be totally independent. The issue of the
external hash function will be investigated further in section 4.

4 An Example

We now present a set of initial results obtained with the basic state explo-
ration algorithm presented in the previous sections. We consider the distributed
database system from [14] in figure 4. The CPN model describes the communi-
cation between a set of database managers D = {d1, d2, . . . , dN} for maintaining
consistent copies of a database in a distributed system. The idea of the protocol
is that when a database manager updates its local copy of the database, requests
are sent to the other database managers for updating their copy of the database.
When each database manager has updated its copy, it sends an acknowledgement
back to the initiating database manager to confirm that the update has now been
performed. A database manager in the protocol can either be in a state Waiting
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Fig. 4. The distributed database example.

(for acknowledgement), Performing (an update requested by another database
manager) or Inactive after having sent the acknowledgement back. All database
managers are initially Inactive.

Table 1 gives some statistics for the distributed data base system where we
have used 1–10 workers. For these experiments, the external hash function hext

is based on the standard internal hash function hint used by Design/CPN:

hext(M) = (hint(M) mod n) + 1 (1)

The |DBM | column gives the number of database managers considered and
the n column specifies the number of workers. States gives the total number of
states in the state space and Time specifies the total time used for the exploration
as measured in the coordinator process. The exploration time is written on the
form mm:ss where mm is minutes and ss is seconds. The Transmit column
specifies the total number of states transmitted. External indicates the number
of successor states computed that were external while Internal gives the number
of successor states computed that were internal. This is measured across all the
workers. Column Stored gives the total number of states received by the worker
which were already stored by the worker when received.

Table 2 gives detailed statistics for the workers. The |DBM | column gives
the number of managers considered and the n column specifies the number of
workers. For each worker W1–W10, we list the number of states stored on the
worker and in Table 3 the total time that the worker spent in the blocking state.

To reduce the number of states transmitted, a small cache is introduced on
each process. This cache contains a set of recently sent states and is consulted
before transmitting a state. The best results obtained in our experiments with
the database example uses a cache with 200 states. Hence, this configuration is
used hereafter.

Until now we have used the internal hash function in each worker as a basis
for the external hash function. For the DBM system it is however possible to
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Table 1. Initial experimental results for the database system.

|DBM| n States Time Transmit External Internal Stored

10 1 196,831 112:49 1 0 1,181,000 0
10 2 196,831 58:25 590,501 590,500 590,500 585,380
10 3 196,831 63:00 1,180,981 1,180,980 20 984,160
10 4 196,831 83:03 1,180,991 1,180,990 10 984,160
10 5 196,831 108:59 1,181,001 1,181,000 0 984,170
10 6 196,831 47:38 1,180,991 1,180,990 10 984,160
10 7 196,831 40:48 590,511 590,510 590,490 492,090
10 8 196,831 27:12 1,180,991 1,180,990 10 984,160
10 9 196,831 57:08 1,181,001 1,181,000 0 984,170
10 10 196,831 77:07 1,181,001 1,181,000 0 984,170

Table 2. Number of nodes on workers for the database system.

|DBM| n W1 W2 W3 W4 W5 W6 W7 W8 W9 W10

10 1 196,831
10 2 98,410 98,421
10 3 65,610 65,610 65,611
10 4 49,210 49,211 49,200 49,210
10 5 40,330 47,521 25,280 53,940 29,760
10 6 31,950 33,660 34,510 33,660 31,950 31,101
10 7 6,720 46,090 20,160 23,221 40,320 6,560 53,760
10 8 24,130 24,240 24,600 24,240 25,080 24,971 24,600 24,970
10 9 12,960 29,160 17,101 23,490 23,490 17,100 29,160 12,960 31,410
10 10 20,160 23,761 12,640 26,970 14,880 20,170 23,760 12,640 26,970 14,880

come up with a tailored hash function based on the observation that except for
the initial marking only one of the database managers is active at a time. If we
let Waiting(M) denote the database manager which is waiting (if any) in the
state M and 1 if there is none, then a possible external hash function for the
DBM system would be:

hext(M) = (Waiting(M) mod N) + 1 (2)

With this hash function it only makes sense to have at most N workers. The
experiments conducted with 10 database managers and a cache size of 200 states
are presented in Table 4. The hash function splits the state space into 9 sets of
19,683 states each, plus one containing also the initial marking (19,684 states).
These sets are evenly distributed among the computation nodes. In these experi-
ments 18 of the new states computed are external while the 1,180,982 others are
internal. Hence, there is very little communication between the processes and
they can perform their local computations without waiting for other workers to
provide new states to handle. The results obtained are thus considerably better
than with the original hash function. For 9 and 8 workers, some computation
nodes are handling 2 groups of states, which explains the longer computation
time, and the longer blocking time for the other workers.
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Table 3. Waiting time of workers for the database system.

|DBM| n W1 W2 W3 W4 W5 W6 W7 W8 W9 W10

10 1 0:00
10 2 4:22 8:33
10 3 23:43 23:38 18:40
10 4 43:52 21:57 29:08 55:24
10 5 27:22 40:50 80:46 64:01 99:50
10 6 13:30 10:34 10:15 15:49 33:46 32:39
10 7 40:03 7:10 35:10 35:12 25:10 40:16 1:07
10 8 12:43 5:36 7:20 15:07 7:11 11:57 6:57 10:44
10 9 54:21 37:40 51:23 48:07 49:24 52:04 39:44 54:23 9:53
10 10 42:23 51:36 67:18 60:19 73:56 52:49 51:33 68:36 14:01 64:17

Table 4. Experimental results using the tailored hash function.

n Time Block. Time

10 3:39 2:14
9 5:48 4:22
8 5:58 4:33

5 Conclusions and Future Work

We have described an approach to conducting distributed state space explo-
ration for CPNs and presented some experimental results obatined with an im-
plementation of our approach within Design/CPN. The experimental results are
encouraging and indicate that the art of distributed state space exploration is
in the choice of a good external hash function mapping states onto workers. In
the general case, we would like to automatically derive an external hash func-
tion without relying on the user knowledge of the system to specify a good hash
function. Hence, we need a way of determining a set of places that can be used to
obtain a good hash function. A possible approach to this is to conduct an initial
partial state space exploration (depth-first and breadth-first) and from the mark-
ings encountered attempt to derive a hash function. This hash function can then
be based on counting the tokens on a selected set of places, or eventually, when
dealing with places having simple colour sets such as integers or enumerations,
on the rank of the colours in the place. Future work includes exploring more
elaborated approaches to perform model-checking in our distributed framework.
A possible starting point for this work would be [13, 15].
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Michael Köhler, Daniel Moldt, Heiko Rölke, and Rüdiger Valk

University of Hamburg, Department of Computer Science
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Abstract. Renew is a computer tool that supports the development
and execution of object-oriented Petri nets, which include net instances,
synchronous channels, and seamless Java integration for easy modelling.
Renew is available free of charge including the Java source code.
Due to the growing application area more and more requirements had
to be fulfilled by the tool set. Therefore, the architecture of the tool
has been refactored to gain more flexibility. Now new features allow for
plug-ins on the level of concepts (net formalisms) and on the level of
applications (e.g. workflow or agents).

Keywords: Reference nets, Renew, plug-in, architecture, high-level
Petri nets, nets-within-nets, tool, integrated development environment

1 Introduction

Petri nets are a well established means to describe concurrent systems. Object-
oriented analysis and programming techniques are currently the de-facto stan-
dard of software development. This has lead to the invention of a variety of
object-oriented Petri net formalisms. One of the most widely used object-oriented
languages is Java, which features a relatively clean language design, good porta-
bility, and a powerful set of system libraries.

Renew [13] is a Java-based high-level Petri net simulator that provides a flex-
ible modelling approach based on reference nets. The publicly available version
1.6 has undergone several improvements and contains many features. However,
different application areas require different functionality of the tool set. There-
fore, we made a major redesign of the tool which will be called Renew 2.0 or for
short Renew in the following and is the topic of this paper. Before it is released,
Renew is undergoing a final comprehensive test in a larger project to ensure
the same high quality as the previous versions.

Renew is an integrated environment that gives the user access to all required
tools including an editor. Underlying design principles of the editor are: easy to
use interface, minimal input for the user, direct relation to the functionality and
provision of a high-level formalism. Fig. 1 shows a screen shot where the main
tool bars and a net drawing are visible.

J. Cortadella and W. Reisig (Eds.): ICATPN 2004, LNCS 3099, pp. 484–493, 2004.
c© Springer-Verlag Berlin Heidelberg 2004
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Fig. 1. A screen shot of the Renew application

The buttons in the visible tool bars mostly deal with the graphical creation of
net diagrams. They help the user to create and layout new nets and to illustrate
them with additional graphics, as well as to edit existing nets. The creation of
new nets is supported by functions that allow the easy creation of new places,
transitions, arcs, and textual inscriptions. With a simple mouse drag you can
create a new node and an arc that connects it to an existing node.

Besides the graphical editor, the tool allows for the use of Petri nets in
server-side processes without the graphically animated token game. Based on
customised compilers different formalisms were supported in previous versions
of Renew. Several extensions of the Petri net formalism had been integrated
that included clear arcs, flexible arcs and inhibitor arcs. The expressiveness of
timed Petri nets, where time stamps are attached to tokens and to input and
output arcs, was provided by the tool, too.

Our goal for the new Version 2.0 is to add flexibility and extensibility as a
key feature at the level of supported formalisms and at the user level to the tool.
The desire for more flexibility comes from the different applications of Renew.
Especially its use in the areas of workflow and agent systems required various
extensions to the tool set. The major refactoring of Renew (see [14]) allows
such extensions to be plugged in and out of the application without overloading
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the tool. Besides the flexibility itself, no new features are added to the tool for
now. But the process uncovered some existing hidden features.

In the sequel we will first describe the characteristics of the main formalism,
the reference nets. Then a sketch of the underlying architecture of the tool and
its extensions to previous versions is given. Besides the architecture some new
features are described. To show the applicability some already existing plug-ins
are discussed. A summary and an outlook will round out the presentation of the
tool.

2 Reference Nets

Reference nets (defined in [10]) start out as ordinary higher-order nets, based
on Petri nets whose arcs are annotated by a special inscription language. We
choose Java expressions as the primary inscription language, but we add tuples
to the language and make some simplifications. As usual, variables are bound to
values, expressions are evaluated, and tokens are moved according to the result
of arc inscriptions. Additionally, there are also transition inscriptions.

– Guards, notated as guard expr , require that the expression evaluates to
true before the transition may fire.

– expr=expr can be inscribed to a transition, but it does not imply assign-
ment, but rather specification of equality. Variables must be bound to a fixed
value during the firing of a transition. This means that modify assignments
like x=x+1 do not make sense.

– Java expressions might be evaluated, even when it turns out that the tran-
sition is not enabled and cannot fire. This causes problems for some Java
method calls, therefore the notation action expr is provided. It guarantees
that expr will be evaluated exactly once, a feature that is needed when side
effects (e.g. changes to Java objects) come into play.

When a net is constructed, it is merely a net template without any marking. But
it is then possible to create a net instance from the template. In fact, an arbitrary
number of net instances can be created dynamically during a simulation. Only
net instances, not the templates, have got a marking that can change over time.

– A net instance is created by a transition inscription of the form var :new
netname . It means that the variable var will be assigned a new net instance
of the template netname . The net name must be uniquely chosen for each
template that we specify.

It should be noted that Renew supports the concepts of Nets-within-Nets (see
[16]) which is a major research topic of our group. In order to exchange informa-
tion between different net instances, synchronous channels were implemented.
They provide greater expressiveness compared to message passing. Unlike the
synchronous channels from [2], which are completely symmetric, we will impose
a direction of invocation. The invoking side of a channel will be known as the
downlink, the invoked side is called the uplink.
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– An uplink is specified as a transition inscription :channelname(expr,...).
It provides a name for the channel and an arbitrary number of parameter
expressions.

– A downlink looks like netexpr:channelname(expr,...) where netexpr is
an expression that must evaluate to a net reference. The syntactic difference
reflects the semantic difference that the invoked object must be known before
the synchronisation starts.

To fire a transition that has a downlink, the referenced net instance must provide
an uplink with the same name and parameter count and it must be possible to
bind the variables suitably so that the channel expressions evaluate to the same
values on both sides. The transitions can then fire simultaneously. Note that
channels are bidirectional for all parameters except the downlink’s netexpr .
E.g., a net might pass a value through the first parameter of a downlink and
the called net might return a result through the second parameter of the same
channel. This is similar to the undirected parameters of Prolog predicates, but
different from the invocations of Cooperative Nets by Sibertin-Blanc (see [15]).

A transition may have an arbitrary number of downlinks, but at most one
uplink. (Again, the similarity with horn clauses in Prolog does not occur by
chance.) A transition without uplinks will be called a spontaneous transition,
because it may fire without being invoked by another transition. A transition may
have an uplink and downlinks at the same time. A transition may synchronise
multiple times with the same net and even with the same transition.

3 Architecture and Extensibility

In the last year, the tool has undergone a large architectural refactoring. The
application has been decomposed into several components, each component is
seen as a “plug-in”. The intention of this decomposition is an increased flexibility
and extensibility of the tool so that new features can be added in an easy way.
However, in the first step, the architectural changes do not add new features to
the tool. But some existing features that were hidden in the system can now be
accessed more easily.

All components of the application are now managed by a central plug-in
system. The system allows for addition and removal of plug-ins at runtime.
Many plug-ins provide extension interfaces where additional features of other
plug-ins can be registered.

The basic functionality of Renew is provided by the plug-ins depicted in
Fig. 2. To run a simulation of some reference nets without graphical feedback,
the plug-ins Util, Core, Simulator and Formalism are needed. The configuration of
the simulation can then be done by setting several properties on the command
line.

The main component is the Simulator plug-in. It comprises the simulation
engine and some packages providing in- and output abstractions for the simula-
tion. Nets can be fed to the simulation engine by using the so-called shadow-API,
which abstracts from the layout information and retains only the topological net



488 Olaf Kummer et al.

event simulator database

shadow

gui gui.xml

framework

figures

util

application

standard

contrib

util

unifyexpression function

remote

application

formalism.bool formalism.java

Simulator

Core

Util

JHotDraw

Gui

formalism.pt

Formalism

formalism

Fig. 2. Basic plug-ins of Renew: packages and dependencies (based on [14, p. 91])

structure. This provides a convenient way to create non-graphical nets algorith-
mically.

Other packages provide interfaces to observe and influence the state of a
running simulation. Also persistent storage of the simulation state in a relational
database engine like mySQL or Oracle is provided, so that the simulation can
continue from the last consistent state after a power failure (see [7]).

If graphical feedback is desired, the plug-ins Gui and JHotDraw can be added.
This can happen while a simulation is running, the user interface will attach itself
to the running simulation engine. It is also possible to quit the user interface
without terminating the simulation.

The simulation engine can be enabled for remote access, so that the graphical
user interfaces of independent Renew instances on other hosts can inspect and
influence the simulation state. This separation of simulation engine and user
interface has already been introduced in Renew 1.5, but now its use has become
easier. If a simulation is started from within the user interface, a configuration
dialog (see Fig. 3) provides a convenient way to set the properties of the next
simulation run.

In the design of Renew it has been clear from the very beginning that the
tool must be able to handle different formalisms by just exchanging a com-
piler component. A compiler converts a shadow net into an internal format by
parsing the textual net inscriptions. A custom compiler can reuse the existing
classes of the Core plug-in which provides predefined building blocks for expres-
sions, places, arcs, and so on. The compiler just needs to compose the compiled
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Fig. 3. Simulation configuration dialog

Fig. 4. Compiler selection menu

nets out of these classes. Custom classes are only needed for non-standard net
components.

Some exemplary formalisms existed in previous versions of the tool, but with-
out much help for their configuration. Now the Formalism plug-in provides a
registry for known compilers. All registered compilers are presented to the user
by a menu in the user interface, if the Gui plug-in is loaded (see Fig. 4). As
a formalism can be accompanied by new graphical elements to be used in net
drawings, the plug-in can add tool bars or menu entries to the application’s user
interface. New formalisms can be easily included in the system by creating a new
plug-in that comprises the compiler and related classes.

A refactoring of the simulation engine has clarified the separation of for-
malisms (compilers), common Petri net abstractions (like transitions and places),
and the core engine, which in fact is just a generic binding search algorithm (see
[10]). With some changes to the user interface, we will soon have a real multi-
formalism tool that supports a different formalism for each net template within
one simulation. This means that some parts of a system can be modelled as
simple P/T-nets and some parts as coloured Petri nets.

4 Development Support

Renew is used in our group to develop and run medium-sized applications
implemented in a mixture of reference nets and Java code (e.g. roundabout 100
nets and the same number of Java classes). The mix of reference nets and Java
is well supported because any Java object can be used as a token in nets and
because any net can be wrapped by a so-called “stub” to make it appear as a
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Java class. When mixing nets and classic code, the developer can benefit from
both sides: he has the clarity of nets at his hand, when it comes to concurrency
and synchronisation, and he has access to the rich functionality of the Java class
libraries.

Pursuant of additional ease for application development, many other fea-
tures have found their way into Renew throughout the last releases. Among the
developer-driven features there are:

– Nets can be loaded not only from files, but also from arbitrary locations by
specifying their URL. Many common ways of retrieving files can be used this
way, as long as the Java runtime system knows a way to access the specified
resource (e.g. via HTTP over Internet or by extraction out of .jar files).

– It is not necessary to open all nets belonging to an application prior to
the start of the simulation engine. A net loading mechanism fetches nets
on demand during the running simulation. The nets can be loaded from
shadow net files without showing up in the graphical user interface. The
graphical representation of the net can also be loaded on demand when the
user inspects a net instance during the simulation.

– An implementation of last year’s Pnml-standard draft (Petri N et M arkup
Language, see [8]) is provided, allowing import and export of nets from or
to other tools.

– Breakpoints can be attached to transitions or places, causing the simulation
to halt when a transition fires or the marking of a place changes.

– Transitions can be marked as “manual”. The simulation engine will not fire
these transitions during automatic runs. But such a transition can be fired
explicitly from the graphical user interface at any time (given it is activated).

– The interactive debugging of complex mixed systems using nets and Java
code is supported by an in-depth inspection of Java token objects.

Of course, the database backing and remote access features mentioned in the
previous section also have their origins in application development. All these
features are of great value for our existing plug-ins, like those presented in the
next section.

5 Plug-in Examples

This section describes some current plug-ins that have been built for Renew.
The plug-ins presented in the following are not all available to the general public,
some being experimental or highly application specific. But they can serve as
examples for the extensibility of the tool.

Workflow. Workflow support requires a workflow management system. A stan-
dard has been defined by the WfMC (Workflow management coalition, see [17]).
The Workflow plug-in extends Renew in two ways: It uses an interface provided
by the engine to monitor and control the activation of transitions in general,
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and it provides a specialised workflow compiler to the Formalism plug-in. Some
sketches of the resulting workflow engine have been given in [6].

With the plug-in, Renew can serve as a development environment and exe-
cution engine for workflow systems, where the firing of transitions is coupled with
the execution of workflow tasks. Overall, the suitability of Renew for workflow
support and the tool’s extensibility is demonstrated by the Workflow plug-in.

Multi-agent Systems. Since multi-agent systems (MAS) are inherently con-
current, Petri nets recommend themselves to be used in that area. In our group,
we have designed a MAS architecture called Mulan (short for Multi Agent
N ets, see [9]) with reference nets. This architecture is implemented with a mix-
ture of nets and Java code by the Capa plug-in (Concurrent Agent P latform
Architecture, presented in [4]). This plug-in mostly runs within the Renew sim-
ulation engine, but in addition provides customised graphical representations for
special token objects.

The MulanViewer plug-in reflects the high potential of the whole architecture.
It enhances the user interface of Renew by an overview window that summarises
the state of certain places in certain nets of the Capa plug-in. The viewer also
provides fast navigation through the important net instances of the MAS to
inspect the token game.

A different kind of plug-in is the Diagram plug-in: It extends the editor com-
ponent of Renew by a special mode to draw Agent Interaction Protocols (AIPs)
as they are proposed by AUML (see [12]). These protocol diagrams are not Petri
nets, but the plug-in prototype can generate net structures reflecting the control
flow corresponding to the AIP for each participating agent.

Modelling Support. The task of modelling benefits enormously from elabo-
rated tool support. Possible features are the direct input of model elements or
flexible menu bars that adapt to the current task. The menus of the former Re-
new were static and could only be extended by releasing a new version of the
tool. By making the menu bar flexible, we can add any tool bar the installed
plug-ins provide.

An example is the NetComponents plug-in, as presented in [1]. It allows to add
new tool bars to the user interface at runtime, where each button creates a small
component of net structure that is often used during a development process.
Different component sets are available, depending on the application area: the
tool bar from [1] comprises patterns for creating Mulan/Capa protocol nets.
A different tool bar covers some workflow patterns, as presented in [11].

6 Conclusions

Renew, based on its new architecture, provides all major features of the old
versions up to now. This is the result of a refactoring process. We concentrated
on the aspect of flexibility to provide a better tool set to the Renew-users
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without introducing new features besides the plug-in mechanism. However, as a
result of the new architecture as a side effect the tool can now easily be extended
based on the plug-in concept.

The underlying algorithms and the support of concurrency, which is even
present inside the tool itself, has not been tackled in this paper. However, the
basic architecture and important newly added features with respect to usability
have been presented.

The plug-in architecture now allows for the easy use of multiple formalisms
and net variants. Basis of this is the clean separation between the underlying
simulation engine and the formalisms on top. The former versions allowed the
use of customised compilers that had to be specified when starting the tool. Now
the refactored tool allows for an easy formalism setup between simulation runs.
In the near future, we will be able to combine different formalisms within one
simulation environment.

The multi-formalism simulation can be useful within our agent-oriented mod-
elling approach, where we consider open systems. Each agent can come along to
an agent platform, which we consider to be a Renew-simulator, with its own
formalism. This depends on the level of abstraction when building the models.
The idea is to use the weakest formalism (with respect to the expressibility)
to reach a certain task during modelling. In combination with the support for
the Pnml-standard this allows the modeller to exchange the nets with other
tools adequate for the chosen formalisms. Especially in the area of verification a
weaker formalism commonly allows the use of more powerful tools.

An important outcome of the work done for the new architecture is that we
are able to build a powerful agent development and simulation tool set. The
integration into the FIPA-standard environment (see [5]) has been functionally
reached with [4], followed by an integration into the Agentcities context (see
[3]). The functionality built into plug-ins will enhance the flexibility of our tool
set to become a full agent execution environment which is autonomous, open,
concurrent, adaptive and mobile.

In the future the number of plug-ins will increase. Any programmer may
build those plug-ins that support his own needs in the directions of a develop-
ment environment that is based on high-level Petri nets, as we do. Furthermore,
others might realize that they need their own special plug-in to support a certain
net formalism or even other formalisms. They can then easily add their special
drawing tools and compilers. The main restriction is that they have to stick to
our architecture and the interfaces provided so far. Due to the underlying design
principles the coupling, however, will be loose.
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Abstract. This paper describes concepts and features of a Web-based system
called XRL/flower for carrying out Petri-net based workflows described with
XRL (eXchangeable Routing Language). XRL/flower uses XML technology and
is implemented in Java on top of the Petri-net Kernel PNK. Standard XML tools
can be deployed to parse, check, and handle XRL documents. The XRL enact-
ment application is complemented with a Web server, allowing actors to interact
with the system through the internet. A database allows the enactment engine
and the Web server to exchange information with each other. Since XRL is in-
stance based, a modelled workflow serves as a template that needs to be copied
and may be possibly refined for enactment. For that purpose XRL constructs are
automatically translated into Petri-net constructs. As a result, the system is easy
to extend: For supporting a new control flow primitive, the engine itself does not
need to change. Furthermore, the Petri net representation can be analyzed using
state-of-the-art analysis techniques and tools.

1 Introduction

XRL/flower [25] is a system of software tools that is developed at the Department of
Technology Management at the TU-Eindhoven. It is intended to serve as middleware
between organizations for Web-based enactment of processes modelled with XRL (eX-
changeable Routing Language). XRL [5, 19] is an instance-based workflow language
that uses XML for the representation of process definitions and Petri nets for its seman-
tics resulting in an unambiguous understanding of XRL.

Carefully extracted control flow patterns [3, 4, 13, 14] are contained in the defini-
tion of XRL resulting in superior control flow expressive power. As shown in [6], the
semantics of XRL is expressed in terms of Work-Flow nets (WF-nets), which permits
the use of theoretical results and standard tools such as Woflan [2, 24] for checking
the appealing notion of soundness. It should be noted that a WF-net specifies the dy-
namic behavior of a single case in isolation. An informal description of WF-nets and
soundness is given in the following paragraphs.

A WF-net is a special subclass of Petri nets that has one input place (i) and one out-
put place (o) as any case handled by the procedure represented by the WF-net is created
when it enters the workflow management system and is deleted once it is completely
handled by the workflow management system, i.e., the WF-net specifies the life-cycle

J. Cortadella and W. Reisig (Eds.): ICATPN 2004, LNCS 3099, pp. 494–503, 2004.
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of a case. Furthermore, there may be no ‘dangling tasks and/or conditions’, i.e., tasks
and conditions that do not contribute to the processing of cases.

Additionally, the requirement should be verified that for any case, the procedure
will eventually terminate and the moment the procedure terminates there is a token in
place o and all other places are empty. Moreover, there should be no dead tasks, i.e.,
it should be possible to execute an arbitrary task by following the appropriate route
through the WF-net. These two additional requirements correspond to the so-called
soundness property [1].

The Petri-net semantics of XRL is realized by mapping to PNML [15, 17, 26], an
XML-based interchange format that permits the definition of Petri-net types. For that
purpose a stylesheet translator is employed that contains mapping rules to PNML for
every XRL control-flow construct that are described in [6].

The resulting WF-net represented in PNML can be loaded into the so-called Petri-
net kernel PNK [16, 18], which provides an infrastructure offering methods for the ad-
ministration and modification of Petri nets. The PNK supports a quick, modular, object
oriented implementation and integration of Petri-net algorithms and applications. A
simple interface allows access to basic net information.

The development of XRL and subsequently XRL/flower can be seen as a reaction to
several XML-based standards for business process modelling that have emerged in re-
cent years. Some examples of relevant past and present acronyms are BPML [9], WSFL
[12], WSCI [7], BPEL4WS [11], XPDL [10], XLANG [21], and so forth. However, they
all share the commonality of lacking precise semantics, which can result in different in-
terpretations of how to support the mentioned standards with enactment technology. In
contrast, XRL is equipped with very clear Petri-net semantics. Differently to the men-
tioned XML-standards one can determine before enactment whether an XRL modelled
workflow is sound or not. Such analysis power is crucial for avoiding the occurrence of
abnormalities such as deadlocks during carrying out business transactions.

The remainder of this paper is structured as follows: Section 2 describes the toolset
architecture of XRL/flower. Furthermore, the life cycle of XRL instances is depicted.
Next, Section 3 shows how implemented modules of XRL/flower exchange information
through a database whose model is presented. A conclusion follows in Section 4.

2 XRL/Flower Architecture

The workflow management system XRL/flower is the result of XRL features. Since
XRL is based on both XML for syntax and Petri nets for semantics, standard XML
tools can be deployed to parse, check, and handle XRL documents. The Petri-net rep-
resentation allows for a straightforward implementation of the workflow enactment en-
gine. XRL constructs are automatically transformed to Petri-net constructs. This allows
for an efficient implementation and the system is easy to extend by employing an XSL
translator for mapping routing elements to PNML. Thus, for supporting a new control
flow primitive, only a transformation to the Petri-net format needs to be added and the
engine itself does not need to change.

Figure 1 shows the toolset architecture of XRL/flower where grey shaded elements
are largely implemented. Using both the control-flow data for the workflow case and
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Fig. 1. XRL/flower architecture

case specific data, the Petri-net engine computes the set of enabled tasks, that is, the set
of work items that are ready. The engine sends this set to the work distribution module.
Based on information of organizational roles and actors, the work distribution module
fills the work item pool. Resources that may carry out those ready worklist items can
log into XRL/flower through the Web server. If the actor has registered beforehand, an
online worklist manager displays the ready items in the Web client that are assigned
by the work distribution module. By accepting a chosen worklist item, its content is
displayed.

In order to enable an actor to perform an activity, the Web server fills the appropriate
form template with case specific data for the activity. The Web server stores updated
case data and signals the Petri-net engine the activity has been completed. The Petri-
net engine then recomputes a new set of work items that are ready. The actor can also
start an XRL instance by sending the corresponding XRL file to the Web server. The
Web server forwards the XRL file to the XRL2PNML module that transforms XRL to
PNML (Petri-Net Markup Language), which is a standard representation language for
a Petri net in XML format [15].

The activity diagram depicted in Figure 2 shows the life cycle of an XRL modelled
workflow. First, the XRL2PNML module performs a transformation from XRL to two
PNML files: one for verification and one for enactment sharing similar soundness char-
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acteristics. The first PNML file is verified using the Woflan tool. Based on the result
either the second PNML file is sent to the Petri-net engine for enactment, or the ac-
tor is informed about the XRL instance containing flaws. In the latter case, the actor
may either abandon the new instance, or modify it to fix the errors. Of course, the fixed
instance is also verified before it is enacted.

The right hand visualization of Figure 2 serves to complete the understanding of
XRL/ flower instance handling. Dashed rectangles represent workflow files, rectangles
stand for XRL/flower modules, and circles depict component processes. An XRL work-
flow may serve as a template of which instance files are created. Every instance of the
workflow is uniquely identifyable by an extra underscore and instance number at the
end of its name. After the XRL2PNML module translates every instance to PNML and
assuming soundness evaluation succeeds, instances are loaded into the Petri-net engine
module. The latter consists of the Petri-net kernel PNK and an enactment application
built on top of PNK. For every workflow instance that needs to be carried out, a new
enactment application process is created. Thus, multiple instance enactments can be
handled concurrently by XRL/flower’s Petri-net enactment module.

3 Component Description

Several parts of the XRL/flower toolset in Figure 1 are grey shaded, which means they
are largely implemented in the currently available prototype [20]. This section describes
the existing functionality of tool modules depicted in Figure 1 and how they interact
with each other.

A relevant preliminary for describing the component’s way of interacting is the
database of which a model is depicted in Figure 3. The central entity of the model is
WFCase that contains attributes about every enacted case instance’s unique identifier,
starting and ending timestamp. A case file can contain variables with optional values
present at case start time. Likewise documents can be contained in the case file in com-
bination with a uri.

For attaining increased flexibility with respect to organizational fluctuation, a split
between organizational roles and actors is sensible. Attributes can be attached to roles
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Fig. 3. Database model of XRL/flower

into which actors can slip. The database model in Figure 3 shows that an actor may slip
into multiple roles and a role may be held by many actors. When an actor registers for
the first time with XRL/flower, a worklistitem manager entry is inserted in the entity
WorklistManager.

Ready worklist items are inserted with a start timestamp in the Worklistitem
entity and a worklist-item-manager identifier is instantaneously added to the worklis-
titem entry. Variable and document links can be contained in a XRL task definition.
Thus, further tuples need to be inserted for assigning the appropriate variables and doc-
uments to a particular worklist item entry. The database model of Figure 3 also shows
entities for the acceptance of a worklist item and completion of an activity that are
committed by an actor together with time stamps through the Web client.

3.1 XRL2PNML

The XRL2PNML module consist of a stylesheet translator containing mapping seman-
tics from XRL to PNML described in [6]. As a result carefully extracted control-flow
patterns contained in the XRL modelled workflow are converted into a WF-net repre-
sented in PNML format.

3.2 Woflan

The soundness property of WF-net mapped workflows can be verified with the analysis
tool Woflan [22–24]. This way it is possible to eliminate modelling abnormalities, e.g.
deadlocks, before workflow enactment, which leads to the avoidance of costly run-time
failures.

3.3 Petri-Net Enactment Engine

The core of this module is the Petri-net kernel PNK on top of which an enactment
application is implemented. PNML files representing case instances can be loaded into
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the PNK that translates workflow node tags into an object instance net. Next, the case
name is detected in the PNML file and inserted to the WFCase entity. Parsers check for
variable and document tags that are automatically inserted to the database together with
their optionally present values.

Fig. 4. Enactment application of the Petri-net enactment module

Since the PNML file is marked as a WF-net, the Petri-net module offers permitted
applications in a pull-down menu that may be carried out. Figure 4 shows the enactment
application selection in front of an editor displaying the PNK loaded workflow instance.
After choosing the enactment application, a simple Petri-net firing rule can be started
that allocates all enabled transitions and fires them randomly in a loop until no enabled
transitions can be detected [25].

Several firing transitions carry labels that trigger particular enactment application
methods. Tasks mapped from XRL to PNML have a starting and ending transition la-
belled task/begin and task/end respectively [6]. A task/begin label triggers
the Petri-net engine module to look for the role allowed to perform the task. After al-
locating the set of concrete actors who fill that role, corresponding entries are inserted
to the database of the actor’s worklist managers. The task/begin labelled transi-
tion waits with firing until the Petri-net engine module reads from the database that the
worklist item has been accepted by an actor. A task/end labelled transition means
the enactment process is waiting for the actor to complete the task. In such a case the
firing rule commits a task completion time stamp to the database.

Some XRL elements require condition defintions that are mapped to PNML as the
editor in the background of Figure 4 shows with the example of while-do/true and
while-do/false labelled transitions. Both labels are the PNML mapping result of
the XRL while-do element [6] where the condition statement is mentioned once. In
the first PNML-label case the labelled transition evaluates to true and in the latter case
transition firing takes place when the condition is false. The Petri-net engine uses XPath
[8] for condition evaluation.
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The condition element of XRL is equally split into a condition/tbegin
and condition/fbegin transitions [6] after XSL translation to PNML. Again con
dition/tbegin labelled transitions fire when the attached condition evaluates to
true and condition/fbegin transitions need the condition to be false for firing.

Variables used in conditions can change during case enactment. Thus, the firing
rule has to obtain the latest variable values in the moment of condition checking. The
Petri-net enactment application reads all case variables and their corresponding values
from the database and builds an internal ad hoc XML-document that serves for XPath
supported evaluation of condition statements. This XML-document is dropped imme-
diately after condition evaluation has been performed.

Fig. 5. Worklistitem manager created by the Web server

Finally, wait all and wait any of XRL are elements that either wait for the
occurrence of all or any associated events respectively [6]. Both XRL elements wait
for the event occurrences until a timeout has expired. Mapped to PNML, the Petri-
net engine firing rule picks up the timeout/begin labelled transition’s timestamp
and waits till the system timestamp is later than the transition timestamp. Once the
system timestamp is late enough the transition fires. When the workflow terminates,
i.e., one token has reached the sink place and no tokens are left over in the Petri-net, the
enactment application commits an end timestamp to the database entry of the WFCase.

3.4 Web Server/Web Client

An actor who wants to interact with the XRL/flower system must first log in through
the Web client. If the actor can not be detected in the database, the Web server sends a
form to the client for entering assorted data that is inserted through the Web server to
the database.
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Fig. 6. Display of an activity

If the actor logging into XRL/flower can be detected in the database, the Web server
checks in the WorklistitemPool entity for ready worklist items. The detected set
is displayed in the Web client as can be seen in Figure 5. Clicking the Accept but-
ton triggers the Web server to perform a corresponding insertion in the database (see
Figure 3).

In a next step the Web server reads all variable and document entries associated
with the activity and displays them in the Web client for the actor. A chosen worklist
item can be accepted through the Web interface, which results in a display of all activity
properties as Figure 6 shows. An address attribute is displayed delivering a Web Service
uri the actor can use for carrying out an activity operation. The Web client allows the
actor to choose particular variables and documents for changing the delivered values
and commits them to the database. Such changes are relevant for the evaluation result
of XPath conditions used in the workflow case.

Figure 6 shows a Complete button the actor may click after having carried out the
activity instruction. Such action commits a corresponding entry in the database contain-
ing a timestamp. As a result the Web server collects the new set of ready worklist items
the Petri-net engine module has generated and inserted to the database and displays
them again in the Web client. Once the actor has completed carrying out activities with
XRL/flower support, clicking the SignOff button results in a log off.

4 Conclusion

This paper presents the Web-based workflow management system XRL/flower for en-
actment of XRL defined workflows. XRL significantly differentiates itself from emerg-
ing standards like BPEL4WS by being extensible and instance based. Furthermore,
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differently to XML-based standards XRL is equipped with clearly defined semantics
based on Petri-net theory and possesses extensive control flow expressive power.

The architecture of XRL/flower is explained, depicting the toolset presently exis-
tent and still to be explored and implemented in the future. By employing a translation
module XRL2PNML, the powerful analysis tool Woflan can subsequently be applied
for verifying the soundness property of a workflow before enactment. The Petri-net
enactment module uses the Petri-net kernel PNK on top of which an enactment appli-
cation is implemented. No adaptations have to be carried out at the Petri-net enactment
module if XRL is extended with a new control-flow element. Merely the stylesheet
translator needs to be extended with new semantics for permitting mapping from XRL
to PNML. The XRL/flower database model is presented and explained followed by a
detailed discussion of the interaction sequence between the Petri-net enactment module,
Web server module, and the database server.
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